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Abstract 
 

This thesis introduces a novel local appearance method, termed coherency 

filtering, which allows for the robust detection and analysis of rigid objects 

contained in heterogeneous scenes by properly exploiting the wealth of 

information returned by a k-nearest neighbours (k-NN) classifier. A significant 

advantage of k-NN classifiers is their ability to indicate uncertainty in the 

classification of a local window by returning a list of k candidate classifications. 

Classification of a local window can be inherently uncertain when considered in 

isolation since local windows from different objects or the background may be 

similar in appearance. In order to robustly identify objects in a query image, a 

process is needed to appropriately resolve this uncertainty. Coherency filtering 

resolves this uncertainty by imposing constraints across the colour channels of a 

query image along with spatial constraints between neighbouring local windows 

in a manner that produces reliable classification of local windows and ultimately 

results in the robust identification of objects. 

 

Extensive experimental results demonstrate that the proposed system can robustly 

identify objects contained in test images focusing on pose, scale, illumination, 

occlusion, and image noise. A qualitative comparison with four state-of-the-art 

systems indicates comparable or superior performance on test sets of similar 

difficulty can be achieved by the proposed system, while being capable of 

robustly identifying objects under a greater range of viewing conditions.  
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Sommaire 
 

Cette thèse introduit une nouvelle méthode d'apparence locale, intitulée filtrage 

par cohérence (“coherency filtering”), qui permet de détecter et analyse de 

manière robuste  les objets rigides contenus dans des scènes hétérogènes en 

exploitant correctement la multitude d'informations retournées par un 

classificateur k-voisins les plus proches (”k-nearest neighbours” ou k-NN). Un 

avantage important des classificateurs k-NN est leur habileté à indiquer 

l’incertitude lors de la classification d’une fenêtre locale en retournant une liste de 

k classifications candidates. La classification d’une fenêtre locale peut être en soi 

incertaine lorsque considérée de manière isolée puisque les fenêtres locales de 

différents objets ou du fond peuvent être d’apparence semblables. De façon à 

identifier de manière robuste les objets dans une image requête, un processus est 

nécessaire afin de résoudre de manière appropriée cette incertitude. Le filtrage par 

cohérence résout cette incertitude en imposant des contraintes sur les canaux 

couleurs d’une image requête de même que des contraintes spatiales entre les 

fenêtre locales avoisinantes de façon à produire une classification fiable des 

fenêtres locales et ultimement résulter en une identification robuste des objets. 

 

Des résultats expérimentaux étendus démontrent que le système proposé peut, de 

manière robuste, identifier des objets contenus dans des images test mettant 

l’emphase sur la pose, l’échelle, la luminosité, l’occlusion et le bruit de l’image. 

Une comparaison qualitative avec quatre systèmes au sommet de l’art  indique 

que des performances comparable ou supérieures avec des ensembles test de 

difficultés similaires peuvent être obtenues par le système proposé, tandis que 

celui-ci est capable d’identifier de manière robuste des objets sous un plus grand 

éventail de conditions de visionnement. 
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Chapter 1 
 

Introduction 
 

 

This thesis is concerned with the development of a novel object detection and 

analysis system. Informally, object1 detection is the process of determining the 

identity and position of a known object in an unknown heterogeneous scene, 

whereas object analysis adds the additional requirements of estimating the 

object’s pose and scale. This is in contrast to the easier problem of object 

recognition, where the object’s position is commonly assumed to be known a 

priori and the object is typically shown against a known, uniform background. 

The human vision system is capable of performing accurate object analysis as 

demonstrated by our ability to easily answer questions regarding the identity, 

location, pose, and scale of objects within our environment. Designing a general 

purpose computer vision system with performance comparable to that of the 

human vision system is the goal of many researchers. Unfortunately, general 

purpose computer vision systems are beyond the state-of-the-art and the proposed 

system is no exception. Nevertheless, the advantages of the proposed system 

make it a strong candidate for future research aiming to address the problems of 

general purpose computer vision. 

 

Research into object identification (either detection or analysis) is motivated by 

both theoretical interests and practical concerns. From a theoretical viewpoint, 

research into computer vision is instrumental in increasing our understanding of 

                                                 
1 Throughout this thesis the term “object” refers to a specific instance from an object class (i.e., 

James Bond’s Aston Martin) 
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artificial and biological vision systems and is a valuable tool for testing new ideas 

proposed by the larger vision science community. Vision science is now seen as a 

multi-disciplinary field of study with computer vision playing a crucial role [1]. 

From a more practical point of view, the development of a general purpose vision 

machine is of interest as it will allow the realization of a wide-range of exciting 

applications such as content-based image retrieval (e.g., internet searches applied 

to images), advanced human-to-computer interaction (e.g., sign language 

understanding), and visually aware robots (e.g., robotic housekeeper). It is the 

author’s opinion that realizing general purpose computer vision will impact 

society to the same extent as the development of the general purpose computer.  

 

The central challenges preventing the realization of general purpose computer 

vision are how to robustly model an object’s appearance and how to best search a 

query image for objects given a database of these models. An object model must 

account for changes in the object’s appearance due to varying scale, pose, and 

illumination conditions. Although only rigid objects are considered in this thesis, 

a general purpose computer vision system would also need to model allowable 

object deformations such as the changing appearance of a face with different 

facial expressions. Building a compact and robust object model that adequately 

captures the variability in an object’s appearance has proven immensely 

challenging. A vision system containing a database of object models still needs to 

consider how best to search for objects within a query image given the possibility 

of partial occlusions and the presence of unknown objects. In practice, an object 

model will not be able to account for all variability in the object’s appearance so a 

method is required for normalizing a detected object before comparing it with 

models in the object database. 

 

Computer vision systems can be categorized into three groups based on how they 

model an object’s appearance: (1) model-based methods try to find 

correspondences between an explicit user-defined 3D model of an object and 

geometric primitives extracted from a query image (e.g., lines, corners, or curves); 
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(2) appearance-based methods use object models learned from a set of training 

images to capture the global variability of an object’s appearance; and (3) local 

appearance methods use object models learned from a set of local windows 

(small regions of an object) extracted from a training set in order to capture the 

variability of an object’s appearance. Although research continues into all three of 

these categories, local appearance methods are now generally considered state-of-

the-art.  

 

The goal of this thesis is to develop a local appearance method capable of robustly 

detecting and analyzing rigid objects contained in unknown, heterogeneous 

scenes. This thesis considers identification of objects in static 2D colour images 

under a variety of different viewing conditions. Specifically, variations in object 

pose, object scale, illumination conditions, occlusion, and noise are considered. 

Robust identification under these viewing conditions is necessary for any 

computer vision application operating in an unstructured environment.  

 

1.1 Thesis Outline 
 

This thesis describes the structure, implementation, and properties of a system 

capable of performing object detection and analysis in heterogeneous 

environments. The next chapter formally distinguishes between object 

recognition, detection, and analysis before giving a detailed account of the 

challenges faced by an object detection and analysis system. This is followed by a 

literature review that categorizes existing approaches to object identification. 

 

Chapter 3 discusses a supervised learning method for modeling the local 

appearance of an object. These object models are created from local windows 

extracted from a finite- sized training set and therefore must be capable of 

generalizing to unseen appearances of the object. As such, this chapter begins by 

defining what the requirements of the training set are and how local windows can 

be normalized to account for variations in in-plane rotation and illumination. 
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Motivation for using a k-nearest neighbour (k-NN) classifier to learn object 

models is then given along with a discussion of its advantages and limitations. A 

method for reducing the dimensionality of local windows that relies on basis 

images obtained by applying principal component analysis to a set of natural 

images is then explored. The chapter concludes by discussing different methods 

for encoding local windows.  

 

A major advantage of k-NN classifiers is their ability to indicate inherent 

uncertainty in the classification of a local window by returning a list of candidate 

classifications. In Chapter 4, a method is developed that resolves this uncertainty 

by exploiting local information in a manner that results in reliable classification of 

local windows and ultimately in robust identification of objects. This method is 

termed coherency filtering and is the primary contribution of this thesis.  

 

Extensive parameter tuning experiments are conducted in Chapter 5. These 

parameters control how learning of object models and coherency filtering are 

performed. The approach taken in this thesis is to tune these parameters by 

considering how they influence the performance of the system. Each parameter is 

tuned independently in order to assess its importance and sensitivity in terms of 

how the system performs.    

 

Chapter 6 examines the performance of the system under a wide range of different 

viewing conditions. Specifically, test sets focusing on pose, scale, illumination, 

occlusion, noise, and heterogeneous backgrounds are considered. These test sets 

consist of objects from the Columbia Object Image Library (COIL-100) [2], 

which is a widely used object database in the object recognition literature. In 

order to evaluate an object detection system, it is necessary to superimpose the 

COIL-100 objects onto heterogeneous backgrounds. This is accomplished with 

the McGill Object Detection Suite (MODS) [3], a publicly available software 

suite designed by the author to facilitate the easy generation of query images 

suitable for evaluating object detection and analysis systems. This chapter 
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concludes by comparing the proposed system with four state-of-the-art object 

detection systems.   

 

The object detection and analysis system developed in this thesis considers the 

problem of general purpose computer vision. Unfortunately, like all state-of-the-

art computer vision systems, it does not fully address this problem. Chapter 7 

begins by exploring the limitations and advantages of the proposed system. 

Attention is then given to the general nature of the coherency filtering framework 

and alternative implementations are suggested for each stage. This generalized 

view of coherency filtering along with the experimental results demonstrated in 

Chapter 6 strongly suggest further exploration of the coherency filtering 

framework is warranted. As such, this chapter concludes with suggestions for 

future research. 

 

This thesis concludes in Chapter 8 with a review of the objectives of this project 

and how they were achieved along with a summary of the main contributions of 

this thesis.  

 

1.2 Thesis Contributions 
 

The main contribution of this thesis is the development of a novel framework for 

object detection and analysis. This framework is termed coherency filtering and 

provides a method for properly exploiting the wealth of information returned by a 

k-NN classifier. A significant advantage of k-NN classifiers is their ability to 

indicate uncertainty in the classification of a local window by returning a list of k 

candidate classifications. Classification of a local window can be inherently 

uncertain when considered in isolation since local windows from different 

objects, different regions of the same object, or the background can have the same 

or similar appearance. Nevertheless, in order to robustly identify objects in a 

query image a process is needed to appropriately resolve this uncertainty. 

Coherency filtering resolves this uncertainty by imposing constraints on this list 
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of candidate classifications in a manner that produces reliable classification of 

local windows and ultimately results in the robust identification of objects. 

 

The proposed system combines a number of existing methods from the computer 

vision literature in order to allow rigid objects to be robustly identified in 

heterogeneous environments regardless of pose, scale, illumination conditions, 

and partial occlusion. Specifically, an object’s appearance as it is rotated out-of-

plane in three-dimensional space is learned through the training set [4]. It should 

be noted that in this thesis object views are considered only about a single out-of-

plane axis of rotation. Variations in appearance due to in-plane rotation are 

handled by rotating local windows to a canonical orientation in a manner similar 

to that proposed by David Lowe [5]. Identification over a wide range of scales is 

achieved by learning object models over a small range of scales and then 

performing a search over an image pyramid as suggested in [6]. Robustness to 

varying illumination conditions is accomplished by colour normalizing local 

windows [7]. Finally, the use of local windows to model the overall appearance of 

the object provides robustness to unknown, heterogeneous backgrounds [8] and 

partial occlusion [9]. To the best of the author’s knowledge this is the first time 

these methods have been combined to form a complete computer vision system. 

This thesis demonstrates that when these methods are used in conjunction with 

coherency filtering excellent performance can be achieved. 

 

Extensive experimental results are provided to verify the performance of the 

proposed system. Test sets focusing on pose, scale, illumination, occlusion, noise, 

and heterogeneous backgrounds are all considered in order to allow a systematic 

characterization of the system’s performance. Unfortunately, object detection 

systems are typically evaluated on small, custom made test sets that are 

inadequate to fully characterize their performance and inhibit a quantitative 

comparison of existing systems from being conducted. Nevertheless, a qualitative 

comparison with four state-of-the art object detection systems indicates that the 

proposed system can achieve comparable or superior performance on test sets of 
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similar difficulty, while being capable of robustly identifying objects under a 

greater range of viewing conditions. In order to permit the easy generation of 

query images and promote testing on a common set of query images, the author 

has developed the publicly available MODS [3]. Details of this software suite are 

not given in this thesis, but nevertheless it is a contribution of the author’s thesis 

project. 

 

Parameter tuning experiments were performed to determine suitable values for all 

free parameters in the system. Tuning was conducted by considering how varying 

parameter values influenced the performance of the system. The importance and 

sensitivity of each parameter on the system’s performance was determined by 

independently tuning each of the parameters. Future work can reference the 

results given here to determine which parameters are most critical in determining 

the system’s performance and how the system’s performance is likely to be 

affected by different parameter values.   

 

The proposed system aims to address the problem of general purpose computer 

vision. However, like all state-of-the-art computer vision systems, it falls short of 

achieving this goal. As such, the final contribution of this thesis is a series of 

recommendations for further research related directly to coherency filtering along 

with a list of open problems that must be addressed by the computer vision 

community before general purpose computer vision can be achieved. This list is 

largely driven by the limitations of the proposed system since they are common to 

the vast majority of state-of-the-art computer vision systems and none of these 

limitations have generally accepted solutions. 
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Chapter 2 
 

Background 
 

 

The goal of many researchers in the field of computer vision is to build a general 

purpose computer vision machine with vision capabilities comparable to those of 

humans. The impact of such a system on society stands to rival the “digital 

revolution” [10] brought about by the general purpose computer. Unfortunately, 

development of a general purpose computer vision machine has proven 

remarkably challenging. 

 

The first section of this chapter gives a formal definition of three related, but 

different problems in computer vision: object recognition, detection, and analysis. 

Object recognition typically makes use of a priori knowledge (specifically, the 

location and boundary of all objects in an image) to simplify the task of 

determining the identities of objects. These approaches are suitable for use in 

structured environments such as assembly lines. Object detection and analysis 

systems are designed to work in unstructured environments, where prior 

knowledge of an object’s position and of the background content are not 

available. The goal of an object detection system is to determine the identity and 

location of all objects in an image. Object analysis systems have the additional 

requirement of determining the pose and scale of each identified object. The 

human vision system can robustly establish the identity, position, pose, and scale 

of objects in unstructured environments which makes it a highly sophisticated 

object analysis system. 
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As a human, vision seems remarkably simple. We accomplish this task daily 

without any apparent effort. However, this should be seen as an indication of how 

powerful the human brain is at processing visual information and not a measure of 

how complex the problem of vision is. The second section of this chapter 

discusses aspects which make designing a vision system difficult. 

 

Numerous artificial vision systems have been developed to address the problems 

of object recognition, detection, and analysis. In the final section of this chapter, 

these different systems are categorized and their general structures along with 

their advantages and limitations are discussed. This section examines the state-of-

the-art in object detection and analysis systems and concludes with a list of open 

problems.  

 

2.1 Object Recognition, Detection, and Analysis 
 

When considering computer vision systems, it is important to understand the 

distinction between object recognition, object detection, and object analysis. 

Figure 2.1 shows these systems as a hierarchy, where the a priori knowledge 

decreases and the knowledge gained about an object increases as one moves up 

the hierarchy from object recognition to object analysis. Perhaps most 

importantly, it should be understood that it is rarely trivial to adapt a system lower 

in the hierarchy to solve a problem higher in the hierarchy (e.g., extending an 

object recognition system to perform object detection). 

 

In object recognition, it is generally assumed the object of interest has been 

segmented from the background and that its position is known. Typically, query 

images consist of a single object centred in the image on a known background 

(e.g., pure black). The goal of the system is to determine the identity of the object 

in the query image. Results are commonly reported as a recognition rate R=C / T, 

where T is the total number of query images and C is the number of query images 

that have been correctly classified.  
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Figure 2.1: Hierarchy of computer vision systems showing the decrease in a priori 
knowledge and increase in knowledge gained about an object as one moves from an 
object recognition system to an object analysis system. 
 

Object detection and analysis systems do not make use of any prior information. 

Query images consist of one or more objects contained in an unknown 

heterogeneous scene. Since the locations of objects in a query image are 

unknown, a search is usually required. Lack of any a priori information makes 

object detection and analysis far more challenging than object recognition. 

 

For object detection, the goal is to establish the identity and location of all objects 

within a query image. A detected object is considered correct only if the estimated 

position of the object is within ΔR pixels of the object’s true position. Object 

analysis imposes the additional requirements of determining the object’s pose to 

within ΔP degrees and the object’s scale to within a factor of ΔS.   

 

An object detection or analysis system attempts to maximize the number of 

correct (true positive) detections, while minimizing the number of incorrect (false 

positive) detections. Varying system parameters often results in a trade-off 

between the number of true positive and false positive detections. This trade-off is 

captured using the recall and precision metrics introduced in [11]: 
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recall,  

precision,   
( )

(1- precision),  1-  
( )

TPr
nP

TPp
TP FP

FPp
TP FP

=

=
+

=
+

 (2.1) 

where the symbols are given in Table 2.1.  

 
Symbol Definition 

TP Number of true positive detections 
FP Number of false positive detections 
nP Total number of positives in the data set 
ΔR Maximum deviation from true position of object 
ΔP Maximum deviation from true pose of object 
ΔS Maximum deviation from true scale of object 

Table 2.1: Symbols, along with their meanings, used in defining performance 
metrics. 
 

A distinction also needs to be drawn between object detection systems and object 

class detection systems. Object detection systems must identify specific instances 

of an object class whereas an object class detection system aims to detect all 

instances of a specific object class. As an example, an object class detection 

system might be trained to detect faces or cars whereas an object detection system 

would be trained to detect specific instances from these object classes (e.g., Albert 

Einstein’s face, James Bond's Aston Martin).   

 

The definitions of object recognition and object detection given here are similar to 

those found in [12].  However, many authors define an object recognition system 

as a system that identifies specific instances of an object class regardless of 

whether or not the system can identify objects within heterogeneous scenes. These 

authors reserve the designation object detection system for systems capable of 

detecting a class of objects (i.e., what is defined above as an object class detection 

system). Drawing a distinction between systems that can or cannot perform in 

heterogeneous environments is important and as such the definitions given here 

are preferred.    
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2.2 Challenges of Object Detection 
 

What factors affect our ability to recognize an object? An object’s appearance 

results from the combined effects of its shape, reflectance properties, pose, 

distance from the viewer (i.e., relative size or scale), and the illumination 

properties of the environment. The recognition of rigid objects requires 

consideration of all these factors. Shape and reflectance are intrinsic properties of 

rigid objects, but many objects are capable of deformations affecting these 

properties (i.e., faces). The proposed system only considers rigid objects.  

 

Our ability to detect an object in a scene is influenced by additional factors. 

Detection requires the ability to search a scene to identify the location of an 

object. This search is hindered by the possibility that the object may be partially 

occluded or “blended” into the scene (i.e., effectively camouflaged). 

Consequently, factors affecting the performance of an object detection or analysis 

system are the positions, poses, and scales of objects along with the illumination 

properties of the environment, presence of any occlusion, and visual 

characteristics of the scene.   

 

A general purpose computer vision machine must be able to detect all objects 

within its environment. Even vision systems designed for specific purposes may 

need to be able to identify thousands of objects. For this reason, it is also 

important to consider how the memory and computational requirements of a 

system scale with the number of objects of interest. 

 

2.2.1 Translation 
 

In object detection or analysis systems, the positions of any objects in a scene are 

unknown so (typically) a search over a query image must be performed. There are 

two main approaches for performing this search: 



Chapter 2 – Background 

 

13 

• Grid Search: The entire image is searched in a systematic fashion. For 

example, by visiting pixels in the image in row-major order until all pixels 

have been considered. Often it is possible to visit only every nth pixel 

without significantly degrading the performance of the system. A number 

of object detection systems are designed around this search strategy [8, 9, 

13-16]. 

• Interest Points: By using an interest point operator, areas within an image 

exhibiting some salient quality can be detected. For example, the Harris 

operator [17] detects corners in an image, whereas the annular symmetry 

operator [18] detects regions with local symmetry. Research into object 

detection systems based on interest point operators is actively being 

pursued [19-24].       

 

In general, a grid search can be seen as more computationally expensive than 

using an interest point operator (as every nth pixel in a query image must be 

considered as opposed to only salient points), but more reliable since it is a 

structured search. Systems using an interest point operator make the assumption 

that salient points will be reliably detected on all objects of interest. This 

assumption is difficult to guarantee in unstructured environments where the scene 

characteristics, illumination conditions, and object parameters (position, pose, and 

scale) are all unknown.   

 

2.2.2 Pose 
 

The pose of an object can be divided into out-of-plane rotation and in-plane 

rotation. Out-of-plane rotation is about an axis within the plane of the image 

whereas in-plane rotation is about an axis perpendicular to the plane of the image. 

This distinction is useful during testing (or building of a training set) as an 

object’s appearance can change significantly as it is rotated out-of-plane (Figure 

2.2), but remains unchanged when rotated in-plane.  
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Vision systems must be able to identify an object regardless of its pose. Although 

an object can be modelled from a single view [23, 25, 26], system performance is 

greatly improved by considering the object at multiple out-of-plane rotations in 

order to fully capture its appearance [14, 16, 21, 27, 28].  In-plane rotation does 

not change the appearance of an object, but designing an object detection system 

to be invariant to in-plane rotation requires explicit consideration and often results 

in an increase in the computational requirements of the system.           

 

 
Figure 2.2: Sample object from the Columbia Object Image Library (COIL-100) [2] 
at different poses. 
 

2.2.3 Scale 
 

The distance between an object and the viewer determines the scale of the object. 

An object detection or analysis system must be able to detect the object despite 

this variation in scale and the resulting loss of object detail that occurs as the size 

of the object decreases (Figure 2.3). Detection over scale can be accomplished by 

constructing an object model robust to scale change [29] or by searching for 

objects over an image pyramid constructed by successively down-sampling the 

query image [6, 30].             

 
Figure 2.3: Sample object from the COIL-100 shown at varying scales. Notice the 
loss of detail as the scale of the object decreases. 
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2.2.4 Illumination 
 

The illumination properties of the environment can have a significant impact on 

the appearance of an object as illustrated in Figures 2.4 and 2.5. Figure 2.4 shows 

24 identical views of an orange where the number and direction of light sources in 

the environment have been changed. Shadows and specularities created by the 

light sources change the object’s appearance. Figure 2.5 shows 12 identical views 

of a toy mouse where the illumination colour in the environment is changed from 

reddish to white. The illumination colour directly affects the colour of the object. 

 

 
Figure 2.4: Object from the Amsterdam Library of Images (ALOI) database viewed 
under 24 different lighting directions [31]. 

 

 
Figure 2.5: Object from the ALOI database viewed under 12 different illumination 
colours [31]. 
 

If the illumination properties of the environment could be determined, the 

appearance of the object could be normalized using this information. In practice, 

this problem has proven difficult and no satisfactory solution has been found [32]. 

As such, one approach to obtaining robustness to varying illumination conditions 

is to consider a training set with objects under varying illumination conditions 

[33]. A model of the object is then learned that incorporates the variability 

imposed by different lighting conditions. Although this method is suitable for 

structured environments exhibiting only small variations in lighting conditions, it 
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is impractical for unstructured environments where the variability in lighting 

conditions is extremely large.     

 

Illumination compensation can also be achieved by performing a non-linear 

transformation of the input image in order to create a new image that is less 

sensitive to illumination conditions. A simple example of this technique is to 

consider only edge information in an image [34].  Edge information is robust to 

changing illumination conditions, although shadows and specularities caused by 

directional lighting can have a large influence on the detection of edges. Another 

popular method is the Retinex algorithm introduced in [35] and further developed 

to include histogram fitting in [36].   

 

The most common approach taken by current object detection systems is to 

assume an affine illumination model and to normalize object models to be 

invariant to these affine changes in illumination [5, 23]. Despite specularities and 

shadows being poorly described by an affine illumination model, [7, 37] have 

demonstrated that affine illumination normalization combined with a local 

appearance method yields robust object recognition under severe and unknown 

variations in illumination. Furthermore, [7] indicates local appearance methods 

can be combined with less computationally expensive illumination models 

without significantly reducing system performance.  

 

2.2.5 Occlusion 
 

Many applications require a system capable of detecting objects which are 

partially occluded. Object detection systems should be evaluated on query images 

with varying amounts of occlusion. To facilitate this testing, occlusion is often 

artificially generated by either removing a certain percentage of the object or 

covering it with noise as shown in Figure 2.6. 
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Figure 2.6: Example query images of an object from the COIL-100 with instances of 
the object artificially occluded by approximately 25% (left image) and 50% (right 
image). Images generated with the McGill Object Detection Suite (MODS) [3]. 
 

Occlusion can be dealt with by considering only the visible portion of an object. 

Several methods have been developed along this line. The quadtree-based 

eigendecomposition introduced in [28] successively divides image regions into 4 

equal-sized parts if any portion of the region is being occluded. This allows the 

final decision concerning the object’s identity to be based only on visible portions 

of the object. Leonardis and Bischof [38] suggest a hypothesis-and-test paradigm, 

where subsets of pixels from the image are considered and a final hypothesis is 

selected based on the minimum description length principle. They term this 

algorithm Robust PCA, as it shares many similarities with principal component 

analysis (PCA) with the advantage of being robust to occlusion and noise. 

However, the most common paradigm for handling occlusion is to consider local 

windows of an object [9, 14, 23, 24, 39].  Each local window describes only a 

small portion of the object. Robustness to occlusion is achieved since a number of 

these local windows will likely be unaffected by the occlusion as illustrated in 

Figure 2.7.    
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Figure 2.7: Describing an object using local windows is a widely used paradigm for 
dealing with occlusion. Each circle represents a local window describing the area of 
the object within its perimeter. When a portion of the object is occluded, many local 
windows will remain unaffected (blue circles) allowing the object to be detected. 
 

2.2.6 Heterogeneous Backgrounds 
 

For an object detection system to work in an unstructured environment, it must be 

able to detect objects in heterogeneous scenes. Evaluation of object detection 

systems can be performed by superimposing objects on heterogeneous 

backgrounds to simulate the object’s presence in an unknown scene. Figure 2.8 

shows an object against three different backgrounds. An object detection system 

must be able to reliably detect the object on any background and not mistake 

portions of the background as an object of interest.   

 

   
Figure 2.8: Example query images of an object from the COIL-100 against 
heterogeneous backgrounds. Images generated with the MODS [3]. 
 

For structured environments, especially when the object of interest is moving 

within a scene, it is often possible to segment an object from the background 
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using background subtraction [40].  The basic idea is to compare a previously 

captured image from a stationary camera to the most recently captured image and 

identify any areas between the two images that are significantly different. A 

common application of this technique is security systems, where objects (e.g., 

people and vehicles) entering the scene need to be identified [41].   

 

In unstructured environments, the background is typically unknown and there is 

no known method for reliably segmenting objects from background. Like 

occlusion, the most common paradigm for handling heterogeneous backgrounds is 

to consider local windows of an object [8, 14, 20, 21, 24]. Detection on 

heterogeneous backgrounds is possible since many of these local windows are 

contained completely within the bounds of the object as shown in Figure 2.9 and 

are therefore unaffected by the background.  

 

 
Figure 2.9: Describing an object using local windows is a widely used paradigm for 
dealing with heterogeneous backgrounds. Each circle represents a local window 
describing only the area of the object within its perimeter. Many of the local 
windows are unaffected (blue circles) by the background.   
 

2.2.7 Scaling of Memory and Computational Requirements 
 

Ideally, a general purpose computer vision machine would have vision 

capabilities comparable or superior to that of a human. This requires the ability to 

identify an unknown, though large, number of objects (tens of thousands, if not 
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millions1). Even vision systems designed for specific purposes may need to be 

able to identify thousands of objects. For this reason, it is important to consider 

how systems scale with the number of objects of interest. Most object detection 

and analysis systems have memory and computational requirements that scale 

linearly with the size of the object database. Even with the rapid progress of 

technology, this constrains these systems to identifying at most a few thousand 

objects. Many tasks and certainly general purpose vision systems require a system 

that scales sub-linearly with the size of the object database. 

 

2.3 Classification of Object Detection and Analysis Methods 
 

Most object detection and analysis methods have their roots in methods developed 

for object recognition. For this reason, it is beneficial to consider object 

recognition methods when trying to understand the state-of-the-art in object 

detection and analysis. Vision systems can be classified into three categories 

based on how they model an object’s appearance: 

1. Model-based Methods: Find correspondences between an explicit user-

defined 3D model of an object and geometric primitives extracted from a 

query image (e.g., lines, corners, or curves). 

2. Appearance-based Methods: Use object models learned from a set of 

training images to capture the variability of an object’s appearance. 

3. Local Appearance Methods: Use object models learned from a set of local 

windows (small regions of an object) extracted from a training set in order 

to capture the variability of an object’s appearance. 

 

This categorization is coarse, as a substantial number of sub-methods have been 

developed for each category. Table 2.2 provides an overview of the major sub-

methods of each category along with well known systems for each of these sub-

                                                 
1 Recall that an object is defined to be a specific instance of an object class. For example, all cups 

from the object class “CUPS” are considered to be separate objects.  
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methods. A discussion of the general structure, advantages and limitations, and 

significant sub-methods of each category follows. 

 
Category Representative Approach 

Model-based Methods: 
- Classic Approach 
- Probabilistic Approach 
 
Appearance-based Methods: 
- Eigenspace Methods 
- Robust PCA 
- Receptive Field Histograms 
- Support Vector Machines  
 
Local Appearance Methods: 
- Grid-based Methods 
- Interest point Methods  

 
Survey papers [42-44] 
Probabilistic models to handle uncertainty [26, 45, 46] 
 
 
PCA applied to faces and 3D objects [33, 47] 
Robust PCA parameter estimation [38, 48] 
Generalization of histograms [49, 50] 
SVM with linear kernel [51-53] 
 
 
PCA applied to local windows [9] 
Local greyvalue invariants [19], Survey paper [22] 

Table 2.2: Categorization of object detection and analysis methods. 
 

2.3.1 Model-based Methods 
 

Model-based methods are based on the idea that the 3D structure of an object is 

invariant to viewpoint and lighting. A model of the object’s appearance is 

provided by the user as an explicit CAD-like model. Typically, this is a wireframe 

model capturing the 3D shape of the object and ignoring both its colour and 

texture. A review of classical model-based methods can be found in [42-44].     

 

Recognition is performed by extracting geometric primitives (e.g., lines, corners, 

or curves) from a 2D image and determining if these primitives could be 

interpreted as a projection of the object model. This requires a method to relate 

geometric primitives found in the image to those used to define the model. For 

example, if a wireframe model is used, the image can be expressed as a collection 

of edges to allow immediate matching. If the model consists of more complicated 

geometric primitives (e.g., circles, splines), a method is needed to extract these 

geometric primitives from the image data. Even in the simple case of a wireframe 

model, determining if a suitable projection exists is difficult due to false edges 

(e.g., due to shadows) or incomplete edges being extracted from the image data 

(Figure 2.10). 
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Figure 2.10: Example of model-based object detection. The image on the left was 
formed using the Canny edge detector. In model-based methods, the stapler might 
be described by a simple wireframe model. Recognition is performed by deciding if 
a portion of the edge image could be a projection of this model. Edges due to the 
heterogeneous scene along with missing edges of the stapler (the most notable 
denoted by the red ellipse) and false edges (the most notable denoted by the blue 
ellipse) make matching the model to the extracted image features challenging. 
Original images from [54].  

      

The advantage of model-based methods is that the model provided by the user 

explicitly accounts for the object’s 3D shape in all possible poses and over scale. 

However, a number of limitations remain and are the focus of current research: 

• Reliably extracting geometric primitives over a wide-range of viewing 

conditions has proven difficult. This makes interpreting the detected 

primitives challenging as the presence of false, missing, and incomplete 

primitives must be considered. Recent research aims at dealing with this 

uncertainty by using a probabilistic framework [26, 45, 46]. 

• Requiring each object to be modeled manually is cumbersome and 

impractical if the number of objects of interest is large. However, [46] 

consider the automatic generation of 3D models using a set of training 

images. 

• Illumination invariance is achieved by considering only the 3D shape of an 

object and disregarding potentially useful colour and texture information. 

• Perhaps the most significant limitation is that a model of an object must be 

described using geometric primitives that can be robustly extracted from 
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2D images. This restricts the class of objects suitable for model-based 

methods.         

 

These limitations make using model-based methods in unstructured environments 

impractical and often result in ‘the use of ad-hoc techniques with high 

computational complexities’ [8].  Due to these limitations, there is increasing 

interest in appearance-based methods which have a number of important 

advantages compared to model-based methods. 

 

2.3.2 Appearance-based Methods 
 

In contrast to model-based methods which utilize a user-defined geometric model, 

appearance-based methods use a training set and a supervised learning algorithm 

to directly learn a model of an object’s appearance. The basic premise behind 

appearance-based methods is matching query images to those contained in a 

training set. If the training set contains all possible appearances of an object, 

simple correlation would produce excellent results. In practice, the training set 

contains images of each object in only a limited number of potential viewing 

conditions. As well, memory and computational requirements must be considered. 

Therefore, the goal is to learn a compact model of an object’s appearance which 

can be generalized to appearances not contained in the training set. In order to 

address these limitations, a number of appearance-based methods have been 

developed. However, all of these consist of a common structure: 

1. Build a training set containing images of each object of interest under 

different viewing conditions.  

2. Produce a feature vector for each image in the training set. This can be as 

simple as a row-major ordering of the pixel values (i.e., taking pixel 

values across each row and then down each column) or some other 

representation of the object’s appearance (e.g., colour histogram).   

3. Using these feature vectors, train a classifier using a supervised learning 

algorithm (e.g., nearest neighbour or support vector machine). 



Chapter 2 – Background 

 

24 

4. Classify query images or sub-images (portions of a query image the same 

size as those in the training set) using the learned classifier. 

 

Appearance-based methods have a number of important advantages over model-

based methods. The main advantage is that object models are automatically 

learned from training images and they directly capture the appearance of the 

object under varying viewing conditions. This eliminates the need to extract 

image features or geometric primitives from a query image or define the 

relationship between a 3D object model and its projection in a 2D image. 

Furthermore, appearance-based methods can be applied to objects that cannot be 

easily described using geometric primitives. 

 

The advantages of appearance-based methods have led to their widespread use in 

recent years. However, difficulties have been encountered since practical training 

sets contain images of an object under a relatively small number of viewing 

conditions. For example, it is impossible for the training set to contain the object 

in all possible heterogeneous scenes, so the object must be segmented from the 

background before classification can be reliably performed. Occlusion of the 

object presents an even more difficult problem, as robust classification requires 

complete knowledge of the object’s appearance. Even small errors in the position 

or size of an object in a query sub-image, compared to those in the training set, 

have proven challenging for state-of-the-art supervised learning algorithms. For 

reliable classification, an object in a query sub-image must have a pose, size, and 

position similar to an image in the training set. Furthermore, the object needs to 

be segmented from the background, unoccluded, and be under similar 

illumination conditions. These limitations confine the use of appearance-based 

methods to relatively structured environments. Relaxing how similar the training 

and testing parameters need to be is the focus of most research into appearance-

based methods.  
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2.3.2.1 Eigenspace Methods 
 

Appearance-based methods learn models of an object’s appearance using a set of 

training images. Since these images are highly correlated, they can be efficiently 

compressed using a dimensionality reduction technique such as principle 

component analysis (PCA) [55].  It is well known that PCA is the optimal linear 

subspace for minimizing the mean squared error between the original image and 

its approximation as given by its projection in the subspace. More importantly, the 

(Euclidean) distance between two images projected into the subspace is a good 

approximation of the sum-of-squared-difference (SSD) between these two images 

[33].  Consequently, PCA provides an efficient method (both in terms of memory 

and computational expense) to perform correlation since maximizing correlation 

corresponds to minimizing the SSD. 

 

Use of PCA for appearance-based recognition was popularized by Turk and 

Pentland [47], who demonstrated that a training set of faces could be used to 

generate a set of “eigenfaces” (the eigenvectors which result from applying PCA 

to the training set) for use in representing and recognizing faces.  This approach 

was generalized by Murase and Nayar [4, 33] to recognize 3D objects directly 

from their appearance.  They introduced the notion of a parametric eigenspace. 

For each object of interest, the training set contained a large number of images 

with the object in different poses and illumination conditions. PCA was applied to 

the training set to obtain a low-dimensional subspace, termed the eigenspace, in 

which each object was represented as a manifold parameterized by pose and 

illumination. Recognition was performed by projecting a query image into the 

eigenspace and finding the manifold it is closest to. In [56], the approach was 

extended to handle heterogeneous backgrounds by using a search window, which 

was the “ANDed” area of the object regions of all images in the training set. 

However, Nayar and Murase admit that this method is limited to object sets where 

all objects are of a similar shape and that occlusion remains a significant problem. 
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2.3.2.2 Robust PCA 
 

The eigenspace methods are sensitive to noise, unable to handle occlusion and, in 

general, cannot cope with heterogeneous backgrounds. Leonardis and Bischof 

[38, 48] addressed these limitations by using a robust method to project a query 

image into the eigenspace, which they term robust PCA.  The projection p of a 

query image x into an eigenspace e of dimensionality k is obtained by: 
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This calculation is sensitive to outliers (due to noise, occlusion, or heterogeneous 

background), since every element of x influences every element of p. As indicated 

in [38], if xj is corrupted by δ  then '
i i ijδ= +p p e . So ||p’ - p|| can become 

arbitrarily large due to a single corrupt element in x. This demonstrates that PCA 

is not robust and has a breakdown point of 0%.   

 

Robust PCA computes p using only a subset S of m points in x, by minimizing:  
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This provides a robust estimation of p if none of the S points are outliers. In order 

to obtain a subset of points that contain no outliers, S is initially made large (e.g., 

5k) and reduced in size based on the error distribution of Equation 2.3. This 

reduced set of points gives a hypothesis of the projection p. However, since S is 

selected randomly, it cannot be assumed every S will produce a good hypothesis. 

In order to achieve a robust projection, many hypotheses are generated and 

subjected to a selection procedure based on the minimum description length 

principle.   
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Experimental results in [48] indicate this method is robust to noise and occlusion 

and can be used to detect objects on heterogeneous backgrounds. In [30], the 

robust PCA algorithm was extended to allow the scale and projection of a query 

image to be calculated simultaneously. These results indicate robust PCA is well 

suited to performing object detection. Unfortunately, the generation and 

evaluation of multiple hypotheses in order to robustly project a query image into 

the eigenspace makes robust PCA computationally expensive and the random 

selection of subsets makes it non-deterministic. Furthermore, [16] evaluated the 

Robust PCA algorithm on an object detection task and demonstrated that it was 

susceptible to reporting large numbers of false positives.       

 

2.3.2.3 Receptive Field Histograms 
 

Eigenspace methods directly use the pixel values of an image in order to describe 

the appearance of an object. This is attractive since creating the feature vector is 

trivial, but such a representation is not robust to pose, scaling, or partial occlusion. 

In contrast, Swain and Ballard [57] showed that RGB histograms of an object 

could be used to obtain good object recognition results and are robust to pose, 

scaling, and partial occlusion. Object recognition was performed using a nearest 

neighbour classifier with the following distance metric: 

 1 2 1 2
1

( , ) min( [ ], [ ])
N

n
d h h h n h n

=
=∑  (2.4) 

where h1 and h2 are histograms divided into N bins. Unfortunately, such a 

representation is sensitive to illumination conditions and fails to distinguish 

objects that are similar in colour. Funt and Finlayson [49] proposed taking the 

derivative of the logarithms of colour channels in order to build histograms 

invariant to illumination (under certain conditions). The concept of histograms 

has been generalized by Schiele and Crowley [50, 58], where instead of pixel 

colours, responses to various filters (e.g., first-order Gaussian derivatives 

operators, gradient magnitude, Laplacian operator) are used to form a receptive 

field histogram (RFH) that captures information about an object’s colour and 



Chapter 2 – Background 

 

28 

structure.  In [59], Chang and Krumm introduced the colour cooccurrence 

histogram (CH), which builds histograms from pairs of coloured pixels separated 

by a certain distance.  Using cooccurrence between pixels allows a histogram to 

capture more of the geometric structure of an object. Ekvall and Kragić [12] 

combined RFH and CH to introduce the concept of receptive field cooccurrence 

histograms (RFCH). 

 
 
Histogramming has been applied to the problem of object detection by a number 

of authors  [12, 58, 59].  Objects are detected by comparing histograms of sub-

images of the query image to histograms in an object database. Clearly, any 

occlusion or heterogeneous background contained within a sub-image will 

negatively affect the resulting histogram. This makes selecting a suitable size for 

sub-images difficult, as it needs to be large enough to capture global information 

about an object’s appearance, but small enough to minimize the contributions to 

the histogram due to occlusion or the presence of a heterogeneous background. 

This often leads to using a separate sub-image size for each object. These methods 

also suffer from having a computational complexity for processing query images 

that scales linearly with the number of objects of interest. This computational 

complexity results from using a framework that requires knowing the distance 

from a sub-image’s histogram to all histograms in the object database (as 

opposed, for example, just the k closest). It should also be noted that none of these 

methods have yet formally considered detecting objects over scale.    

 

2.3.2.4 Support Vector Machines 
 

The above methods classify query images using a nearest neighbour classifier. An 

alternative is the support vector machine (SVM), which is a general purpose 

learning method for pattern recognition based on the theory of structural risk 

minimization [60].  Pontil and Verri [51] applied SVM to 3D objects described by 

their pixel intensity values.  Testing was performed on a subset of 32 objects from 

the COIL-100. Perfect recognition on this subset was obtained and excellent 
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classification rates were achieved for query images corrupted by noise, containing 

occlusion, or exhibiting registration errors. Roobaert and Van Hulle [52]  

considered the use of SVM with images described by colour pixel values, 

intensity pixel values, and the average colour of each colour channel. Good results 

were achieved with all representations.  

 

In [53], Roobaert et al. extended SVM to allow recognition of objects in a 

heterogeneous scene by using a training set where every view of each object is 

shown on both a black and white background (a geometric justification for this 

approach is given in [61]). In addition, a background-object SVM classifier was 

proposed to allow object detection to be performed. Experiments show the system 

works well for recognition, but that a high number of false positives were 

produced when the system was used for object detection. In order to allow objects 

to be detected in heterogeneous scenes, Mele and Maver [16] combined SVM 

with a tree structure of masks for each object (an extension to the ANDed masks 

proposed in [56]). They provide (limited) experimental results showing that their 

method outperforms both Roobaert’s method and Robust PCA and confirm that 

Roobart’s method is susceptible to reporting false positives.   

 

More extensive experimentation is required to produce a complete assessment of 

the advantages and limitations of Mele and Maver’s approach. Their testing was 

performed on a difficult, but small custom built object database (4 objects) and a 

subset of 21 objects from the COIL-100. It was shown in [52] that the number of 

objects of interest can significantly impact the performance of an SVM classifier. 

Although the results given are promising, the approach does not consider 

occlusion, scale, or variations in illumination conditions. Furthermore, the 

computational complexity of processing a query image is (at least) linear in the 

number of objects of interest. 
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2.3.3 Local Appearance Methods 
 

Like appearance-based methods, local appearance methods learn a model of an 

object’s appearance using a training set. However, this model consists of a set of 

local windows extracted from the image instead of considering the global 

appearance of the object. Identification is performed by matching local windows 

extracted from a query image to a database of local windows created during 

training. A verification algorithm, often making use of geometric constraints (e.g., 

epipolar geometry), is used to robustly determine consistent local windows from a 

known objects and to reject inconsistent local windows. 

 

Local appearance methods have a number of important advantages. As discussed 

in Section 2.2, use of local windows provides robustness to partial occlusion 

(since some local windows will likely remain visible) and to heterogeneous 

backgrounds (since many local windows describe portions of the object 

unaffected by the background). At the scale of local windows, complex changes 

in the object’s appearance caused by varying pose, scale or illumination 

conditions can be modeled as simple (e.g., linear, affine) transformations. Local 

windows can then be made invariant to these simple transforms, thereby 

achieving robustness to changes in pose, scale and illumination. In addition, since 

local windows are obtained from query and training images in an identical 

manner, direct matching can be performed as opposed to the double 

representation required by model-based methods (i.e., one for the model and one 

for the extracted image features). 

  

The use of a local appearance method requires consideration of four independent 

sub-problems: 

• Where to extract local windows? A model of the object’s appearance is 

learned using a collection of local windows. These local windows can be 

extracted according to a grid [8, 9, 14, 62] or using an interest point 

operator [19-22, 24]. Using a grid is more reliable since it is a structured 
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pattern, but is computationally expensive since many local windows are 

considered. An interest point operator allows only local windows around 

salient points to be considered. However, this approach is less reliable as 

the interest point operator must be able to detect salient points found 

during training in query images where objects are present with varying 

pose, illumination conditions, noise, and against heterogeneous 

backgrounds. The robustness of different interest point operators to 

common image transformations is given in [63]. 

• How to describe local windows? Many methods for describing local 

windows have been proposed in the literature (e.g., PCA [8, 9, 21], 

Gaussian derivatives [19], steerable filters [64, 65], the scale-invariant 

feature transform (SIFT) [5, 20], local affine frames [23]). A comparison 

of different local descriptor methods is given in [66]. Local descriptors 

must reduce the dimensionality of local windows in order to facilitate fast 

matching between local descriptors learned during training and those 

extracted from a query image while being discriminative enough to 

distinguish between different local windows. In addition, local descriptors 

need to be able to robustly interpolate between images present in the 

training set and should be made invariant (or at least robust) to sensor 

noise and any conditions not captured in the training set (e.g., changing 

illumination conditions, in-plane rotation).   

• How to match local descriptors? Local descriptors learned during training 

are organized into a database. During detection, local descriptors extracted 

from a query image must be matched against those in the database. 

Matching is performed by defining a distance metric (e.g., Euclidean 

distance) between local descriptors. The definition of candidate matches 

varies between different methods, but is typically the closest descriptor in 

the database, the k closest descriptors, or all descriptors within a certain 

distance. Imposing a data structure on the database of local descriptors can 

greatly reduce the time required to find candidate matches. The best 

organization of the database depends on the properties of the local 



Chapter 2 – Background 

 

32 

descriptors (e.g., their dimensionality), the distance metric used, and how 

precisely distances need to be calculated (e.g., approximate nearest 

neighbour algorithms offer large computational advantages). Most 

methods currently use a sequential scan (i.e., a data structure is not used), 

but approximate nearest-neighbour algorithms [20, 67] and decision trees 

[65, 68] have been considered.  

• How to verify matched local descriptors? If many local descriptors in a 

query image match the local descriptors of a specific object, this object is 

likely to be present in the image. However, geometric constraints can be 

subsequently used to further verify the presence of the object and reject 

false matches. Verification considers all matches from a specific object 

and determines which, if any, of them agree on the geometric properties 

(e.g., position, pose, scale) of the object in the query image. Any matches 

not consistent with the estimated geometric properties are rejected. A final 

estimation of the object’s geometric properties is obtained using the 

remaining matches.          

 

The choice between using a grid or interest point operator to determine where to 

extract local windows has a strong influence on how the other sub-problems in a 

local appearance method are addressed. Here, the focus is on grid-based methods 

since this is the approach adopted in this thesis. A review of methods using 

interest point operators can be found in [22]. 

 

Ohba and Ikeuchi [9, 39] developed the eigenwindow method to address the 

problem of identifying partially occluded objects since they were interested in 

finding a solution to the bin-picking problem (identifying an object within a pile 

of similar objects). They proposed dividing the images into small overlapping 

windows and applying PCA to these windows. The projection of a window into 

the resulting eigenspace is termed an eigenwindow (analogous to the commonly 

used eigenface terminology). The basic premise of this approach is that even if a 

number of eigenwindows are occluded, the remaining visible windows will be 
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sufficient to allow the object to be recognized. Recognition was performed by 

finding the nearest training eigenwindow to each query window from a query 

image. A 2-D pose space was then constructed that tabulated votes on possible 

positions of objects within a query image. A given position in the pose space will 

have a large number of votes only if multiple matches agree on this location.   

 

In order to reduce the memory requirements of their system, Ohba and Ikeuchi 

proposed three measures (detectability, uniqueness, and reliability) to eliminate 

redundant windows found during training. These three measures effectively 

constitute an interest point operator for determining which eigenwindows to retain 

in the object database. However, unlike interest point methods, local windows are 

extracted from a query image using a grid as opposed to an interest point operator. 

 

The (limited) experimental results presented by Ohba and Ikeuchi confirm that the 

eigenwindow method is able to detect objects which are partially occluded. 

Unfortunately, their method does not consider heterogeneous backgrounds, scale, 

or illumination. It may be adequate for the bin-picking task they were considering, 

but is limited to operating in highly structured environments.   

 

A similar approach was taken by Colin de Verdière and Crowley [8].  Images 

were divided into overlapping windows and projected into an eigenspace or a 

subspace defined by Gaussian derivatives. Unlike Ohba and Ikeuchi’s method, all 

windows were retained and an efficient tree data structure was used to find 

candidate matches to a query window. This provided a richer set of candidate 

matches than finding only the closest match. Recognition was performed by a 

prediction-verification strategy [65]. This strategy generates an initial set of object 

hypotheses using discriminating query windows (either by applying an interest 

point operator or by some external criteria such as motion cues). A hypothesis 

was then verified by checking if neighbouring query windows were in agreement 

with the geometric properties defined by the hypothesis.   
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Colin de Verdière and Crowley performed (limited) experiments demonstrating 

that their method is robust to occlusion and heterogeneous backgrounds. They 

also recommend basis functions obtained from Gaussian derivatives, over PCA 

basis functions, since it is possible to “steer” Gaussian derivatives in order to 

estimate the in-plane rotation of a window [64].  They indicate their method can 

be extended to handle varying illumination conditions and scales, although do not 

address these issues formally. The system’s dependency on an interest point 

operator or external cues to generate initial object hypotheses reduces its 

computational complexity. However, ensuring these initial hypotheses are 

sufficient to identify all objects in an image would likely prove difficult and this 

issue is not explored by Colin de Verdière and Crowley. 

 

Huang et al. [62] propose an object recognition method invariant to object 

scaling, pose, and occlusion. They use densely sampled grids of different 

resolutions along with colour histogramming to model an object’s appearance. A 

Markov random field (MRF) model is used to capture the geometric relationship 

between different key points of an object. This allows robust verification of 

candidate matches between objects in a query image and objects stored in the 

object database.  

 

Experimental results were reported on the COIL-100, where a recognition rate of 

100% is achieved when the training set contains 36 images per object (i.e., one 

every 10°) and 99.3% with only 8 training images per object (i.e., one every 45°). 

On a more challenging test set, where the COIL-100 objects have been shifted, 

scaled, and rotated in-plane, a recognition rate of 97.9% was achieved. 

Unfortunately, Huang et al. failed to specify the amount of shifting, scaling, or in-

plane rotation present in this test set. Their system should perform well for 

arbitrary shifting and in-plane rotation, but is likely only robust to small scale 

changes. Their approach is promising and easily extended to handle the problem 

of object detection. Work remains to address large-scale changes and to evaluate 

the system’s performance in the context of object detection.  
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Reinhold et al. [14, 69] encode the local appearance around each grid point using 

a 2D feature vector obtained with the wavelet transform.  Along with the local 

appearance of an object, they model its bounding region as a function of object 

pose. Recognition is performed by finding the maximum likelihood estimation 

over all possible transformations (object poses and translations). Since the object 

boundary has been modeled as a function of object pose, only features from 

within this boundary are considered in the maximum likelihood estimation. Their 

system performs admirably on an extensive collection of test sets, but suffers 

from a linear time complexity in the number of objects of interest.   

 

2.3.4 Summary 
 

This section presented an overview and literature review of the three main 

categories of object detection and analysis methods: model-based, appearance-

based, and local appearance methods. The general structure of each category was 

discussed along with its advantages and limitations. All of these categories 

initially addressed the easier problem of object recognition and research has only 

recently begun focusing on detection and analysis.  

 

The 3D structure of an object is invariant to viewpoint and lighting. Model-based 

methods are inspired by this and make use of an explicit, user-defined CAD-like 

model. However, the use of manually defined models along with difficulties in 

extracting and interpreting geometric primitives in images, lack of colour or 

texture information about an object, and restrictions on the class of objects that 

can be modeled have proven to be severe limitations of model-based methods. 

However, research into model-based methods continues and is focused on 

addressing these problems.   

 

Appearance-based methods address the limitations of model-based methods by 

using a training set to learn a model of an object’s appearance. The large number 

of appearance- based methods attests to their popularity and success. Recognition 
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is performed using a classifier trained on a training set containing global views of 

each object from multiple viewing angles. Unfortunately, even with state-of-the-

art machine learning methods, reliably classifying an object in a query image or 

sub-image requires it to have a pose, size, and position similar to an image in the 

training set. Furthermore, the object needs to be segmented from the background, 

unoccluded, and be under similar illumination conditions. This limits these 

methods to performing object recognition in structured environments. Current 

research into appearance-based methods often aims to relax how similar the 

training and test set parameters need be in order to permit these methods to 

operate in less structured environments. 

 

By learning a model of the local appearance of an object, local appearance 

methods are able to overcome the limitations of appearance-based methods. 

Partial occlusion is addressed by requiring only a portion of the local windows to 

be visible in order to correctly classify the object. Since many local windows will 

be completely within the bounds of the object, they are unaffected by the 

background. At the scale of local windows, complex changes in the object’s 

appearance caused by varying pose, scale or illumination conditions can be 

modeled by simple transformations. Local windows can then be encoded in a 

manner invariant to these transformations. This gives a model of the object’s 

appearance that is robust to partial occlusion, heterogeneous backgrounds, object 

pose, object scale, and illumination.  

 

Given these advantages, local appearance methods can be considered the state-of-

the-art in the field of object detection and analysis. However, many challenges 

still need to be addressed by local appearance methods. Where to extract local 

windows is still an open problem. The two main approaches are using a grid 

(typically resulting in systems with high memory and computational 

requirements) or interest point operator (requiring a solution to the difficult 

problem of reliably and accurately detecting salient points despite variations in 

viewing conditions). Many encodings for local windows have been proposed, but 
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further research is needed to assess how discriminating they are since testing has 

only been conducted on relatively small object databases (typically, < 50 objects). 

Local windows can be made robust to small changes in object pose (test sets 

generally contain samples of the object at every 10º to 20º) and scale (less than a 

scaling factor of 2), but further research is required in order to determine how to 

best construct training sets and how to deal with larger scale changes. How robust 

local appearance methods are to varying illumination conditions is largely 

unknown, as little systematic testing has been conducted with the notable 

exception of [37].  Research into optimal methods for finding candidate matches 

in object databases is in its infancy with most systems using a simple sequential 

search. Verification of candidate matches is often based on algorithms for 

robustly removing outliers (e.g., RANSAC) and confirming geometric constraints 

(e.g., epipolar geometry), but there is little consensus on which algorithms to use 

and how to combine them. Finally, for a general purpose vision system, how the 

memory and computational requirements of the system scale with the number of 

objects of interest needs to be considered. 

 

The approach developed in this thesis is inspired by the work of Ohba, Ikeuchi, 

Colin de Verdière, and Crowley [8, 9, 39, 65]. The concepts they have introduced 

are extended or reformulated in order to address the challenges discussed above. 

Extensive experimentation is performed to assess the advantages and limitations 

of the method developed here. 
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Chapter 3 
 

Learning Object Models 
 

 

Local appearance methods commonly use supervised learning to create a model 

of an object’s appearance. Supervised learning begins with the construction of a 

training set. Ideally, this training set would contain examples of each object under 

all possible viewing conditions, but in practice, only a limited number of training 

images will be available. Object models created from these training images must 

be capable of generalizing to unseen appearances of the object. These models take 

the form of a classifier (e.g., nearest neighbour [70], SVM [71], boosting [72], 

SNoW [73]). A classifier’s ability to generalize to unseen views is influenced by 

how local windows are encoded. This encoding can be a simple row-major 

ordering of the pixels in a local window, but any features of a local window can 

be used to create a feature vector describing the local window.   

 

This chapter discusses the supervised learning approach taken by the proposed 

system. Specifically, it discusses the requirements of the training set, 

normalization of local windows to account for in-plane rotation and varying 

illumination conditions, use of k-nearest neighbour (k-NN) classifiers for learning 

object models, the advantages and limitations of k-NN classification, selection of 

principal component analysis (PCA) for performing dimensionality reduction, and 

different methods considered for encoding a local window.   

 

 
 
 
 



Chapter 3 – Learning Object Models 

39 

3.1 Local Windows for Learning Object Models 
 

This thesis makes the common assumption that objects are rigid and will be 

viewed around a single out-of-plane axis. Given these assumptions, the factors 

affecting the appearance of an object are: (1) out-of-plane rotation, (2) in-plane 

rotation, (3) scale, and (4) the illumination conditions of the environment. To 

fully capture the appearance of an object, the training set needs to consider every 

combination of these factors under which the object will be viewed. Since the 

proposed system is concerned with identifying objects in unstructured 

environments, this is infeasible and consideration must be given to what 

information is contained within the set of available training images.  

 

The approach taken in this thesis is to use training images to account for 

variations in the object’s appearance caused by out-of-plane rotation or small 

scale changes1. Large scale changes are handled by searching an image pyramid. 

Appearance changes due to in-plane rotation and varying illumination conditions 

are handled by normalizing extracted local windows in order to make them 

invariant to these effects. Using an image pyramid to account for large scale 

changes and normalized local windows to account for in-plane rotation and 

varying illumination conditions significantly reduces the required size of the 

training set. Robustly identifying objects in unstructured environments also 

requires a system capable of handling unknown, heterogeneous backgrounds and 

partial occlusions. Use of local windows provides robustness to both these factors 

as discussed in Section 2.2.  

 

The proposed system learns a model of an object’s appearance by using a grid to 

extract local windows from training images. These local windows are circular 

regions with a diameter of γ  pixels and are obtained using a uniform grid with a 

spacing of GT pixels between adjacent horizontal and vertical grid points (Figure 

                                                 
1 Throughout this thesis it is assumed perspective project effects are negligible. 
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3.1). A high quality segmentation mask is then used to discard an extracted local 

window if any portion of it falls on the background2. Otherwise, the window is 

colour normalized and each channel rotated to a canonical orientation before 

being encoded as a d dimensional feature vector. These feature vectors are used to 

build a k-NN classifier for each channel. The information associated with each 

feature vector comprising a k-NN classifier is specified in Table 3.1.  

 
Figure 3.1: A training image for an object from the Columbia Object Image Library 
(COIL-100) [2]. Local windows are extracted from each grid point (white circles). 
Any local windows containing any background information are then discarded. 
Here the local window indicated by the red circle will be discarded (as indicated by 
the red cross) and the local window indicated by the blue circle retained. The 
retained local windows are then normalized and each colour channel of the local 
window (here, an RGB colour space is assumed) encoded as a d dimensional feature 
vector (here, d=3). These feature vectors are used to create a k-NN classifier for each 
channel. Since these k-NN classifiers contain feature vectors from all training 
images they will contain thousands of points (here only 4 points are illustrated).  
 

Information Symbol Description 
Object Number o  Unique number identifying the object from which the 

local window was extracted from. 
Grid Point ( , )x y=p  x,y position in the training image where the local window 

was extracted from. 
Out-of-Plane 

Rotation 
α  Out-of-plane rotation of the training image where the 

local window was extracted from. 
Canonical Rotation ϑ  In-plane rotation required to put the local window into its 

canonical orientation 
Scale ψ  Scale of the training image where the local window was 

extracted from. 
Table 3.1: Information associated with each feature vector comprising a k-NN 
classifier. 

                                                 
2 These segmentation masks are only used during training. 
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3.1.1 Learning Out-of-Plane Rotation 
 

To account for changes in an object’s appearance due to out-of-plane rotation, the 

proposed system uses a training set where each object is represented by a set of 

images taken about the out-of-plane axis of rotation. Each of these training 

images provides additional information about the object’s appearance. The 

minimum required sampling rate of out-of-plane training images depends on the 

generalization abilities of the selected classifier and, to a lesser extent, the 

properties of the object. This thesis makes use of the COIL-100, which contains 

72 images per object obtained by placing the object at the centre of a turntable 

and taking images at 5° intervals from a fixed viewpoint. The training set consists 

of 36 of these 72 images (e.g., an image every 10°). 

 

3.1.2 Learning Scale and Searching an Image Pyramid 
 

In order to detect an object over a range of scales, an image pyramid is used in 

conjunction with an object model robust to small scale changes. This is similar to 

the approach given in [6]. The object model is made robust to small scale changes 

by representing each out-of-plane rotation image in the training set at multiple 

scales { , ,..., }iβ β δ ϕ β δΦ = + = + , where iϕ β δ= +  is the largest scale in the 

training set (Figure 3.2). This allows objects with a scale between β  and ϕ  to be 

reliably identified as long as the scaling rate δ  is suitably small. In the proposed 

system, an object with a scale less than β  is considered too small to be reliably 

identified. Objects with a scale greater than ϕ  are identified using an image 

pyramid constructed by successively down-sampling the query image by /β ϕ . 

As shown in Table 3.2, this allows any object with a scale greater than β  to be 

identified. Selection of suitable β , δ , and ϕ  values is considered in Chapter 5. 

 



Chapter 3 – Learning Object Models 

42 

 
Figure 3.2: Robustness to small scale changes is obtained by using a training set 
with each image at multiple scales. 
 

Query  
Image Size 

Detectable  
Object Scales 

Example 
Image Size 

Example  
Object Scales 

N x M β  to ϕ  400 x 300 0.4 – 0.8 

 N ( )/β ϕ  x M ( )/β ϕ  ϕ  to ( )2 /ϕ β  200 x 150 0.8 – 1.6 

N ( )2/β ϕ x M ( )2/β ϕ  ( )2 /ϕ β to ( )3 2/ϕ β  100 x 75 1.6 – 3.2 

… … … … 

N ( )/ Lβ ϕ x M ( )/ Lβ ϕ  ( )1/L Lϕ β − to ( )1 /L Lϕ β+  (see caption) (see caption) 

Table 3.2: Image pyramid for identifying objects at scales greater than φ. The query 
image must be down-sampled until its smallest dimension is less than the smallest 
image in the training set (i.e., corresponding to a scale of β). 
   

3.1.3 Normalization for In-Plane Rotation 
 

In-plane rotation could be learned using a training set where each out-of-plane 

training image is rotated to a number of in-plane rotation angles. However, these 

in-plane rotation training images do not provide additional information about the 

object’s appearance. Therefore, in order to minimize the size of the training set, 

in-plane rotation is handled by rotating local windows to a canonical orientation.  

 

In [5], a method is proposed for finding the dominant orientation of a local 

window based solely on local gradient information. Rotating a local window such 

that its dominant orientation is in a canonical direction (i.e., along the x-axis) 

allows a feature vector to be calculated that is robust to in-plane rotation. Here, 

the method is modified to work with colour images by independently assigning 

each colour channel a dominant orientation. The dominant orientation for channel 
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c of a local window is given by the peak value of an orientation histogram built 

using gradient information from pixels within the interior of a local window 

(Figure 3.3). The gradient magnitude mc(x,y) and orientation θ c(x,y) are 

calculated using pixel differences: 

     
( ) ( )2 2

1

( , ) ( 1, ) ( 1, ) ( , 1) ( , 1)

( , 1) ( , 1)( , ) tan
( 1, ) ( 1, )

c c c c c

c c
c

c c

m x y I x y I x y I x y I x y

I x y I x yx y
I x y I x y

θ −

= + − − + + − −

⎛ ⎞+ − −
= ⎜ ⎟+ − −⎝ ⎠

 (3.1) 

where Ic(x,y) is the intensity value of channel c for the pixel at location (x, y). 

 

 
Figure 3.3: The dominant orientation for a local window is calculated independently 
for each colour channel using gradient information from the interior region of the 
local window. Here a local window with a diameter of γ=5 is shown. The local 
window consists of 21 pixels of which 9 are interior. In general, the dominant 
orientation will be different for each channel of the local window.   
 

The orientation histogram consists of 36 uniform bins with a size of BS=10° (0° to 

9°, 10° to 19°, …, 350° to 359°). This bin size has been demonstrated to yield 

strong results [5]. In order to minimize the effect of using a discrete number of 

bins, gradient information is added to the orientation histogram using a weighting 

scheme. For each pixel, ( , )cm x y  and ( , )c x yθ  are calculated and two orientation 
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histogram bins, ( )cH ⋅ , are updated. The bins to update are given by the index i, 

which represents the orientation bin ( , )c x yθ  is contained in, and the index j, 

which is the neighbouring bin closest to ( , )c x yθ . The distance ( , )c x yθ  is from 

the centre of bin i is used to determine a weighting factor s for updating each of 

the bins as given below:     
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 (3.2) 

  

Peaks of the orientation histogram identify the dominant orientations of the local 

window. To improve the robustness of the system, local windows extracted 

during training may be assigned multiple dominant orientations. Any orientation 

histogram peak within 80% of the highest peak is considered a dominant peak as 

recommended in [5]. During training, a feature vector is created for each 

dominant peak in a local window’s orientation histogram.  

 

An orientation histogram has a coarse resolution of 10°. This resolution can be 

improved by fitting a parabola to each dominant peak and its two neighbouring 

histogram values as shown in Figure 3.4. The peak value of the parabola is then 

used as the dominant orientation. The proposed system makes use of this 

interpolation technique. 
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Figure 3.4: A parabola is fit to each peak value and its two neighbours in order to 
improve the estimated dominant orientation.  
 

3.1.4 Normalization for Illumination 
 

The illumination properties of the environment can have a significant impact on 

the appearance of an object. To reliably detect objects in unstructured 

environments with unknown illumination properties, it is necessary to make 

feature vectors robust to illumination. One method to achieve this is to apply a 

colour normalization technique to local windows. Colour normalization aims to 

produce a description of an image that is invariant to illumination changes (e.g., 

intensity, colour, and geometry). Given a model defining the process of image 

formation, colour normalization is achieved by finding a normalization procedure 

that cancels all variables in the model that are dependent on illumination. For 

Lambertian surfaces, the response of channel c (e.g., c=R, G, B) at position x̂  in 

the sensor array to a single illuminant E is given by: 

 ˆ, ( ) ( ) ( )x E x x x
c cp S E F dλ λ λ λ= ⋅ ∫e n  (3.3) 

where λ is the wavelength, ex gives the direction of the light source and the power 

of the incident light at x, nx is a unit vector specifying the surface normal at x, 

Sx(λ) is the surface reflectance at x, E(λ) is the illumination spectrum, and Fc(λ) is 

the response function for sensor c. This model is given for a single illuminant, but 

applies to more complex lighting geometries as discussed in [74].  

 

Several illumination normalization techniques can be derived from this model 

depending on the assumptions made. A number of these techniques were tested in 

[7] in the context of a local appearance method. It was shown that the illuminate 
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colour normalization technique [7] (also referred to as the diagonal matrix 

transform or coefficient model) allows robust detection under varying 

illumination colours and geometries at a minimum of computational cost. An 

example of applying this normalization technique to local windows of a training 

image is given in Figure 3.5. 

 

 
Figure 3.5: Illumination normalization of a training image is performed by applying 
the illuminate colour normalization technique independently to local windows of the 
training image as opposed to the entire image. 
 

Colour normalization assumes lighting geometry is fixed (i.e., constant ex), 

surfaces are planar (i.e., constant nx), and that the sensors have non-overlapping, 

narrowband spectral sensitivity curves allowing them to be accurately modeled as 

a delta function Fc(λ)=δ(λ- λc). Studies presented in [75-77] confirm that most 

camera sensors obey this last assumption or can be post-processed so this 

assumption holds. Under these assumptions, the ratio of sensor responses under 

two different illuminants, E1(λ) and E2(λ), can be simplified to: 

1

2

ˆ,
1 1 1

ˆ,
22 2

( ) ( ) ( ) ( ) ( ) ( ) ( )
( )( ) ( ) ( ) ( ) ( ) ( )

x x x xx E
c cc c

x E x x x x
c cc c

S E F d S E dp E
p ES E F d S E d

λ λ λ λ λ λ δ λ λ λ λ
λλ λ λ λ λ λ δ λ λ λ

⋅ −
= = =

⋅ −
∫ ∫
∫ ∫

e n

e n
 (3.4) 

    

Equation 3.4 indicates that the response of each sensor channel will scale 

independently with illumination colour. This result is known as the coefficient 

model [49] or diagonal-matrix transform, as the photometric transformation of a 

(r, g, b) pixel under a change in illumination conditions is given by: 
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Let (r1, g1, b1) and (r2, g2, b2) be the sensor responses for two points in an image 

under a given illumination colour. According to the coefficient model, the sensor 

responses of these points under a different illumination colour are (αr1, βg1, γb1) 

and (αr2, βg2, γb2). This model indicates that ratios of sensor responses are 

invariant to changes in illumination colour. Specifically, a pixel at position i of a 

local window with a sensor response of (αri, βgi, γbi) can be normalized by 

considering all P pixels in the local window: 

 ( )' ' '
, ,

1 1 1 1 1 1

, , , ,i i i i i i
i i i P P P P P P

k k k k k k
k k k k k k
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⎜ ⎟ ⎜ ⎟
⎜ ⎟ ⎜ ⎟
⎝ ⎠ ⎝ ⎠
∑ ∑ ∑ ∑ ∑ ∑

 (3.6) 

 

This normalization process provides illumination invariance under the 

assumptions of a Lambertian surface, constant illumination geometry, and sensors 

with non-overlapping, narrowband spectral sensitivity curves. In addition, the 

local window should be planar so each point has the same surface normal. A 

major advantage of applying this normalization technique to local windows, as 

opposed to the entire image, is that many local windows will be approximately 

planar. Despite the number of assumptions made by this technique, it has been 

widely used and typically gives impressive experimental results (e.g., [7, 49, 74]).   

 

3.2 Nearest Neighbours Classifier 
 

Nearest neighbours is a widely used supervised learning algorithm. Given a set of 

n feature vectors 1 2{ ,  ,  ...,  }  d
n ∈t t t a k-NN classifier returns the k vectors 

closest to a query vector d∈q . The feature vectors are viewed as points in a d 

dimensional feature space, where the distance between points can be measured 
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using any distance metric (e.g., Euclidean distance). Despite the simplicity of this 

classification method, it has proven to give low error rates on a wide range of 

classification problems. As examples, [34] shows a 1-NN classifier can 

outperform both SNoW and SVM (state-of-the-art supervised learning methods) 

on a 3-D object recognition experiment using the COIL-100, whereas [79] 

compared numerous classifiers on the task of recognizing handwriting digits 

(MNIST database) and found k-NN classification to be amongst the best 

performing classifiers.   

 

3.2.1 Advantages and Limitations of k-NN Classification 
 

Pham and Smeulders [80] draw a distinction between coarse and fine recognition. 

This distinction is similar to that given in Section 2.1 between object detection 

and object analysis. Coarse recognition is defined as the ability to distinguish 

between different objects, whereas fine recognition allows a distinction to be 

made between intra-object parameters (e.g., due to varying pose or scale). Fine 

recognition can be viewed as having classes that are defined on a continuous 

scale, such that each training image is a separate class. Discriminate classifiers 

(e.g., SVM, boosting, SNoW) are designed to perform classification at the coarse 

level. Applying them to a fine recognition task would require significant further 

research [80]. A k-NN classifier supports fine level classification, which is 

essential if object analysis is to be performed. 

 

In addition to allowing fine level classification, the proposed system utilizes the 

richness of information returned by a k-NN classifier. A NN classifier returns a 

list of k candidate classifications for the query vector. These candidate 

classifications contain a wealth of information which can be exploited to achieve 

robust analysis of objects. Consider two query vectors (q1 and q2) that are nearly 

identical, but from different objects (o1 and o2, respectively).  Under these 

conditions, if q1 is noisy (e.g., due to imperfections in the data acquisition 

process) it may be easily confused as belonging to object o2. A discriminate 
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classifier has a high potential for incorrectly classifying this query vector. A k-NN 

classifier overcomes this problem by returning a list of candidate classifications. 

The k-NN classifier will indicate that the class of the query vector is uncertain and 

that both o1 and o2 are reasonable candidate classifications. This ability to return a 

list of candidate classifications, and thereby indicate uncertainty in the 

classification of a query vector, is a great strength of k-NN classifiers. How 

additional information can be used to correctly resolve this uncertainty is the main 

contribution of this thesis.  

 

Apart from the richness of information returned by k-NN classifiers, there are 

several other advantages that make their use attractive:  

• No Training Phase: As will be seen, each object considered by the 

proposed system is represented by an average of 30,000 feature vectors. 

Even for a modest number of objects, this results in an extremely large set 

of feature vectors. A k-NN classifier is able to handle large training sets 

since, unlike most supervised learning methods, it requires no training. In 

practice, the training data is usually preprocessed in order to impose some 

structure on the data that will reduce the time required to find nearest 

neighbours relative to a brute force search. Nevertheless, the 

computational requirement of this preprocessing step is small compared to 

the training time required by other classifiers (e.g., SVM, boosting, 

SNoW).  

• Permits Fast Online Learning:  If no preprocessing is performed, online 

learning simply requires storing the new feature vector. The ability to 

perform online learning when preprocessing of the data occurs depends on 

the preprocessing method use. If kd-trees are used (as is the case in this 

thesis), online learning can be performed efficiently as discussed below. 

• Non-parametric Classifier: k-NN classifiers make no assumptions about 

the distribution of the feature vectors. 
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• Simple Implementation: k-NN classifiers, even with preprocessing of the 

feature vectors, are trivial to implement and it is easy to verify that the 

implementation is correct by comparing it to a brute force search.  

 

Although these advantages motivate the use of a k-NN classifier, the limitations 

of a k-NN classifier need to be understood as they strongly influence several 

design decisions made in this thesis. The major limitations of a k-NN classifier are 

its large memory requirements and its high computational cost for finding the k 

nearest neighbours to a query vector. Since every feature vector is stored by the 

classifier, the memory requirements are ( )O dn n+Λ , where n is the number of 

feature vectors, d is the dimensionality of these vectors, and Λ  is the parameter 

information associated with each feature vector. At a minimum Λ  must specify 

which class a feature vector belongs to, but in the proposed system Λ  specifies 

the information given in Table 3.1. For some systems, it is possible to reduce n by 

removing feature vectors that do not affect the decision boundary of the k-NN 

classifier (Figure 3.6). That is, if removing a feature vector will not affect the 

information Λ  returned by the classifier for any query point then the feature 

vector is redundant and can be safely removed. However, in the proposed system 

each feature vector is associated with unique information Λ  (i.e., fine level 

classification is performed) so no feature vectors can be removed without 

affecting the decision boundary. Therefore, in order to minimize the memory 

requirements of the system, the dimensionality d of the feature vectors must be 

reduced as much as possible.  

 

If a brute force search is performed to find the k nearest neighbours to a query 

vector, the computational complexity is 2( )O dn  as the distance must be 

calculated between every pair of feature vectors. By pre-processing the feature 

vectors into a data structure, the number of distance calculations which must be 

performed can be greatly reduced. The data structure selected here is the kd-tree 

[81], which allows reasonable search times for higher dimensional data when the 

recent extensions proposed in [67, 82] are incorporated.  
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Class 1
Class 2
Decision Boundary
Redundant Point

 
Figure 3.6: Example of a two class NN classifier with redundant feature vectors. The 
decision boundary (red line) divides the two classes. Removing the points marked by 
red X’s will not affect this decision boundary, so they can be removed from the NN 
classifier without altering how any query point will be classified. 
 

3.2.2 Approximate k-NN Classification with a kd-tree 
 

A kd-tree recursively subdivides the space containing the feature vectors into 

disjoint hyper-rectangular regions called boxes (Figure 3.7). Each node of the tree 

is associated with a box and the set of feature vectors that lie within this box. A 

node is subdivided if it is associated with more than a small number of feature 

vectors referred to as the bucket size. Many splitting rules have been developed 

for selecting an appropriate hyperplane for subdividing a box [83]. When a node 

is split, each of its children is associated with feature vectors from one side of the 

hyperplane and the splitting hyperplane is stored with the node. Once the number 

of feature vectors a node is associated with becomes less than the bucket size, the 

node is declared a leaf node and these feature vectors are stored with the node. 

 

 
Figure 3.7: A kd-tree of bucket size one and the corresponding spatial 
decomposition [83].  
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In this thesis, the kd-tree implementation available in the approximate nearest 

neighbour (ANN) library by Mount and Arya (www.cs.umd.edu/~mount/ANN/) 

is used. This library supports a variety of splitting rules, two search strategies, and 

allows both exact and approximate nearest neighbour searches to be performed. 

Mount and Arya suggest using the sliding-midpoint splitting rule and it is utilized 

here based on this recommendation. The sliding-midpoint rule subdivides a box at 

the midpoint of its longest side using an orthogonal hyperplane. This splitting rule 

ensures boxes have bounded aspect ratios, as every d levels of the tree subdivides 

a hypercube of side length x into hypercubes of side length x/2. However, this 

simple rule can produce trivial splits where all points in a box lie to one side of 

the hyperplane. If a trivial split occurs, the hyperplane is slid towards the points 

until it encounters the first point. This point is assigned to the previously empty 

portion of the box. Although this ensures no trivial splits occur, it can result in a 

box B with a high aspect ratio. In this case, the sibling cell of B will be wide along 

the same dimension that B is narrow. Mount [83] indicates that this division of the 

search space is not problematic for performing nearest neighbour searching and 

recommends this splitting rule. 

 

Two search strategies are supported by the ANN library: standard and priority. 

For a standard search, finding the k nearest neighbours for a given query point q is 

performed as follows: 

1. Traverse the kd-tree to find which box contains q. The branch to follow at 

each node is easily determined by considering which side of the 

hyperplane q lies on. 

2. Calculate the distance from q to all points in the leaf node associated with 

the box that q is contained in. Let the distance to the kth nearest neighbour 

be Dcur. 

3. Backtrack up the tree from the leaf node containing q to the root exploring 

any paths in the tree which might contain a k nearest neighbour. Paths are 

considered in the order they are encountered while backtracking up the 

tree. A given path in the tree only needs to be explored if the distance from 
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q to the region of space represented by nodes along this path is less than 

Dcur. Computation of this distance can be efficiently calculated using a 

technique referred to as incremental distance calculation as discussed in 

[84]. 

 

 Using a kd-tree with the standard search strategy is an improvement over brute 

force searching when branches of the tree can be pruned. For low dimensions, this 

is expected to result in logarithmic search times [81]. However, it has been widely 

observed that as the dimensionality of the data increases, the number of branches 

which can be pruned decreases. In high dimensions, the performance of a kd-tree 

can be worse than a brute force search due to the overhead of traversing the tree 

structure. The proposed system (partially) overcomes this limitation by 

performing approximate k-NN classification in conjunction with a priority search 

(also known as best bin first) which has been shown to give reasonable search 

results in higher dimensions (both in terms of time and the returned nearest 

neighbours) [67]. Priority search is similar to the standard search, except paths are 

considered in increasing order of distance from the query point as opposed to the 

order indicated by the tree’s structure. In general, this allows Dcur to be reduced in 

value after considering fewer paths, which results in more branches being pruned 

from the tree.  

 

Exact k-NN classification requires the k closest feature vectors to a query point q 

to be determined. In approximate k-NN classification, k distinct feature vectors 

are returned where the ratio between the distance to the ith reported point and the 

true ith nearest neighbour is guaranteed to be at most 1 + ε, where the error bound 

ε ≥ 0. For small ε, the k vectors found by approximate k-NN classification will be 

the true nearest neighbours for most q. The benefit of this approximation is that 

more branches can be pruned, which results in a dramatic decrease in search time. 

This, in turn, drastically reduces the time to process a query image (Figure 3.8). 

The impact of system performance for different ε values is considered in Chapter 

5, where a value of 2ε =  is found to result in only a small loss in performance 
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while greatly reducing the time required to process a query image. Figure 3.9 

shows that for a dimensionality of d=15 and an approximation value of 2ε = , the 

time to process a query image scales sub-linearly with the number of feature 

vectors. 

 

Figure 3.8: Time to process a query image for different dimensionalities d and 
approximation values, ε. A significant reduction in the time required to find the k-
NN is obtained by using an approximate k-NN classifier. However, the processing 
time still increases exponentially with the dimensionality, d. 
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Figure 3.9: The time to process a query image scales sub-linearly with the numbers 
of feature vectors. 
 

3.2.3 Online Learning 
 

Online learning can be performed by traversing the kd-tree to determine which 

box the new feature vector is contained in and then adding the vector to the leaf 

node associated with this box. This leaf node can be split if it contains more 

vectors than the bucket size. Insertion of a new feature vector can therefore be 

done in O(log n) time. After the addition of a given number of new feature 

vectors, the kd-tree may need to be recalculated in order to ensure it does not 

become too unbalanced (i.e., to ensure it still obeys the sliding-midpoint rule). 

Building a kd-tree for an unsorted set of n vectors takes O(n log n) time since the 

major computational step is sorting the n vectors into ascending order [81]. When 

used in an online framework, the tree can be recalculated in O(m log n) time 

where m in the number of new feature vectors. This is possible since the original n 

vectors will already be in sorted order and inserting items into a sorted list can be 

done in O(log n) time using a binary search. In addition, rebuilding of the kd-tree 

can be done when computationally convenient since an unbalanced kd-tree will 

continue to produce reasonable results. Use of a k-NN classifier with feature 

vectors structured into a kd-tree is therefore well suited for online learning.  
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3.2.4 Summary 
 

Classification in this thesis is performed using a k-NN classifier as it provides a 

rich source of information about a query vector. Specifically, it differs from other 

supervised learning algorithms in its ability to indicate a list of candidate 

classifications as opposed to assigning a single class label. This allows a k-NN 

classifier to indicate uncertainty in the classification of a query vector. The 

primary contribution of this thesis is the development of a method which resolves 

this uncertainty by using additional information. 

 

The ability of a k-NN classifier to indicate uncertainty has motivated its use. 

However, k-NN classifiers suffer from large memory requirements and high 

computational cost when searching for the k nearest neighbours to a query vector. 

These limitations can be partially overcome by decreasing the dimensionality of 

the feature vectors. To further decrease the time required to find nearest 

neighbours, feature vectors are organized into a kd-tree and an approximate 

priority search is conducted. This approximate search greatly reduces the time to 

find nearest neighbours, while having only a small impact on the system’s 

performance (see Section 5.2). The k-NN parameters used by the proposed system 

are summarized in Table 3.3.   

 

It is also noted that k-NN classifiers using kd-trees are well suited to performing 

online learning. Although this mode of operation is not explored in this thesis, it is 

mentioned here as it will be argued that online learning is an essential requirement 

for general purpose computer vision. As will be seen, the proposed system 

satisfies many of these requirements. 
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Parameter Value Justification 
Data Structure Approximate kd-tree Widely used and well researched 

Distance Metric Euclidean Widely used and well researched 
Splitting Rule Sliding-midpoint Recommended by [83] 

Search Strategy Priority Search Recommended by [67] 
k 10 Determined experimentally in Section 5 
ε 2 Determined experimentally in Section 5 

Table 3.3: Approximate k-NN parameters used in this thesis and why they were 
selected. 
 

3.3 Principal Component Analysis for Dimensionality Reduction 
 

The memory requirement of a nearest-neighbour classifier is O(nd), since a 

feature vector is stored for every local window extracted during training. As 

shown in Figure 3.8, the time to classify a query window increases exponentially 

for large d values, even with the use of an approximate k-NN classifier. Therefore, 

it is essential to use feature vectors with low dimensionality. One method for 

achieving low dimensional feature vectors is to use a dimensionality reduction 

technique for encoding local windows. A dimensionality reduction technique 

takes a set of vectors of dimensionality D and projects them into a subspace of 

dimensionality d. The aim of these techniques is to have d D , while still 

retaining the primary characteristics of the D dimensional vectors. This is possible 

if the vectors reside on or near a manifold of dimensionality d in the D 

dimensional space. Informally, the lowest dimensional manifold for which all the 

vectors reside on (or nearly on) is referred to as the intrinsic dimensionality of the 

data (e.g., a line in an N dimensional space has an intrinsic dimensionality of 2).   

 

PCA is the optimal linear subspace for minimizing the mean squared error 

between a vector N
m ∈x  and its approximation in the subspace 

1
'

i

d

m m i
i=

= +∑x g e μ , where μ  is the mean over the entire set of feature vectors 

and d
m ∈g  is the projection of xm into the subspace defined by the PCA basis 

functions D
i ∈e . Furthermore, it can be shown (Section 3.3.3) that the squared 

Euclidean distance between two vectors projected into the subspace 2
m n−g g  is 
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a good approximation of the sum-of-squared-difference (SSD) between the 

original vectors 2
m n−x x . In other words, the nearest neighbours found for a 

given gm in the PCA subspace are a good approximation to the nearest neighbours 

that would be found for xm using a nearest neighbour classifier built from the 

original vectors.  

 

3.3.1 Using Natural Basis Functions 
 

PCA is widely used in computer vision [8, 9, 33, 39, 47] and is commonly applied 

in the following manner: 

1. A training set consisting of global images [33, 47] or local windows [8, 9, 

39] is constructed.  Each training image or window is encoded as a vector 
D

i ∈t  by considering pixels in row-major order. These vectors are than 

used to construct a feature matrix 1 2[ , ,..., ]L=T t t t , where L is the number 

of training vectors. 

2. PCA is applied to T to obtain a set of d basis functions ( d D ) which 

define a feature subspace 1 2[ , ,..., ]d=E e e e .  

3. Each it  is projected into E to give a set of feature vectors 

1 2{ , ,..., }LW = w w w . 

4. A classifier C is learned using these feature vectors W. C is typically a 

nearest-neighbour classifier. 

5. Classification of a query vector D
i ∈q is performed by projecting it into 

E to obtain a feature vector d
i ∈g  and classifying ig  using C. 

 

The method proposed here operates in an identical manner except for step 2. If 

PCA were to be applied to the training set, the set of basis functions would 

account for as much of the variability in the data as possible given a linear, 

orthonormal subspace. Nevertheless, here PCA is applied to a set of local 

windows extracted from natural images (e.g., images of forests, rivers, clouds, 
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animals) rather than imagery associated with the training set T. This may seem 

counter-intuitive since these natural basis functions will not produce a subspace 

that captures the maximum amount of variability in the data. However, it should 

be noted that there is no guarantee that a set of basis functions which captures the 

maximum amount of variability in the data is optimal for classification. Applying 

PCA to natural images gives a set of basis functions which “are the basic 

statistical descriptions of the visual appearance of our surroundings” [85]. Using 

natural basis functions has a number of advantages: 

• Independence from Training Set: The basis functions are independent of 

the training set. This allows rapid online learning to occur as new feature 

vectors can be projected into the subspace without recalculating the basis 

functions.   

• Convergence to Natural Basis Functions: As the size of the training set 

increases, the basis functions found by applying PCA to the training set 

will approach the natural basis functions3. For practical reasons, testing is 

currently performed on relatively small databases (<100 objects). If a 

system is being designed with the expectation that it will work with 

thousands of objects, use of the natural basis functions will likely give a 

better indication of the system’s true performance.  

• Reduction in Time to Learn Basis Functions: The number of vectors 

required to obtain natural basis functions ([85] reports using 106 vectors) 

may be less than the number of feature vectors extracted from the object 

training images. For such systems (as is the case with the proposed 

system), it is more computationally efficient to learn natural basis 

functions than basis functions associated with imagery from the training 

set.      

• Small Performance Impact: In Section 5, it is shown that there is little 

performance difference when using natural basis functions.  

                                                 
3 This claim assumes the object database contains objects from a diverse range of object classes. If 

objects are from a single class (i.e., all faces) this claim will not hold. 
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General purpose computer vision systems are beyond the state-of-the-art. 

However, the use of natural basis functions brings the proposed system closer to 

this goal. By using natural basis functions, the proposed system is capable of 

learning tens of thousands of objects by performing learning online. This is one of 

the most important requirements of a general purpose computer vision system.  

   

3.3.2 Performing Principal Component Analysis 
 

The proposed system uses natural basis functions found by applying PCA to a set 

of local windows extracted from a collection of 100 natural images. These local 

windows are circular regions with a diameter of γ  pixels. From each natural 

image, local windows were extracted from random locations in order to obtain a 

set of L=500,000 normalized local windows. Using these local windows, an 

eigenspace is created for each channel c. Information from channel c of the ith 

local window is encoded as a column vector ,c it by considering pixels in row-

major order. These L feature vectors define a matrix (Figure 3.10): 

 ,1 ,2 ,, ,...,c c c c L⎡ ⎤= ⎣ ⎦T t t t  (3.7) 

The mean column vector of Tc is given by ,
1

1 L

c c i
iL =

= ∑μ t . Tc is modified to have 

zero mean by subtracting μc from each of the column vectors: 

 ,1 ,2 ,, ,...,c c c c c c L c⎡ ⎤= − − −⎣ ⎦Z t μ t μ t μ  (3.8) 

 

If local windows consist of D pixels, the size of Zc is D x L. The sample 

covariance matrix Qc will be D x D and is defined as: 

 T
c c c=Q Z Z  (3.9) 

 

The eigenvectors ei and corresponding eigenvalues iλ  (i=1, 2,…, D) of Qc are the 

solutions to the equation: 

 i i c i=λ e Q e  (3.10) 
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These eigenvectors define an orthonormal decomposition of the matrix Qc. All D 

eigenvectors are needed in order to perfectly represent a given ,c it . However, a 

sufficiently good representation of ,c it  can be obtained using only the 

eigenvectors corresponding to the d largest eigenvalues of Qc. Given a matrix 

[ ]1 2, ,..., d=E e e e  constructed from d eigenvectors, a column vector ,c it  

(dimension D) can be projected into the eigenspace to give a feature vector ,c iw  

(dimension d) as follows: 

 ( ), ,
T

c i c i c= −w E t μ  (3.11) 

 

This allows the dimensionality of the column vector to be reduced from D to d, 

while retaining its primary appearance characteristic. A local window of 

dimensionality D can be encoded as a feature vector of dimensionality d by 

projecting it into the subspace defined by the natural PCA basis functions 

[ ]1 2, ,..., d=E e e e . 
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...
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, ,...,R R LR R

⎡ ⎤
⎢ ⎥
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Figure 3.10: Local windows with a diameter of γ=5 and construction of an 
eigenspace of dimensionality d=3 built for the red channel, R. A set of L local 
windows (W1, W2, …, WL) is extracted from a collection of natural images. Column i 
of TR is constructed by taking the red component values of Wi in row-major order. A 
separate eigenspace is created for each colour channel (e.g., R, G, and B for an RGB 
image) using the same set of L local windows. 
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3.3.3 Advantages and Limitations of PCA 
 

The popularity of PCA in the computer vision community is a result of the 

distance between projected vectors in a PCA subspace being a good 

approximation to the SSD between these vectors. SSD is a common measure for 

comparing feature vectors in local appearance methods, is directly related to the 

correlation between vectors (i.e., template matching), and is the most common 

method for calculating distances in k-NN classifiers. Consider two vectors 

{ , } D
m n ∈x x  and their projection in the PCA subspace{ , } d

m n ∈g g . A vector 

can be approximated by its projection as follows: 

1
i

d

m m i
i=

≈ +∑x g e μ  (3.12) 

 

This leads to the following approximate relationship for the SSD between vectors: 

 

2
2

1 1

2

1

|| ||

               ( )

i i

i i

d d

m n m i n i
i i

d

m n i
i

= =

=

− ≈ −

= −

∑ ∑

∑

x x g e g e

g g e

 (3.13) 
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               ( )

               

i j

d d
T
i j m n

i j

m n

= =

= −

= −

∑∑e e g g

g g
  

 

where the last equality holds since PCA gives orthogonal basis functions (i.e., 

1T
i j =e e for i=j and zero otherwise). This approximation becomes an equality if 

d=D and is a good approximation if d is large enough to account for most of the 

variation in the set of vectors.  

 

The proposed system uses a k-NN classifier composed of local windows projected 

into a PCA subspace. This approximation indicates that the nearest neighbours 

found by this classifier will be a good approximation to the true nearest 

neighbours that would be found using a k-NN classifier constructed from the 
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original local windows. However, the nearest neighbour search is significantly 

less expensive computationally in the d D  dimensional PCA subspace. 

 

Another distinct advantage of PCA is its low computational cost. Projecting a 

vector requires only d dot products as indicated in Equation 3.11. Constructing the 

subspace is also relatively efficient as the only major computational cost is 

finding the eigenvectors and eigenvalues of the D x D covariance matrix. For 

systems where the number of feature vectors L is less than the dimensionality of 

the vectors N, methods have been developed that use the implicit covariance 

matrix which is L x L [33]. In the proposed system, D << L and the basis 

functions are found using the eigensolver available in the Template Numerical 

Toolkit (math.nist.gov/tnt/index.html). 

 

The limitation of PCA is that it considers only linear, orthonormal subspaces. To 

appreciate this limitation, PCA is contrasted with a recently developed non-linear 

dimensionality reduction technique, isotropic feature mapping (ISOMAP) [86]. 

Consider the example in Figure 3.11, where a “Swiss roll” manifold is shown in a 

three dimensional space. The intrinsic dimensionality of the manifold is clearly 2. 

During training a dense sampling of this manifold would be learned. Applying 

PCA to these same sample points with d=2 results in far away points being 

projected to nearby points in the subspace. This occurs as PCA is a linear 

dimensionality reduction technique. The projection given by PCA can be 

visualized as placing a plane in the three dimensional space such that when points 

are projected onto this plane, it accounts for as much variability in the data as 

possible. Although the “Swiss roll” is a two dimensional manifold, it contains 

significant variation in all three dimensions. No matter where a plane is placed, a 

significant amount of variation in the data will not be accounted for.  

 

While PCA attempts to preserve the relative Euclidean distance between pairs of 

points, ISOMAP tries to maintain the geodesic distance. Informally, the geodesic  
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Figure 3.11: A two dimensional “Swiss roll” manifold (A) in a three dimensional 
space that has been densely sampled (B) during training. PCA is not capable of 
unrolling this manifold and projects faraway points in the space to nearby points in 
the subspace (C). A non-linear dimensionality technique, such as ISOMAP, is 
capable of “unrolling” the manifold such that the geodesic distances between pairs 
of points are preserved (D).  
 

distance between two points is the shortest distance between the points as 

measured along the surface of the manifold. ISOMAP achieves a nonlinear 

reduction of the data in order to try to preserve these distances. This nonlinear 

dimensionality reduction permits the manifold to be unrolled. 

 

There are two primary benefits to using ISOMAP as opposed to PCA. As 

illustrated, ISOMAP is capable of finding the intrinsic dimensionality of 

manifolds whereas PCA fails to do so. This allows an accurate representation of 

the data to be achieved with fewer dimensions. As an example, consider the 

“Swiss roll” in an N dimensional space where N > 3. ISOMAP will find a two 

dimensional embedding of the data that preserves the geodesic distance between 

points, while PCA requires a three dimensional embedding to accurately represent 

the relative Euclidean distance between points. The second benefit of ISOMAP is 
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that it considers the geodesic distance between points as opposed to the Euclidean 

distance. If the manifold is an accurate representation of the data being modelled 

(i.e., the local appearance of an object), then the geodesic distance may be a better 

measure of the similarity between two points. Similar benefits are common to 

other nonlinear dimensionality techniques (most notably, locally linear 

embedding (LLE) [87]), which has led to a growing interest in applying these 

techniques to computer vision problems [88-90]. 

 

Unfortunately, state-of-the-art nonlinear dimensionality reduction techniques 

require the eigenvectors of an L x L matrix to be determined. For the proposed 

system, L=500,000 making it impractical to determine the eigenvectors using 

currently available desktop computers. Furthermore, these methods do not give a 

parametric mapping for projecting query vectors into the subspace. This issue has 

been addressed by suggesting that support vector regression be used to learn a 

parametric mapping between the feature vectors and their projections in the 

subspace [88]. Learning this mapping is computationally expensive for large L, 

requires significant memory, and is more computationally expensive to apply than 

the parametric mapping used by PCA.  Due to these limitations, the proposed 

system performs dimensionality reduction using PCA.     

  

3.4 Encoding Local Windows 
 

Many different methods have been proposed for calculating features of local 

windows [67]. The use of feature vectors has important advantages over using 

local windows in their original image form. Since the vast majority of supervised 

learning algorithms expect data to be in vector form, the pixel values in a local 

window need to be (at a minimum) reorganized into a vector (e.g., by taking pixel 

values in row-major order).  Instead of using raw pixel information, an encoding 

can be used to achieve robustness to factors affecting the appearance of an object 

and to allow a classifier to generalize to views of an object not present in the 

training set. For example, encoding a local window as a histogram of colour 
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values results in a feature vector that is robust to small levels of noise and 

invariant to in-plane rotation [57]. 

 

In addition, encoding is often performed in order to reduce the dimensionality of a 

local window. As has been discussed, principal component analysis can be 

applied to a set of local windows in order to greatly reduce their dimensionality 

while retaining their primary appearance characteristics. Reduced dimensionality 

typically results in faster processing of query images and reduced storage 

requirements (as discussed in Section 3.2.2 for k-NN classifiers). In this thesis, 

local windows are first rotated to a canonical orientation (Section 3.1.3) and 

colour normalized (Section 3.1.4) before being encoded by one of the following 

methods:  

• Principal component analysis (PCA): PCA is applied directly to the pixel 

values of a normalized local window by considering pixels in row-major 

order. 

• Gradient principal component analysis (GPCA): GPCA [91] is a 

modification of PCA that works on gradient information as opposed to 

pixel values. The x-direction gradient mx and y-direction gradient my for a 

pixel at ( , )p x y=  from a colour channel c of a normalized local window 

are estimated using pixel differences: 

 
( 1, ) ( 1, )
( , 1) ( , 1)

x c c

y c c

m I x y I x y
m I x y I x y

= + − −
= + − −

 (3.14) 

Ic(x,y) is the pixel value for channel c at position (x,y). This gradient 

information is used to construct a column vector for each colour channel 

of the normalized local window, which in then reduced in dimensionality 

using PCA. 

• Minimal gradient location and orientation histogram (M-GLOH): M-

GLOH is a variant of the GLOH feature descriptor given in [67]. The 

latter is an extension of Lowe’s popular scale invariant feature transform 

(SIFT) [5]. SIFT can be viewed as a three dimensional histogram where 

bins specify spatial locations and gradient orientations. SIFT divides local 
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windows into rectangular spatial locations, whereas GLOH makes use of 

log-polar locations (Figure 3.12). In [67], GLOH is applied to 41 x 41 

pixel local windows, which are divided into 17 spatial locations where the 

orientation of each pixel is quantized into one of 16 orientation planes. 

This results in a column vector of 272 dimensions (17 * 16), which is 

reduced to 128 dimensions using PCA. For M-GLOH, only 5 spatial 

locations are considered as the local window size used here is 

considerably smaller than 41 x 41. This results in a column vector of 

dimensionality 80 (5 * 16), which is reduced using PCA. 

 

 
Figure 3.12: Spatial locations for SIFT (A), GLOH (B), and M-GLOH (C) along 
with the 3D histogram (D) used to describe the local window. The orientation axis is 
divided into 16 orientation planes (0° to 22.5°, …, 337.5° to 360°). For each pixel, the 
histogram bin corresponding to the pixel’s spatial location and orientation plane is 
incremented by the pixel’s gradient magnitude. 
 

These three encoding methods were considered during the initial development of 

the system at which time it was concluded that PCA is preferred. This result may 

be initially surprising given the experimental results in [91], which demonstrate 

GPCA is more robust at matching local windows that have been distorted by 

common image deformations (e.g., image noise,  rotation and scaling, projective 

warping, brightness change). Furthermore, [67] evaluated a large number of 

encodings and concluded GLOH is the most robust to common image 

deformations (outperforming both SIFT and GPCA). However, it must be kept in 

mind that in the proposed framework local windows are first normalized to 

achieve robustness to in-plane rotation and illumination before being encoded. 

This gives robustness to these factors independent of the selected encoding 
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method. For example, a major advantage of applying GPCA or GLOH, as 

opposed to PCA,  to encode local windows that are not normalized is that taking 

the gradient of pixel information provides robustness to illumination changes 

where a constant is added to each image pixel [5]. Since the proposed system 

explicitly normalizes local windows to account for illumination changes, this 

advantage of GPCA and GLOH over PCA is effectively negated. Furthermore, 

the method used by the proposed system to achieve invariance to in-plane rotation 

is in fact a simple modification of the method used by GPCA and GLOH. Given 

this, it should be expected that PCA will perform as well as GPCA and GLOH in 

terms of invariance to illumination and in-plane rotation. 

 

The superior performance of PCA in the context of the proposed framework can 

be attributed to sampling density. Both GPCA and GLOH have been designed to 

operate with systems that use interest point operators to extract local windows 

from a training set containing a relatively sparse sampling of an object’s 

appearance. For this reason, the GPCA and GLOH encoding are designed to 

describe a local window in fairly general terms in order to generalize to views not 

present in the training set. Describing the local windows in general terms works 

well for these systems since few local windows will be similar in appearance (due 

to both the sparseness of the training set and the use of an interest point operator 

to extract local windows). In contrast, the proposed system uses a relatively dense 

training set and extracts local windows using a dense grid (in fact, as will be 

discussed in Chapter 5, local windows are extracted at every pixel position). This 

results in a large collection of local windows where many of the local windows 

are similar in appearance. It is therefore important to use an encoding that can 

distinguish between these similar appearing local windows. As such, the proposed 

system benefits from encoding local windows with PCA which is a more 

discriminate encoding than GPCA or GLOH. 
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3.5 Summary 
 

A model of an object’s appearance is learned using a training set consisting of 

out-of-plane rotation images over a limited range of scales. Object identification 

over a wide range of scales is achieved by searching an image pyramid. Training 

images are divided into local windows that are rotated to a canonical orientation 

to achieve robustness to in-plane rotation and processed by a colour normalization 

technique to obtain robustness to illumination. For a rigid object, this results in an 

object model that is robust to all factors that can influence its appearance. By 

considering local windows the model is capable of reliably identifying objects in 

unstructured environments, where partial occlusion may occur and the 

background is unknown. 

 

A local window can be encoded in a number of different manners. Encoding a 

local window provides robustness to factors affecting the appearance of an object 

and allows a classifier to generalize to unseen views of an object. Furthermore, 

encoding is often performed in order to reduce the dimensionality of a local 

window. Section 3.4 discussed three potential encodings and concluded that 

applying PCA to a simple row-major ordering of the pixels comprising a 

normalized local window resulted in the best system performance. 

Classification is performed using a k-NN classifier. To decrease the memory and 

processing requirements of this classifier, the dimensionality of the local windows 

obtained during training need to be reduced. This is achieved by projecting local 

windows into a PCA subspace defined by a set of natural basis functions. Natural 

basis functions define a subspace that captures the basic statistical properties of 

nature and facilitate online learning since they define a subspace that is 

independent of the object database. Projecting a local window into this subspace 

results in a feature vector of significantly smaller dimensionality, which still 

retains the primary appearance characteristics of the local window. 
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The processing requirements of the k-NN classifier are further reduced by 

organizing the feature vectors into a kd-tree and searching for the k nearest 

neighbours to a query vector using an approximate priority search. A kd-tree 

reduces the number of distance calculations performed during a search by pruning 

branches of the tree. If Dcur is the distance from the query point to the kth nearest 

neighbour found so far, any branch representing a portion of space at a distance 

greater than Dcur from the query point can be pruned. A priority search considers 

branches of the tree in order of minimum distance from the query point, as 

opposed to the order they appear in the tree hierarchy. In general, this allows more 

branches to be pruned as the value of Dcur is minimized more rapidly. In 

approximate k-NN classification, k distinct feature vectors are returned where the 

ratio between the distance to the ith reported point and the true ith nearest 

neighbour is guaranteed to be at most 1 ε+ , where the error bound 0e ≥ . This 

allows a branch to be pruned if the ratio of the distance from a query point to the 

space it represents is greater than 1 ε+ . For small ε , the k neighbours found will 

be the true neighbours for most query points, while allowing a significant increase 

in the number of branches that are pruned.   

 

A k-NN classifier provides a rich source of information about a query vector, as it 

returns a list of k candidate classifications indicating fine scale information about 

the query vector. This ability to return a list of candidate classifications, and 

thereby indicate uncertainty in the classification of a query vector, is a great 

strength of k-NN classifiers and is the principal reason for its selection. The 

primary contribution of this thesis is the development of a method which resolves 

this uncertainty by using additional local information. This method is termed 

coherency filtering and is explored in the next chapter. 
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Chapter 4 
 

Coherency Filtering 
 

 

A method for learning a model of an object’s local appearance was explored in 

the previous chapter. This model took the form of a k-NN classifier built from 

normalized local windows extracted from a set of training images. Selection of a 

k-NN classifier was motivated by its ability to indicate uncertainty in the 

classification of a local window by returning a list of candidate classifications. 

However, in order to robustly identify objects in a query image, a process is 

needed to appropriately resolve this uncertainty. The focus of this chapter is the 

development of a method that resolves this uncertainty by exploiting local 

information in a manner that results in reliable classification of local windows and 

ultimately in robust identification of objects. This method is termed coherency 

filtering and is the primary contribution of this thesis. 

 

This chapter begins with an overview of how combining the k-NN classifiers 

learned during training with coherency filtering allows objects to be identified in a 

query image. The stages comprising coherency filtering are then discussed. Each 

stage is introduced with a formal description, followed by a pedagogical example 

(when instructive) and an examination of key aspects of the stage. 

 

4.1 Processing Query Images 
 

Objects are identified in a query image by combining the k-NN classifiers 

developed in Chapter 3 with coherency filtering. To detect objects over a wide 

range of scales an image pyramid is used as illustrated in Figure 4.1. Local 
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windows are extracted from each image comprising the pyramid using a grid with 

a uniform spacing of GQ pixels. Extracted local windows are colour normalized 

and each colour channel rotated to its canonical orientation as discussed in 

Chapter 3. The k-NN to a feature vector obtained from colour channel c of a 

normalized local window are then found using the k-NN classifier Cc. These k-NN 

specify candidate classifications for the feature vector. Coherency filtering 

determines which of these candidate classifications, if any, are reliable. 
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Figure 4.1: An image pyramid allows objects at a wide range of scales to be 
identified. Construction of this image pyramid is discussed in Section 3.1. 
 

At this point it is necessary to examine the information associated with a 

candidate classification since coherency filtering operates directly on this 

information. Consider a local window W extracted from a query image at scale s 

of the pyramid. Let the feature vector corresponding to channel c of W be 

denoted by tc and the amount of clockwise rotation required to place this local 

window into a canonical orientation be denoted by Θ . A set of candidate 

classifications for tc is found by using the k-NN classifier Cc. Each of these 

candidate classifications wc,i (i=1,2,…,k) is associated with the information 

specified in Table 3.1. The in-plane rotation iϑ  and scale iψ  must be modified to 
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account for the in-plane rotation Θ required to place tc into a canonical 

orientation and the scale s of the image pyramid. The in-plane rotation and scale 

of the object in the query image, as indicated by wc,i, are given by i iθ ϑ= −Θ  and 

i isψΨ = , respectively. For example, if 30iϑ = °  and 90Θ = °  then the object in 

the query image has been rotated 60° counter-clockwise as compared to its in-

plane orientation in the training image. The ith candidate classification ,
p
c iw  for a 

local window extracted from position p  of a query image indicates the object p
iο  

it is from, along with the out-of-plane rotation p
iα , in-plane rotation p

iθ , and 

scale p
iΨ  of the object in the query image. Each ,

p
c iw  also indicates the position 

( , )p p p
i i ix y=p  in the training image where the nearest neighbour associated with 

,
p
c iw  was extracted from. The set { , , , , }p p p p p p

i i i i i iο α θΛ = Ψp  specifies the 

information associated with each ,
p
c iw . 

      

Coherency filtering works on the premise that uncertainty in the classification of a 

local window can be resolved by checking for consistency with the classification 

of nearby local windows. Processing of a query image using coherency filtering 

can be divided into four stages (Figure 4.2): cross channel coherency filtering, 

spatial coherency filtering, clustering, and parameter estimation. Cross channel 

coherency filtering F is applied to a query image to find candidate classifications 

that are classified consistently across all three colour channels. This results in the 

formation of a cross channel hypothesis map MF containing sets of channel 

coherent classifications. Spatial coherency filtering S is applied to MF in order to 

verify geometric constraints between neighbouring sets. Sets that do not satisfy 

these constraints are removed from MF. The resulting spatial hypothesis map MS 

contains sets of candidate classifications that are both cross channel and spatially 

coherent. Objects in a query image are identified by performing clustering on MS. 

The sets forming a cluster provide strong evidence as to the object represented by 

the cluster which permits object parameter estimation to be performed by a simple 

majority vote. 
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Figure 4.2: Stages involved in processing a query image using coherency filtering. 
Different colours in the hypothesis maps indicate varying numbers of coherent sets. 
Each cluster in the cluster map is assigned a unique colour. The estimated object 
parameters are illustrated using a white outline. 
 

4.2 Cross Channel Coherency Filtering 
 

Cross channel coherency filtering F operates on the principle that if all three 

colour channels of a local window agree on the parameters of the object they 

represent, then there is significant evidence that the local window is from an 

object with these parameters. Applying F to a local window reduces the 

uncertainty about its ultimate classification since only candidate classifications 
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consistent across all colour channels are retained. As will be seen, it does not 

necessarily provide a single conclusive classification. 

 

4.2.1 Definition of Cross Channel Coherency Filtering 
 

In this section, a formal description of F is developed. Let p
ct  be the feature vector 

for channel c of a local window obtained at grid position p=(x, y) of a query 

image. For each channel, a set of k-NN is obtained for p
ct  using the k-NN 

classifier Cc: 

 { },1 ,2 ,, ,...,p p p
c c c kw w w  (4.1)

   

where ,
p
c iw  is the ith nearest neighbour in cC  to p

ct . Each ,
p
c iw  is a candidate 

classification for p
ct  and is associated with a set of object parameters, 

{ , , , , }p p p p p p
i i i i i iο α θΛ = Ψp . A cross channel coherent set, 

{ } { }
1 2 3, , ,, , , ,p p p p p p p

c a c b c c a b cs = → Λ Λ Λw w w , consists of a candidate classification 

from each channel, where:  

 p p p
a b co o o= =  (4.2) 

 ( ), , { , , }p p
A i jd i j a b cαα α ≤ Δ ∀ ∈  (4.3) 

 ( ), , { , , }p p
A i jd i j a b cθθ θ ≤ Δ ∀ ∈  (4.4) 

 | | , { , , }p p
i j p i j a b c− ≤ Δ ∀ ∈p p  (4.5) 

 | | , { , , }p p
i j i j a b cΨΨ −Ψ ≤ Δ ∀ ∈  (4.6) 

  

where ( , )A i jd α α  is the smallest distance between two angles1. Informally, all 

three candidate classifications must have been obtained from the same training 

                                                 

1 Formally, 
2 | |  | |  

( , )
| |

i j i j
A i j

i j

if
d

otherwise
π α α α α π

α α
α α
− − − >⎧

= ⎨ −⎩
 



Chapter 4 – Coherency Filtering 

76 

image and have object parameters that are approximately equal to each other in 

order for them to form a cross channel coherent set. The effect of different delta 

values { , , , }pα θ ΨΔ = Δ Δ Δ Δ is considered in Chapter 5.  

 

A cross channel hypothesis map MF is used to tabulate information obtained from 

applying F to a query image. Each position p in MF indicates all sp found at the 

corresponding position in the query image. We denote this set by S p = s1
p ,s2

p ,...{ }, 

where  si
p  is the ith sp found at position p. The mean object parameters for a 

{ }1 2 3, , ,, ,p p p p
i c a c b c cs = w w w  are given by ˆˆ ˆˆ ˆ ˆ{ , , , , }p p p p p p

i i i i i iο α θΛ = Ψp , where2: 

 ˆi p p p
p a b co o o o= = =  (4.7) 

 sin sin sinˆ arctan
cos cos cos

p p p
p a b c

i p p p
a b c

α α αα
α α α

⎛ ⎞+ +
= ⎜ ⎟+ +⎝ ⎠

 (4.8) 

 sin sin sinˆ arctan
cos cos cos

p p p
p a b c

i p p p
a b c

θ θ θθ
θ θ θ

⎛ ⎞+ +
= ⎜ ⎟+ +⎝ ⎠

 (4.9) 

 ˆ ,
3 3

p p p p p p
p a b c a b c
i

x x x y y y⎛ ⎞+ + + +
= ⎜ ⎟
⎝ ⎠

p  (4.10) 

 ˆ
3

p p p
p a b c
i

Ψ +Ψ +Ψ
Ψ =  (4.11) 

 

 Each  si
p  in  MF is associated with a set of mean object parameters ˆ p

iΛ . These ˆ p
iΛ  

are the candidate classifications for a local window extracted from position p and 

processed by cross channel coherency filtering. 

 

 
 
 
 

                                                 
2 The arctan function must be able to correctly resolve the correct quadrant. The author’s 

implementation uses the C++ function atan2. 
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4.2.2 Pedagogical Example of Cross Channel Coherency Filtering 
 

A pedagogical example of applying F to a local window is given in Figure 4.3. 

Here the k=3 nearest neighbours to each colour channel of a normalized local 

window are obtained. Each of these candidate classifications is associated with a 

set of object parameters. The goal of F is to find sets of object parameters from 

each colour channel that are approximately equal (i.e., satisfy (4.2)-(4.6)). For 

example, the candidate classifications shown in purple all indicate they are from 

object 2 and have out-of-plane rotations that are within 10° of each other. 

Therefore, assuming 10αΔ = °  and that the other object parameters are in 

agreement, these candidate classifications form a cross channel coherent set as 

shown on the right of Figure 4.3. Object parameters for a cross channel coherent 

set are calculated using (4.7)-(4.11). The result of applying F to a query image is 

to change the candidate classifications for a local window from nearest 

neighbours to cross channel coherent sets. In Figure 4.3, two cross channel 

coherent sets are found. These sets indicate that the local window is either from 

object 2 with an out-of-plane rotation of 16.6° or from object 3 with an out-of-

plane rotation of 93.3°. 

 

 
Figure 4.3: Pedagogical example of applying cross channel coherency filtering to a 
local window. Each row in the figure represents a different colour channel, while the 
columns depict the nearest neighbours. This example assumes Δα=10° and that the 
object parameters not explicitly shown are all in agreement. 
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4.2.3 Discussion of Cross Channel Coherency Filtering 
 

Before application of F, the candidate classifications for a local window W are the 

3k nearest neighbours found for the three colour channels (i.e., k candidate 

classifications for each of the 3 colour channels). Application of F to W results in 

the candidate classifications for a W being represented by cross channel coherent 

sets  si
p . The k nearest neighbours found for each of the three colour channels can 

give rise to k3 cross channel coherent sets si
p , but in practice only a small fraction 

of these possible k3 sets will be cross channel coherent. Nevertheless, there is no 

guarantee that a W will have less than 3k si
p . Therefore, it is possible that a W will 

have more candidate classifications after application of F.  

 

However, it is naïve to believe that an increase in the number of candidate 

classifications for a W necessarily indicates an increase in uncertainty since a W 

with a large number of  si
p  indicates a high level of agreement within and across 

the colour channels and thus agreement on how the W should be classified. More 

specifically, uncertainty in the classification of a W is reduced by applying F in 

the sense that a candidate classification is now consistent across all three colour 

channels and therefore more likely to be a correct classification of W. For 

example, Figure 4.4 demonstrates that F can distinguish between the background 

and regions containing an object. There is little agreement within or across colour 

channels for local windows extracted from the background so few, if any,  si
p  are 

identified, whereas regions containing an object result in dense clusters of  si
p . The 

next stages of coherency filtering specify how to handle multiple  si
p  for a local 

window.  
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Figure 4.4: Results of applying cross channel coherency filtering to a query image. 
Different colours in MF indicate varying numbers of cross channel coherent sets. 
Dense clusters of cross channel coherent sets are found in regions corresponding to 
objects in the query image, along with a small number of false positive sets (i.e., not 
located near any object in the query image). 
 

The role of the delta values { , , , }pα θ ΨΔ = Δ Δ Δ Δ  in (4.3)-(4.6) needs to be 

considered. These delta values indicate a user-defined level of uncertainty in the 

information associated with the NN. Setting these delta values to zero indicates a 

belief that this information is certain. This is the ideal case, but impractical since 

complete certainty requires having a training set that contains all possible 

appearances of an object. For discrete training sets, the information associated 

with the 3k-NN must be considered uncertain as there are missing appearances of 

the object. To appreciate this, consider a training set with an image of the object 

at every 10° (e.g., 0°, 10°, …, 350°) around the out-of-plane axis of rotation. 

Given a query image with an object at an out-of-plane rotation between two 

training images (e.g., 15°), any nearest neighbours will have at least a 5° error in 

the indicated out-of-plane rotation of the object. In general, if the training set uses 

a sampling rate γ for a given parameter, then the information pertaining to this 
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parameter has an uncertainty of γ/2. This uncertainty is inherent to the k-NN 

classifiers.  

 

In order to account for this inherent uncertainty, the delta values should be set 

appropriately. Going back to the previous example, it should be expected that 

nearest neighbours to the object may specify an out-of-plane rotation of either 10° 

or 20°. This indicates that αΔ  should be set to 10° in order to account for this 

uncertainty. In general, the delta value of a parameter should be set at least equal 

to the sampling rate γ used in the training set. However, to improve the 

generalization capabilities of the system (e.g., to account for sensor noise, 

changes in appearance due to out-of-plane rotation) larger delta values may be 

desirable. Chapter 5 considers the effect of different delta values on the 

performance of the system and demonstrates that the best performance is always 

obtained for values greater than or equal to γ. 

 

4.3 Spatial Coherency Filtering 
 

Many local appearance methods (e.g., [5, 24, 65]) use geometric constraints to 

verify the presence of an object and reject incorrectly identified local windows. 

Spatial coherency filtering S works on the premise that if local windows within 

close spatial proximity to a given local window agree on the parameters of the 

object they represent, then there is significant evidence that this local window is 

from an object with these parameters. In general, S can be performed 

independently of F. Here S is assumed to operate on a cross channel hypothesis 

map MF in order to verify geometric constraints between cross channel coherent 

sets. This reduces uncertainty about the classification of a local window by 

rejecting candidate classifications that are not spatially coherent. Similar to cross 

channel coherency filtering, it does not necessarily provide a single conclusive 

classification.  
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4.3.1 Definition of Spatial Coherency Filtering 
 

Geometric constraints are verified by applying S to the hypothesis map MF 

obtained by applying F to a query image. To determine if a  si
p  is spatially 

coherent, all N positions in MF at a L1 distance of Ω  from p are considered. The 

cross channel coherent sets at these N positions are the spatial neighbours of si
p . 

The cross channel coherent set si
p  is spatially coherent if and only if: 

a. for ∀n ∈N , the inequality | S n |≥ 1 is satisfied at least m times (i.e., m 
of the N positions which are neighbours of si

p contain a cross channel 
coherent set). 

b. For  ∀n ∈N and
 
∀sj

n ∈S n , ρ percent of the s j
n  satisfy: 

 ˆ ˆp n
i jo o=  (4.12) 

 ( ) ˆˆ ˆ,p n
A i jd αα α ≤ Δ  (4.13) 

 ( )ˆ ˆ ˆ,p n
A i jd θθ θ ≤ Δ  (4.14) 

 ( )
1

ˆ ˆˆ ˆp n
p i j pL

Ω−Δ ≤ − ≤ Ω+ Δp p  (4.15) 

 ˆ ˆ ˆp n
i j ΨΨ −Ψ ≤ Δ  (4.16) 

where 
  
x − y

L1

is the L1 distance between x and y. A s j
n  that satisfies 

(4.12)-(4.16) is in spatial agreement with p
is . 

 

Condition (a) ensures a reliable assessment of si
p ’s spatial coherency can be made 

by requiring  si
p  to have a sufficient number of neighbouring positions with a cross 

channel coherent set. If condition (a) is satisfied, then condition (b) is checked to 

determine the number of spatial neighbours in spatial agreement with  si
p . To be 

spatially coherent, at least ρ percent of these spatial neighbours must satisfy 

(4.12)-(4.16). A spatial hypothesis map MS is constructed by removing any  si
p  in 

MF  which are not spatially coherent.  
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4.3.2 Pedagogical Example of Spatial Coherency Filtering 
 

A pedagogical example of applying S to a cross channel coherent set is given in 

Figure 4.5. The spatial coherency of 1
ps  (shown in red) is determined by checking 

for spatial agreement between 1
ps  and its spatial neighbours (shown in blue). In 

this example, spatial neighbours are at a distance of 2Ω = . The N=16 positions 

in MF at a L1 distance of 2Ω =  from 1
ps  are shown with a blue cross hatch, along 

with 13 spatial neighbours within these 16 positions. For 1
ps  to be in spatial 

agreement with one of its spatial neighbours si
x , si

x and 1
ps  must satisfy (4.12)-

(4.16). That is, they must be from the same object and specify similar object 

parameters for this object. The cross channel coherent set 1
ps  will be considered 

spatially coherent if and only if at least m of the 16 positions contain one or more 

spatial neighbours and 1
ps  is in spatial agreement with at least ρ percentage of 

these 13 spatial neighbours. 
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Figure 4.5: Pedagogical example of applying spatial coherency filtering to a cross 
channel coherent set with Ω=2. See main text for explanation.  
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4.3.3 Discussion of Spatial Coherency Filtering 
 

Spatial coherency filtering reduces uncertainty in the classification of a local 

window by eliminating any  si
p  in MF  that are not spatially coherent (Figure 4.6). 

All  si
p  in MS are cross channel and spatially coherent, and therefore provide 

strong evidence as to the identity of objects in the query image. However, some 

local windows may still have more than one candidate classification (i.e., there 

are  si
p  in MS, where 1i > ). This is reasonable as the classification of a local 

window may be inherently ambiguous. Local windows extracted from regions of 

two different objects that are (nearly) identical will result in this inherent 

uncertainty in classification (Figure 4.7). Retaining this uncertainty is an 

important property of spatial coherency filtering since it should be expected that 

some local windows will be inherently ambiguous. This uncertainty is resolved by 

the clustering stage of the coherency filtering framework. 

 

 
Figure 4.6: Results of applying spatial coherency filtering to the cross channel 
hypothesis map given in Figure 4.4. Dense clusters of coherent sets are found in 
regions corresponding to objects in the query image and the majority of false 
positive sets have been removed. 
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Figure 4.7: The regions enclosed by the red rectangles are identical for both objects. 
Classification of a local window extracted from the interior of these regions is 
inherently ambiguous when only cross channel and local spatial constraints are 
considered. Although spatial coherency filtering can not resolve this uncertainty, it 
correctly asserts that the classification of such windows is uncertain. This 
uncertainty is resolved by the clustering stage of the coherency filtering framework. 
 

Spatial coherency is determined by checking if pairs of cross channel coherent 

sets in close proximity to each other are in spatial agreement with each other. 

More rigorous verification of the geometric constraints of cross channel coherent 

sets could be performed. For example, triplets of nearby cross channel coherent 

sets could be considered and deemed to be in spatial agreement only if each pair 

in the triplet satisfies (4.12)-(4.16) and the triangles formed by these three sets are 

similar in both the training and query images. In general, geometric constraints 

could be verified using sets of n cross channel coherent sets. Here, only pairs are 

considered since this level of geometric verification has proven to be sufficient to 

remove the majority of incorrect candidate classifications from MF. As well, using 

pairs minimizes the computational cost of performing S. 

 

Spatial coherency filtering requires the specification of a number of free 

parameters. Namely, the spatial radius Ω , the number of required nearest 

neighbours m, the percentage of neighbours in spatial agreement ρ, and the delta 

values in (4.13)-(4.16) that define when two cross channel coherent sets are in 

spatial agreement. Appropriate values for these parameters are determined 

experimentally in Chapter 5.  
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4.4 Clustering 
 

Clusters of spatially coherent sets in the spatial hypothesis map represent objects 

in the query image. Identifying these clusters requires an algorithm which can 

robustly detect clusters in a 2D point set, K, with the following properties, P: 

• the number of clusters is unknown a priori 

• the distance between clusters can be assumed to be at least Eps 

• K should be expected to contain some outliers  

• the density of all clusters is approximately equal 

• the clusters can take on arbitrary shapes 

• The number of points | |K can range from 0 to many thousands  

 
Each of these properties will be discussed in turn. Since the number of objects in a 

query image is unknown a priori, the number of desired clusters is also unknown. 

Furthermore, any objects which the system fails to identify will not give rise to a 

cluster in the spatial hypothesis map. To ensure the distance between clusters is 

greater than Eps, it is assumed query images do not contain two instances of a 

specific object within this distance. This assumption is made in order to simplify 

the clustering problem. Although the vast majority of spatially coherent sets will 

be at locations corresponding to an object in the query image, there may be some 

spatially coherent sets that are in fact from the background of the query image. 

The clustering algorithm should recognize these sets as outliers and effectively 

ignore them. Clusters corresponding to an object will have similar densities as the 

grid spacing used during training is the same for all training images. More 

importantly, the density of clusters representing objects is significantly greater 

than the density of any regions containing outliers which makes it possible to 

distinguish between these two cases. Clusters will tend to take on the general 

shape of the object they are associated with, so the clustering algorithm must be 

able to handle arbitrarily shaped clusters. Finally, the clustering algorithm must be 
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computationally efficient as the | |K  will be large for query images containing a 

significant number of known objects. 

  

4.4.1 Selecting a Clustering Algorithm 
 

The majority of clustering algorithms can be classified as iterative, hierarchical, 

density-based, or spectral. Each of these clustering methods has its own 

advantages and limitations that dictate its most appropriate use. Here it is argued 

that density-based algorithms are the most appropriate for clustering a 2D point 

set with properties P. Limitations precluding the use of the other clustering 

methods are given below, along with a justification for selecting a density-based 

clustering algorithm: 

• Spectral:  It can be argued that spectral clustering represents the state-of-

the-art in clustering algorithms (see [92, 93] for an overview). They are 

based on well understood concepts from spectral embedding and recent 

algorithms are parameter free. All spectral clustering algorithms share a 

similar mathematical framework in that they require finding the 

eigenvectors of a | |K x| |K  matrix, A. They differ in exactly how the 

matrix A is constructed. Unfortunately, when | |K  is large, finding the top 

eigenvectors is computationally prohibitive. Since | |K  can be on the order 

of several thousand in a typical spatial hypothesis map, spectral clustering 

algorithms are not appropriate.  

• Iterative: Well-known iterative algorithms include k-means [94], k-medoid 

[95], and fuzzy-k-means [96]. These algorithms are widely used as they 

produce good clustering with minimal computation. However, they require 

a priori knowledge of the number of clusters to identify so are not 

appropriate for a clustering problem with properties P.   

• Hierarchical: Hierarchical clustering algorithms [97] create a tree of 

subsets by successively subdividing or merging the points in K. In order to 

achieve clustering, a second step is required that prunes this tree at 

appropriate places as specified by a user parameter. Hierarchical 
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algorithms differ mainly in how this parameter is specified. Examples 

include the desired number of clusters and the desired minimum distance 

between clusters. A hierarchical algorithm which prunes the tree based on 

a minimum distance between clusters would produce adequate results for a 

point set with properties P assuming some mechanism was in place to 

identify outliers. Unfortunately, hierarchical algorithms typically do not 

consider the presence of outliers and assign every point to a cluster.    

• Density-based: These algorithms try to separate the set K into subsets of 

similar density (e.g., [98-100]). They detect the number of clusters 

automatically and detect clusters of arbitrary shape and size. Clustering is 

performed by specifying the desired density of clusters. Noise is handled 

effectively by ignoring any point in a low density region. In terms of 

computational complexity, density-based algorithms are generally slower 

than iterative methods, but faster than hierarchical algorithms for low-

dimensional data and significantly faster than spectral algorithms when 

| |K  is large.      

 

The proposed system uses the Density-Based Spatial Clustering for Applications 

with Noise (DBSCAN) [98] clustering algorithm which can robustly find clusters 

in the spatial hypothesis map. DBSCAN was the first significant density-based 

clustering algorithm and although it is no longer the state-of-the-art in density-

based clustering, it is an efficient and robust algorithm for a clustering problem 

with properties P. 

 

4.4.2 Definition for DBSCAN Clustering 
 

The DBSCAN algorithm relies on six definitions in order to identify clusters in a 

2D point set, K: 

 

Definition 1: (Eps-neighbourhood of a point) The Eps-neighbourhood of a point 

p, denoted ( )EpsN p , is defined by ( ) { | }EpsN K Eps= ∈ − ≤p q p q . 
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The Eps-neighbourhood of a point p is all points within a distance Eps of p. Eps 

is a user-specified parameter of the algorithm. DBSCAN differentiates between 

points inside a cluster (core points) and points on the border of a cluster (border 

points). In general, the Eps-neighbourhood of a border point will contain 

significantly fewer points than the Eps-neighbourhood of a core point. It is 

therefore inappropriate to require all points in a cluster to contain some minimum 

number of points (MinPts) in its Eps-neighbourhood. MinPts would have to be set 

to a relatively low value in order to include all border points in a cluster. This is 

likely to lead to poor performance in the presence of noise. This motivates the 

next definition:    

 

Definition 2: (directly density-reachable) A point p is directly density-reachable 

from a point q with respect to Eps and MinPts if 

 1. ( )EpsN∈p q  

 2. ( )EpsN MinPts≥q  

 

This definition states that a point p is directly density-reachable if there exists a 

point q which contains p in its Eps-neighbourhood and the Eps-neighbourhood of 

point q contains at least MinPts. All points with at least MinPts in their Eps-

neighbourhood are defined as core points and all other points are either border 

points or noise. Definition 2 can be interpreted as stating that a point with less 

than MinPts in its Eps-neighbourhood should be considered a border point only if 

it is within the Eps-neighbourhood of a core point. This allows the value of 

MinPts to be set relatively high since only core points need MinPts within their 

Eps-neighbourhood. 

 

 

The concept of directly density-reachable can be extended to a set of points: 
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Definition 3: (density-reachable) A point p is density-reachable from a point q 

with respect to Eps and MinPts, if there is a chain of points 1 2, ,..., np p p , where 

1 =p q , n =p p  and 1i+p  is directly density-reachable from pi. 

 

Definition 4: (density-connected) A point p is density-connected from a point q 

with respect to Eps and MinPts, if there is a point o such that both p and q are 

density-reachable from o with respect to Eps and MinPts.   

 

Figure 4.8 illustrates these two definitions. Density-reachablility is transitive, but 

not symmetric. The points r and n are border points, whereas the points q, p, and 

o are core points. Point r is density-reachable from p, but point p is not density-

reachable from r because r is a border point and does not satisfy the definition of 

directly density-reachable. A point is never density-reachable from a border point. 

Therefore, the notion of density-connected is used to define a relationship 

between border points. The two border points r and n in Figure 4.8 are density-

connected through point p, as both points r and n are density-reachable from 

point p.  

 

Definitions 3 and 4 can be used to formally define a cluster: 

 

Definition 5: (cluster) Let K be a set of points. A cluster C with respect to Eps 

and MinPts is a non-empty subset of K satisfying the following conditions: 

 1. ∀ p, q: if p∈C and q is density-reachable from p with respect to Eps and 

MinPts, then q∈C. 

 2. ∀p, q∈C: p is density-connected to q with respect to Eps and MinPts. 

 

These conditions define a cluster as a set of density-connected points that are 

maximal with respect to density-reachability. That is, the first condition gives a
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Figure 4.8: Points r and n are border points, whereas points q, p, and o are core 
points. Point r is density-reachable from point p through point q, but point p is not 
density-reachable from point r. As illustrated, points n and r are not density-
reachable from each other, but they are density-connected through point p. 
 

working definition of how to construct clusters, whereas the second condition 

gives an intuitive definition. Furthermore, the second condition ensures the cluster 

contains at least MinPts since a given point p must be density-connected to itself 

through another point o which must, by definition, contain MinPts. 

 

Finally, noise can formally be defined as: 

 

Definition 6: (noise) Let C1,…,CN be the cluster of the set K. Then, noise can be 

defined as the set of points in K not belonging to any cluster Ci. 

 

4.4.3 Discussion of Clustering 
 

DBSCAN is a relatively simple clustering algorithm which can achieve good 

clustering on point sets exhibiting the properties P. By defining clusters as sets of 

density-connected points, DBSCAN does not require the number of clusters to be 

specified in advance and is capable of detecting arbitrarily shaped clusters. 
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Outliers in the spatial hypothesis map will be classified as noise by DBSCAN. 

This is an important advantage shared by density-based clustering algorithms, as 

many clustering algorithms do not explicitly account for noise. With the use of 

appropriate data structures, the computational complexity of DBSCAN is O(|K| 

log(|K|)) [98] and can thus efficiently be applied to spatial hypothesis maps 

containing thousands of spatially coherent sets.  

 

The DBSCAN algorithm is not without its limitations. Most notably, it requires 

tuning of two user-defined parameters (i.e., Eps and MinPts) in order to achieve 

appropriate clustering. These parameters should be set such that the lowest 

density cluster of interest can be readily identified. Unfortunately, this can result 

in outliers being classified as part of a cluster if the point set contains a wide 

range of cluster densities (Figure 4.9). However, in the context of a clustering 

problem with properties P these limitations are fairly minor. Since the densities of 

all clusters in a spatial hypothesis map are expected to be approximately equal 

and, more importantly, to be significantly denser than regions containing outliers, 

there is a range of Eps and MinPts values that results in suitable clustering.    

 

 
Figure 4.9: Two intuitively identifiable clusters of different densities along with a 
number of outliers shown in red. Eps and MinPts must be set such that they will 
identify the points comprising the low density cluster in blue as being density-
connected. Finding Eps and MinPts values which can achieve this without causing 
the outliers in red to be identified as a separate cluster or being incorporated into 
the green cluster may be difficult, if not impossible.  
 

The specified set of parameters P make the assumption that query images will not 

contain two instances of a specific object within a distance of Eps. This 

assumption resolves an important issue that would otherwise be difficult to 
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overcome. Consider Figure 4.10 which illustrates the results of applying the 

DBSCAN algorithm to a spatial hypothesis map. The clusters are well-separated 

from each other and there are few, if any, outliers present. It is thus not surprising 

that good clustering can be achieved by DBSCAN. However, if a query image 

contains two objects separated by a distance d, distinguishing between the clusters 

corresponding to these two objects becomes increasingly difficult as d decreases. 

Once d becomes less than Eps, these two clusters will be combined to form a 

single cluster. Nevertheless, this problem can be partially overcome by 

considering the object p
io  associated with each spatially coherent set. 

Specifically, the definition of a cluster can be tailored to spatial hypothesis maps 

as follows: 

 

Definition 7: (spatial hypothesis map cluster) Let K be a set of spatially coherent 

sets. A cluster C with respect to Eps and MinPts is a non-empty subset of K 

satisfying the following conditions: 

 1. ,p q
i js s∀ : if p

is C∈ and q
js  is density-reachable from p

is  with respect to Eps and 

MinPts, then q
js C∈ if p q

i jo o=  . 

 2. ,p q
i js s C∀ ∈ : p q

i jo o=  and p
is is density-connected to q

js  with respect to Eps and 

MinPts. 
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Figure 4.10: Results of applying the DBSCAN clustering algorithm to the spatial 
hypothesis map given in Figure 4.6. Clusters are identified by different colours.    
 

This definition specifies that only points from the same object can form clusters. 

Use of this definition allows the proposed system to identify nearby or occluding 

objects as long as they are not instances of the same object. To allow the reliable 

detection of nearby or occluding instances of the same object would require 

careful consideration of the other object parameters associated with each spatially 

coherent set. This is possible, but is not explored in this thesis. As such, it is 

assumed that two instances of a specific object are never within a distance of Eps. 

 

4.5 Parameter Estimation 
 

Clusters identified in the spatial hypothesis map consist of spatially coherent sets. 

Since these sets are both cross channel and spatially coherent, they provide strong 

evidence as to which object the cluster represents. This allows object parameter 

estimation to be performed by a simple majority vote, where each set in a cluster 

casts a single vote.  
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4.5.1 Definition of Parameter Estimation 
 

Let C1,…,CN be the clusters identified in a spatial hypothesis map MS. These 

clusters are comprised of spatially coherent sets p
is . Initially, each cluster is 

assumed to represent a separate object. The object parameters for each cluster are 

then estimated using a majority vote. Recall that all p
i js C∈  will be from the same 

object, as required by definition 7 of Section 4.4. The majority vote estimation for 

a parameter λ  is performed by constructing a histogram Hλ  with NBλ  bins of size 

SBλ . Let p
iλ  indicate the value of parameter λ  for a given p

is  from cluster Cj. In 

order to minimize the effect of using a discrete number of bins, each p
i jCλ ∈  

contributes to two adjacent bins. The bins to update are given by ( )H xλ  and 

( )H yλ , which are the bin p
iλ  is contained in and the closest neighbouring bin, 

respectively. The contribution each p
iλ  makes to these two bins is determined by 

a weighting factor s, which is simply the distance p
iλ  is from the centre of bin 

( )H xλ . The histogram for parameter λ  of cluster Cj is constructed by updating 

the bins for each p
i jCλ ∈  as follows: 
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( ) ( )
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Histograms for estimating the out-of-plane rotation jα , in-plane rotation jθ , and 

scale jΨ  of the object jo  associated with cluster Cj are all constructed 

independently using the approach specified by (4.17). Construction of a histogram 

for estimating the position jp  associated with cluster Cj requires knowledge of 

the estimated parameters jθ  and jΨ . Specifically, the positions of each local 

window ˆ ˆ ˆ( , )p p p
i i i jx y C= ∈p  are first adjusted in order to take into account the 

estimated scale of the object: 

 
( )
( )

ˆˆ 1

ˆˆ 1

p p
c i j i

p p
c i j i

x x

y y

= +Ψ −Ψ

= +Ψ −Ψ
 (4.18) 

   

The translation of the object in the query image ( ,x yΔ Δ ) is then given by: 

 
( )
( )

cos sin

sin cos

x c j c j

y c j c j

x x y

y x y

θ θ

θ θ

Δ = − +

Δ = − − +
 (4.19) 

 

where ( , )x y=p  is the position in the query image the local window associated 

with ˆ p
ip  was obtained from. The estimated position ( , )j j jx y=p  is found by 

building histograms from the xΔ  and yΔ  values obtained for each ˆ p
i jC∈p  as 

specified by (4.17). 

 

Given a histogram for parameter λ , the estimated parameter value could be taken 

as the centre value of the bin with the largest value. This would result in a 

resolution dependent on the bin size sBλ
. This resolution is improved by fitting a 

parabola to the histogram bin with the largest value and its two neighbouring 

histogram values. The peak value of the parabola is then taken as the estimated 

parameter value.  
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The final step of parameter estimation is to combine clusters associated with the 

same object in the query image. This is done by comparing the estimated position 

of objects in the query image. Two clusters Ci and Cj are combined if: 

 ( ) ( )min ,

2
io i j

i j i j

W
o o

⎛ ⎞Ψ Ψ
⎜ ⎟= ∩ − ≤
⎜ ⎟
⎝ ⎠

p p  (4.20) 

where 
ioW  is the average width (taken over all training images) of the object 

specified by object number io . Parameters are re-estimated for any clusters which 

are combined. Clusters are combined and their parameters re-estimated in an 

iterative fashion until no further clusters are combined. 

 

4.5.2 Pedagogical Example of Parameter Estimation 
 

Consider a cluster consisting of the spatially coherent sets shown in Table 4.1. For 

simplicity, only 5 sets are considered, although in practice clusters will generally 

consist of significantly more sets. Figure 4.11 gives the histogram constructed to 

estimate the out-of-plane rotation. A bin size of 10sB = °  is used. Each spatially 

coherent set adds 1 unit of value to the histogram as specified by (4.17). For 

example, set 1s  has a value of ˆ 10α = ° , so:  
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α̂

14.6α ≈ °

 
Figure 4.11: Histogram constructed from the out-of-plane rotation values for each 
spatially coherent set in the cluster along with the parabola used to calculate the 
estimated out-of-plane rotation. 
 

Since ˆ 10α = °  is equidistant from the centres of bin 0 (0° to 10°) and bin 1 (10° to 

20°), both these bins are incremented by 0.5. The maximum histogram value is at 

bin 1, so the estimated out-of-plane rotation is determined by fitting a parabola to 

the values given by bins 0, 1, and 2. This results in an estimated out-of-plane 

rotation of 14.6α ≈ ° . By inspection, the estimated in-plane rotation and scale are 

clearly 0θ = °  and 1.2Ψ = . 

 
Spatially 
Coherent 

Set 

Query Image 
Position, p  

Out-of-Plane 
Rotation, α̂  

In-Plane 
Rotation, θ̂  

Scale, Ψ̂  Training 
Image 

Position, p̂  
s1 (14,9) 10 0 1.2 (4,4) 
s2 (14,9) 15 0 1.2 (4,4) 
s3 (14,10) 15 10 1.2 (4,5) 
s4 (14,10) 20 0 1.2 (4,5) 
s5 (14,11) 10 350 1.2 (4,6) 

Table 4.1: A cluster consisting of 5 spatially coherent sets.  
 

To determine the estimated position of the object in the query image ( , )x y=p , 

the training image’s position first need to be adjusted to take into account the 

estimated scale and in-plane rotation of the object. In this example, the estimated 

scale 1.2Ψ =  is the same as the scale associated with each of the spatially 

coherent sets and the estimated in-plane rotation is 0θ = ° , so ˆ 10x x xΔ = − =  and 



Chapter 4 – Coherency Filtering 

98 

ˆ 5y y yΔ = − =  for all of the sets in the cluster. Thus the estimated position is 

(10,5)=p . 

 

4.5.3 Discussion of Parameter Estimation 
 

How can two clusters be associated with the same object in a query image? This 

can occur in two related, though distinct ways. A careful inspection of Figure 4.10 

reveals there is a noticeable ‘gap’ between the head and body for certain poses of 

the object. This gap results from a region of the object that coherency filtering has 

trouble classifying correctly. Objects exhibiting such a gap may give rise to two 

clusters depending on the values of Eps and MinPts. More significantly, an object 

that is partially occluded in such a manner as to divide the visible portion of the 

object into two or more distinct regions will likely result in multiple clusters. For 

these reasons, it is necessary to explicitly check if clusters are associated with the 

same object in a query image. 

 
Parameter estimation using a majority vote requires selecting a bin size for each 

object parameter. These bin sizes are treated as free parameters in the proposed 

system and the effect of different bin sizes is examined in Chapter 5. 

Nevertheless, reasonable values can be selected for the out-of-plane and scale 

parameters based solely on properties of the training set. If the training set uses a 

sampling rate γ for a parameter, then a reasonable bin size for this parameter is 

γ/2. This is sensible since the bin size will now reflect the uncertainty inherent to 

the k-NN classifiers, as discussed in Section 4.2. Selecting bin sizes for the in-

plane rotation and position parameters is more difficult, which is why 

experimentation has been performed to examine the effect of different bin sizes.  

 

Figure 4.12 illustrates that conducting parameter estimation using a majority vote 

results in excellent performance when suitable bin sizes are used. Chapter 6 

contains extensive experimental results which demonstrate that the proposed 
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system is capable of accurately analyzing objects under a wide-range of viewing 

conditions. 

 

 
Figure 4.12: Results of applying parameter estimation to the cluster map given in 
Figure 4.9. The estimated object parameters are illustrated using a white outline. 
 

4.6 Detecting Objects over Scale 
 

So far, the discussion has focused on applying coherency filtering to a query 

image at a single scale. In order to detect objects over a wide range of scales, it is 

necessary to search for objects over an image pyramid as discussed in Section 

3.1.2. In the context of coherency filtering, this is achieved by first performing 

coherency filtering independently on each image Ij comprising the image 

pyramid. This results in a set of estimated object parameters ijΛ , where ijΛ  gives 

the estimated object parameters for the ith cluster in image Ij. 

 

This allows the identification of objects at any scale larger than β , but introduces 

the possibility of detecting the same object in two different images from the 
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pyramid. This will occur whenever an object has a scale close to the minimum or 

maximum scale detectable in a given image (i.e., at scales close to 

( )1/ , 1L L Lϕ β − ∀ > ). Duplicate detections across scale are determined in an 

analogous manner to identifying clusters in a single image that are associated with 

the same object. Specifically, two parameters sets ijΛ  and klΛ  are considered to 

be a duplicate detection if: 

 ( ) ( )min ,

2
ijo ij kl

ij kl ij kl

W
o o

⎛ ⎞Ψ Ψ
⎜ ⎟= ∩ − ≤
⎜ ⎟
⎝ ⎠

p p  (4.21) 

 

Duplicate detections are resolved by eliminating the parameter set associated with 

whichever cluster contains fewer spatially coherent sets. This ensures each object 

in the query image is identified only once. 

 

4.7 Summary 
 

Coherency filtering reduces uncertainty in the classification of a local window by 

determining candidate classifications which are cross channel and spatially 

coherent. This results in a set of candidate classifications with strong evidence 

indicating that they are accurate. Objects in a query image are identified by 

finding clusters of candidate classifications and then performing a majority vote 

to estimate the parameters of the object represented by each cluster. In order to 

identify objects over a range of scales, an image pyramid is constructed for the 

query image and coherency filtering is applied independently to each image 

comprising the pyramid.  

 

Care must be taken to ensure each object is identified only once. Duplicate 

detections of an object can result either within a single image (e.g., due to an 

occluded object giving rise to multiple clusters) or across images in the pyramid. 

To ensure an object is identified only once, the estimated object parameters 

arising from each cluster are compared. Clusters from a given image in the 
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pyramid are combined if they indicate similar positions for an object. Parameters 

are re-estimated for these combined clusters. After resolving duplicate detections 

within each image of the pyramid, duplicate detections across scale are found. 

Duplicate detections across scale are resolved by retaining only the cluster 

consisting of the maximum number of candidate classifications.  

 

A significant strength of the proposed system is its ability to properly account for 

uncertainty in the classification of a local window. This uncertainty is captured by 

maintaining a list of candidate classifications. Coherency filtering imposes cross 

channel and spatial constraints on this list in order to remove candidate 

classifications with strong evidence indicating they are incorrect. These 

constraints result in local windows extracted from the background generally 

having empty candidate classification lists. Conversely, a local window that is 

inherently ambiguous (i.e., could belong to multiple objects or different areas of 

the same object) can be properly classified by indicating multiple likely candidate 

classifications. This results in robust identification of objects in heterogeneous 

images. 
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Chapter 5 
 

Parameter Tuning 
 

 

A number of parameters must be specified before learning a model of an object’s 

local appearance or applying coherency filtering. Reasonable values for many of 

these parameters can be determined by consulting similar research, conducting 

simple experiments, or through logical arguments. Nevertheless, the approach 

taken in this thesis is to tune each parameter by considering how it influences the 

performance of the system. Parameters are assumed to be independent, with a few 

exceptions, in order to reduce the search space. More importantly, independently 

tuning parameters provides a wealth of information as to the importance and 

sensitivity of each parameter, since their influence on the performance of the 

system can be directly measured. 

 

Section 5.1 specifies the methodology used to tune each of the free parameters in 

the proposed system. The next three sections discuss the results of tuning each of 

these parameters. In the final section of this chapter, experiments are conducted to 

verify that L=500,000 local windows are sufficient to produce natural basis 

functions and that the performance of the system is nearly identical when using 

natural basis functions or basis functions obtained by apply PCA to local windows 

extracted from training images. 

 

5.1 Parameter Tuning Methodology 
 

Since the parameters are not truly independent, consideration must be given to the 

order in which they are tuned and to the value initially assigned to each 
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parameter. Parameters believed to have the most significant influence on the 

system’s performance are tuned first. Tuning in this order ensures the effect of 

less influential parameters will not be ‘masked’ by more influential parameters. It 

is also critical for parameters to be assigned initial values that are known a priori 

to produce reasonable results, since only then can the influence each parameter 

has on the system’s performance be accurately judged. 

 

Initial parameter values were set based on trial-and-error experiments performed 

during the development of the system. These values are known to produce 

reasonable results, but have not been subjected to a formal tuning process. It turns 

out that the best values found during the tuning process do not deviate 

significantly from these initial values, which justifies their selection. Initial 

parameter values are given along with the final tuned parameter values in Table 

5.1. The order of the parameters in this table corresponds to the order in which 

they were tuned.  

 

Parameter tuning was performed in three distinct stages: scale-invariant tuning, 

scale tuning, and bin size tuning. Scale-invariant tuning was performed on 

parameters robust to scale changes. These parameters were tuned on images 

where all objects were presented at a single, known scale. This significantly 

reduces the time required to perform parameter tuning, since a search over an 

image pyramid does not need to be performed. Conversely, scale tuning considers 

parameters directly affected by scale changes. As such, these parameters must be 

tuned on images containing objects at a variety of scales. Both scale-invariant and 

scale tuning were performed by considering only the system’s ability to identify 

object instances. No emphasis was placed on the accuracy of the estimated object 

parameters. In contrast, bin size tuning determines bin sizes that produce low 

parameter estimation errors.  

 

Both scale-invariant and scale tuning were performed using the recall and 

precision performance metrics. Recall and precision reflect the number of true 
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and false positive detections found by the system, as discussed in Section 2.1. For 

most systems there is a trade-off between recall and precision. This trade-off can 

be captured using the F-measure [11]:  

 2F-measure,  recall precisionF
recall precision
⋅ ⋅

=
+

 (5.1) 

 
Symbol Description Initial 

Value 
Tuned 
Value 

 Scale-Invariant Tuning   
d Embedded dimensionality 15 15 
k Number of nearest neighbours 10 10 
γ  Diameter of local window 11 pixels 11 pixels 
ε Approximation value for approximate k-NN classifier 2 2 

pΔ  Cross channel coherency position  1 pixel 1 pixel 

αΔ  Cross channel coherency out-of-plane rotation  10° 10° 

θΔ  Cross channel coherency in-plane rotation  10° 20° 

ˆ
pΔ  Spatial coherency position  2 pixels 2 pixels 

ˆ
αΔ  Spatial coherency out-of-plane rotation  20° 20° 

ˆ
θΔ  Spatial coherency in-plane rotation  20° 20° 

Ω  Spatial coherency radius 3 pixels 3 pixels 
Eps Eps-Neighbourhood parameter for DBSCAN 5 pixels 6 pixels 

MinPts MinPts parameter for DBSCAN 10 8 
M Required positions with spatial neighbours 4 1 
Ρ Required percentage of neighbours in spatial 

agreement 
50% 50% 

GS Training image grid spacing 1 pixel 1 pixel 
GQ Query image grid spacing 1 pixel 1 pixel 

 Scale Tuning   
β  Minimum scale in training set 48 pixels 48 pixels 

δ  Scale step size 8 pixels 8 pixels 
ϕ  Maximum scale in training set 72 pixels 72 pixels 

ΨΔ  Cross channel coherency scale  8 pixels 8 pixels 

ˆ
ΨΔ  Spatial coherency scale  8 pixels 8 pixels 

 Bin Size Tuning   
 Out-of-plane rotation bin size 10° 10° 
 In-plane rotation bin size 10° 10° 
 Position bin size 1 pixel 2 pixels 
 Scale bin size 8 pixels 8 pixels 

Table 5.1: Initial and tuned parameter values listed in the order in which each was 
tuned. The different tuning stages (scale-invariant, scale, and bin size) were 
performed using different tuning images and/or performance criteria. 
 



Chapter 5 – Parameter Tuning 

105 

The F-measure gives equal importance to recall and precision. In general, 

parameters were set to the value resulting in the highest F-measure, but in certain 

cases preference was given to values believed to be more stable or that 

significantly reduced the time to process a query image. 

 

As discussed in Section 2.1, a detected object is considered correct only if the 

estimated position of the object is within ΔR pixels of the object’s true position. 

Selection of a value for ΔR directly influences the F-measure of the system and 

indirectly affects the parameter estimation errors since these errors are calculated 

only on correctly detected objects. The images used for parameter tuning contain 

objects from the Columbia Object Image Library (COIL-100) [2], where objects 

have a maximum diameter of 128 pixels. A value of ΔR=15 (approximately 25% 

of the object’s maximum diameter) is used for all the parameter tuning 

experiments performed here, which should be sufficient for a wide-range of 

applications. Clearly, if objects were reduced in size, a value of ΔR=15 would 

correspond to an error larger than 25% of the object’s maximum diameter. In 

order to make the definition of a correct detection independent of the object’s 

scale, the estimated position of the object must be within ΔR’=sΔR pixels of its true 

position, where s is the scale of the object. Objects with a maximum diameter of 

128 pixels are defined to have a scale of 1.0. The scale of an object with a 

maximum diameter of d pixels is given by s=d/128.  All results reported in this 

thesis use this scale independent definition of a correct detection. Furthermore, 

the estimated error in the position of an object is always normalized to reflect an 

object scale of 1.0. That is, the estimated error of an object’s position is calculated 

as:  

 
1

1

x e a

y e a

s x x

s y y

−

−

Δ = −

Δ = −
 (5.2) 

where the subscripts e and a denote the estimated and actual positions of the 

object, respectively. In Chapter 6 it will be demonstrated that the performance of 

the system is stable for a range of ΔR values and that the error in the estimated 

position of an object is generally only a few pixels. 
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Bin size tuning was performed by considering the error associated with a given 

estimated object parameter. Specifically, the mean error of the parameter along 

with its standard deviation was calculated over all object instances that were 

correctly detected. In general, bin size parameters were set to the value resulting 

in the lowest mean error, but in certain cases preference was given to values that 

are believed to be more stable. 

  

All sets of tuning images considered in this thesis were generated with the McGill 

Object Detection Suite (MODS) [3]. The MODS is a software suite that generates 

images suitable for evaluating object detection systems by superimposing objects 

from existing publicly available databases onto heterogeneous backgrounds. It is 

capable of creating sets of images focused on pose, scale, illumination, occlusion, 

or noise. A distinct advantage of the MODS is that a set of images can be fully 

specified and made available to fellow researchers simply by publishing the 

MODS parameters used to generate the set. Appendix I contains the MODS 

parameters used to create the different sets of tuning images used throughout this 

chapter. 

 

These tuning images consist of a subset of objects from the COIL-100. The 

COIL-100 has become a de facto standard object database for evaluating object 

recognition systems, which has motivated its use throughout this thesis. It consists 

of 7200 colour images of 100 objects. Each object is represented by 72 images, 

which are obtained by placing the object at the centre of a turntable and taking an 

image every 5º from a fixed viewpoint. All images have been independently 

normalized such that the largest dimension of the object fits precisely within an 

image of size 128 x 128 pixels. Consequently, the apparent scale of the object can 

change between different views of the object. 
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5.2 Scale-Invariant Parameter Tuning 
 

Scale-invariant parameter tuning was performed on a set of 20 images, where 

object instances are at a single, known scale with varying out-of-plane and in-

plane rotations. These tuning images consider the first 20 objects from the COIL-

100. Out-of-plane views at 0°, 10°,…, 350° were used to learn the object models, 

whereas the intermediate views at 5°, 15°,…, 355° are contained in the tuning 

images. All object instances are scaled to 0.4375 times their original size 

(corresponding to a maximum object diameter of 56 pixels). This scaling factor 

was selected since it is known to be large enough to allow reliable detection of 

objects (see Section 5.3). Each tuning image consists of 36 instances of a single 

object with out-of-plane rotations of i + 5° and corresponding in-plane rotations 

of i, where i=0°, 10°,…, 350°. Figure 5.1 shows example images from the scale-

invariant tuning set. 

 

      
Figure 5.1: Example image used to tune the scale-invariant parameters. 
 

Embedded Dimensionality (d) and Number of Nearest Neighbours (k). Due to 

the large influence these parameters have on the performance of the system, they 

have been tuned together. As shown in Table 5.2, recall and (1-precision) 

generally increase with increasing k and d. The highest F-measure was obtained 

at k=10, d=25. However, the F-measure is similar for k=10, d=15 and the time to 
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process1 a query image was dramatically reduced for smaller d values as indicated 

by Table 5.3. For these reasons, values of k=10, d=15 are preferred. 

 
(recall) 

(1-precision) 
(F-measure) 

k=1 k=5 k=10 k=15 k=20 k=25 k=30 

d=5 0.013 
0.000 
0.025 

0.086 
0.000 
0.159 

0.192 
0.000 
0.322 

0.274 
0.010 
0.429 

0.356 
0.008 
0.524 

0.408 
0.010 
0.579 

0.463 
0.003 
0.632 

d=10 0.268 
0.000 
0.423 

0.757 
0.004 
0.860 

0.878 
0.008 
0.931 

0.915 
0.009 
0.952 

0.931 
0.010 
0.959 

0.943 
0.012 
0.965 

0.953 
0.012 
0.970 

d=15 0.443 
0.000 
0.614 

0.914 
0.008 
0.952 

0.964 
0.006 
0.979 

0.971 
0.014 
0.978 

0.975 
0.023 
0.976 

0.981 
0.026 
0.977 

0.982 
0.035 
0.973 

d=20 0.535 
0.003 
0.696 

0.946 
0.006 
0.969 

0.972 
0.014 
0.979 

0.982 
0.019 
0.981 

0.986 
0.029 
0.979 

0.986 
0.039 
0.973 

0.986 
0.053 
0.966 

d=25 0.589 
0.002 
0.740 

0.952 
0.004 
0.973 

0.981 
0.015 
0.982 

0.982 
0.029 
0.977 

0.983 
0.038 
0.973 

0.985 
0.055 
0.965 

0.988 
0.063 
0.961 

Table 5.2: Parameter tuning for d and k. Selected values shown in bold. 
 

d=5 d=10 d=15 d=20 d=25 
1.1 min 2.2 min 5.1 min 12.5 min 23.5 min 

Table 5.3: Average time to process a query image for varying d values with k=10.  
 

Diameter of Local Window (γ). Selecting an appropriate diameter for local 

windows is critical to the performance of the system. Local windows that are too 

small contain insufficient information to discriminate between different windows, 

whereas windows that are too large result in too few windows being extracted 

during training. Table 5.4 examines the performance of the system for γ=9, γ=11, 

and γ=13 pixels. The system’s performance is considered over a small range of k 

and d values to ensure these parameters are set appropriately. A value of γ=11 

pixels results in the best performance for all k and d values considered. 
 

                                                 
1 Experiments were performed on a Toshiba Tecra M3 laptop with a 1.6GHz Intel Pentium M 730 

processor and 2GB of RAM. Software was developed in C++ and has not been fully optimized. 



Chapter 5 – Parameter Tuning 

109 

k=10 k=15 k=20 (recall) 
(1-precision) 
(F-measure) 

γ=9 γ=11 γ=13 γ=9 γ=11 γ=13 γ=9 γ=11 γ=13 

d=15 0.732 
0.013 
0.841 

0.964 
0.006 
0.979 

0.960 
0.039 
0.960 

0.818 
0.010 
0.896 

0.971 
0.014 
0.978 

0.969 
0.053 
0.958 

0.860 
0.017 
0.917 

0.975 
0.023 
0.976 

0.975 
0.065 
0.954 

d=20 0.840 
0.010 
0.910 

0.972 
0.014 
0.979 

0.971 
0.044 
0.963 

0.903 
0.011 
0.944 

0.982 
0.019 
0.981 

0.972 
0.078 
0.947 

0.919 
0.021 
0.948 

0.986 
0.029 
0.979 

0.975 
0.094 
0.940 

Table 5.4: Parameter tuning for γ. Selected value shown in bold. 
 

Approximation Value for Approximate k-NN Classifier (ε). As indicated in 

Table 5.5, selection of an ε value is a trade-off between F-measure and the time to 

process a query image. The F-measure is similar for ε ≤ 2.5, but the time to 

process a query image decreases significantly with increasing ε. A value of  ε=2.0 

was selected as a reasonable trade-off between F-measure and processing time. 

 
 ε=0.5 ε=1.0 ε=1.5 ε=2.0 ε=2.5 ε=3.0 ε=3.5 ε=4.0 

recall 
1-precision 
F-measure 

0.974 
0.010 
0.982 

0.972 
0.010 
0.981 

0.969 
0.009 
0.980 

0.964 
0.006 
0.979 

0.960 
0.006 
0.977 

0.943 
0.006 
0.968 

0.922 
0.007 
0.956 

0.911 
0.006 
0.951 

Time (in min) 38.2  14.5  7.7  5.1  3.8  3.1  2.7  2.4  
Table 5.5: Parameter tuning for ε. Selected value shown in bold.   
 

Cross Channel Coherency Position ( pΔ ). The F-measures for pΔ =1 pixel and 

pΔ =2 pixels are identical, as shown in Table 5.6. Preference is given to pΔ =1 

pixel since this was the value initially selected for pΔ  and previous experience 

has revealed that it is easier to increase recall than to decrease 1-precision. 

 
 

pΔ =0 pixels pΔ =1 pixel pΔ =2 pixels pΔ =3 pixels 

recall 
1-precision 
F-measure 

0.899 
0.008 
0.943 

0.964 
0.006 
0.979 

0.970 
0.012 
0.979 

0.972 
0.020 
0.976 

Table 5.6: Parameter tuning for αΔ . Selected value shown in bold.   
 

Cross Channel Coherency Out-of-Plane Rotation ( αΔ ).  Since the sampling 

rate of the out-of-plane rotation in the training images is 10°, only multiples of 

10° need to be considered during tuning. The recall and precision are nearly 
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identical for αΔ ≥ 10°, indicating few additional cross channel coherent sets are 

identified when αΔ > 10°. A value of αΔ =10° was selected since it gives rise to 

the highest F-measure in Table 5.7. 

 
 

αΔ =0° αΔ =10° αΔ =20° αΔ =30° αΔ =40° 
recall 

1-precision 
F-measure 

0.946 
0.009 
0.968 

0.964 
0.006 
0.979 

0.960 
0.007 
0.976 

0.960 
0.009 
0.975 

0.960 
0.009 
0.975 

Table 5.7: Parameter tuning for αΔ . Selected value shown in bold.   
 

Cross Channel Coherency In-Plane Rotation ( θΔ ). As shown in Table 5.8, the 

recall and precision are identical for θΔ  ≥ 20° indicating few, if any, additional 

cross channel coherent sets are identified when θΔ > 20°. When θΔ  becomes too 

small, the recall rate is adversely affected since an insufficient number of cross 

channel coherent sets are identified. A value of αΔ =20° was selected since it 

produces a slight increase in the F-measure compared to all αΔ  < 20°. 

 
 

θΔ =5° θΔ =10° θΔ =15° θΔ =20° θΔ =25° θΔ =30° 
recall 

1-precision 
F-measure 

0.908 
0.006 
0.949 

0.964 
0.006 
0.979 

0.969 
0.007 
0.981 

0.971 
0.007 
0.982 

0.971 
0.007 
0.982 

0.971 
0.007 
0.982 

Table 5.8: Parameter tuning for θΔ . Selected value shown in bold.   
 

Spatial Coherency Position ( ˆ
pΔ ). A value of ˆ

pΔ =2 pixels was selected since it 

results in the highest F-measure, as indicated by Table 5.9. For ˆ
pΔ >2 pixels, the 

precision drops significantly indicating that spatially coherent sets are being 

retained that exhibit too much uncertainty. Conversely, ˆ
pΔ =1 pixel is too 

restrictive, resulting in a significant reduction in the recall rate of the system. 
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 ˆ
pΔ =1 pixel ˆ

pΔ =2 pixels ˆ
pΔ =3 pixels ˆ

pΔ =4 pixels  

recall 
1-precision 
F-measure 

0.754 
0.002 
0.859 

0.971 
0.007 
0.982 

0.974 
0.017 
0.978 

0.974 
0.017 
0.978 

Table 5.9: Parameter tuning for ˆ
pΔ . Selected value shown in bold.   

 

Spatial Coherency Out-of-Plane Rotation ( ˆ
αΔ ). According to Table 5.10, the 

spatially coherent sets being identified are nearly identical for all ˆ
αΔ ≥15°. For 

ˆ
αΔ <15°, the recall rate starts to drop rapidly as too few cross channel coherent 

sets are accepted as being spatially coherent. A value of ˆ
αΔ =20° was selected as 

it produces the highest F-measure. 

 
 ˆ

αΔ =5° ˆ
αΔ =10° ˆ

αΔ =15° ˆ
αΔ =20° ˆ

αΔ =25° ˆ
αΔ =30° 

recall 
1-precision 
F-measure 

0.924 
0.004 
0.958 

0.964 
0.010 
0.977 

0.968 
0.007 
0.980 

0.971 
0.007 
0.982 

0.969 
0.009 
0.980 

0.971 
0.009 
0.981 

Table 5.10: Parameter tuning for ˆ
αΔ . Selected value shown in bold.   

 

Spatial Coherency In-Plane Rotation ( ˆ
θΔ ). Table 5.11 indicates that the 

spatially coherent sets identified by the system are nearly identical for all 

ˆ
θΔ ≥10°. The recall rate drops significantly for ˆ

θΔ =5°, indicating the definition 

of spatial coherency is too restrictive. A value of ˆ
θΔ =20° was selected since 

logically ˆ
θΔ  should be greater than or equal to θΔ =20°. 

 
 ˆ

θΔ =5° ˆ
θΔ =10° ˆ

θΔ =15° ˆ
θΔ =20° ˆ

θΔ =25° ˆ
θΔ =30° 

recall 
1-precision 
F-measure 

0.956 
0.006 
0.975 

0.971 
0.006 
0.982 

0.970 
0.007 
0.982 

0.970 
0.007 
0.982 

0.970 
0.007 
0.982 

0.970 
0.007 
0.982 

Table 5.11: Parameter tuning for ˆ
θΔ . Selected value shown in bold.   

 

Spatial Coherency Radius (Ω ). Unlike parameters discussed previously, the 

system is highly sensitive to the spatial coherency radius Ω . Table 5.12 indicates 

that a value of 3Ω =  pixels is preferred. However, it is unclear if this is a result of 
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all previous values being tuned with Ω  initially set to 3 pixels. As such, tuning 

experiments were performed with Ω  initially set to 2 pixels. These experiments 

indicated that the performance with 2Ω =  pixels can be improved to give an F-

measure of 0.973 – still significantly worse than 3Ω =  pixels. 

 
 Ω=0 Ω=1 Ω=2 Ω=3 Ω=4 Ω=5 

recall 
1-precision 
F-measure 

0.988 
0.189 
0.891 

0.982 
0.071 
0.954 

0.985 
0.045 
0.969 

0.971 
0.007 
0.982 

0.895 
0.003 
0.943 

0.698 
0 

0.822 
Table 5.12: Parameter tuning for Ω. Selected value shown in bold.   
 

Eps-Neigbhourhood and MinPts Parameters for DBSCAN. Together these 

parameters specify the density a given region of the spatial coherency map must 

have to be considered part of a cluster. The recall and 1-precision of the system 

are relatively stable for Eps > 3, but tend to increase in nearly direct proportion to 

each other as MinPts decreases (Table 5.13).  This results in a range of Eps and 

MinPts values that give rise to almost identical F-measures. Values of Eps=6 

pixels and MinPts=8 have been selected, as they fall in the middle of these stable 

ranges. 

 
recall 

1-precision 
F-measure 

Eps=3 
pixels 

Eps=4 
Pixels 

Eps=5 
pixels 

Eps=6 
pixels 

Eps=7 
pixels 

MinPts=6 0.974 
0.011 
0.981 

0.981 
0.015 
0.983 

0.983 
0.015 
0.984 

0.983 
0.015 
0.984 

0.983 
0.015 
0.984 

MinPts=8 0.968 
0.009 
0.980 

0.974 
0.010 
0.982 

0.975 
0.10 

0.983 

0.976 
0.010 
0.983 

0.978 
0.010 
0.984 

MinPts=10 0.954 
0.007 
0.973 

0.971 
0.007 
0.982 

0.971 
0.007 
0.982 

0.971 
0.007 
0.982 

0.972 
0.007 
0.982 

MinPts=15 0.921 
0.006 
0.956 

0.943 
0.006 
0.968 

0.953 
0.004 
0.973 

0.956 
0.004 
0.975 

0.956 
0.004 
0.975 

Table 5.13: Tuning of DBSCAN parameters. Selected values shown in bold.   
 

Required Positions with Spatial Neighbours (m).  As expected, increasing m 

results in a decrease in recall and an increase in precision. Table 5.14 indicates 

that the best F-measure is achieved when m=0 or m=1. Preference was given to 
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m=1, since this ensures spatial coherency filtering is applied to every cross 

channel coherent set. 

 
 m=0 m=1 m=2 m=3 m=4 m=5 m=6 

recall 
1-precision 
F-measure 

0.993 
0.015 
0.989 

0.993 
0.015 
0.989 

0.988 
0.014 
0.987 

0.986 
0.014 
0.986 

0.976 
0.010 
0.983 

0.968 
0.009 
0.980 

0.954 
0.004 
0.974 

Table 5.14: Parameter tuning for m. Selected value shown in bold.   
 

Required Percentage of Neighbours in Spatial Agreement (ρ). In practice, 

most cross channel coherent sets will have many spatial neighbours. As ρ 

decreases, the recall is fairly stable for ρ ≤ 50%, but the precision drops sharply. 

This indicates spatial coherency filtering is essential for reducing false positive 

detections. For ρ > 50%, the precision increases at the cost of reduced recall. The 

best F-measures are obtained for ρ=50% and ρ=66% as shown in Table 5.15. 

Preference was given to ρ=50% in order to allow spatial coherency filtering to be 

viewed as a majority vote classifier. 

 
 ρ=75% ρ=66% ρ=50% ρ=33% ρ=25% ρ=0% 

recall 
1-precision 
F-measure 

0.964 
0.004 
0.980 

0.984 
0.007 
0.989 

0.993 
0.015 
0.989 

0.992 
0.044 
0.973 

0.992 
0.069 
0.960 

0.988 
0.111  
0.936 

Table 5.15: Parameter tuning for ρ. Selected value shown in bold. 
 

Training (GS) and Query (GQ) Grid Spacing. Both GS and GQ can be viewed as 

free parameters. Nevertheless, in this thesis they are both fixed at 1 pixel 

indicating local windows should be extracted at every pixel position. Using larger 

spacing will reduce the time required to process a query image, but will adversely 

affect the performance of the system. Parameter tuning of GS and GQ is 

complicated by the fact that arbitrary GS and GQ values restrict the choice of 

reasonable values for other system parameters. For example, if GQ=2, it is not 

possible to have a spatial radius of 3 since local windows will not have been 

extracted at these positions. These factors motivated a fixed choice for these 

parameters. 
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5.3 Scale Parameter Tuning 
 

Tuning of scale dependent parameters was performed using images where objects 

were presented at a variety of scales. A description of the image sets used to tune 

each scale dependent parameter is given below. Appendix I contains the exact 

MODS parameters used to create each of these tuning sets. 

 

Minimum Scale in Training Set (β ). Selection of a suitable minimum scale was 

determined with the same images used to tune the scale-invariant parameters, 

except the scale of objects in these images were systematically varied. Note, that 

at scales greater than 56 pixels (0.4375), tuning images contain only 16 object 

instances as opposed to 36. Object models were learned from training images at 

each of these scales and the performance of the system was evaluated. As shown 

in Table 5.16, the performance of the system decreases as the scale of the objects 

decreases. This reduction in performance is primarily due to insufficient local 

windows being extracted from certain objects at small scales. It is important to 

pick a minimum scale that results in good performance, since objects at this scale 

may exist at any level of the pyramid. For this reason, the proposed system 

considers objects with a maximum diameter of less than 56 pixels to be too small 

to be reliably detected.  

  
 β=40 β=44 β=48 β=56 β=64 

recall 
1-precision 
F-measure 

0.853 
0.064 
0.892 

0.925 
0.044 
0.940 

0.968 
0.031 
0.969 

0.993 
0.015 
0.989 

0.994 
0.018 
0.988 

Table 5.16: Parameter tuning for β. Selected value shown in bold. 
 

Scale Step Size (δ ). To determine a suitable scale step size, object models were 

learned with training images at a scale of 56 pixels. The performance of the 

system was then measured on tuning images containing objects at a scale of 56 + 

δ . The same 20 objects used to tune the scale-invariant parameters were used to 

generate these images. Note, that at scales greater than 56 pixels (0.4375), tuning 

images contain only 16 object instances as opposed to 36. As expected, the 
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performance of the system deceases as δ  increases (Table 5.17). A large δ  value 

is desirable as it reduces the number of local windows that must be stored for each 

scale-invariant object model. A value of 4δ =  was selected as a reasonable trade-

off between reduction in performance and minimization of the memory required 

for each object model.  

 
 δ=2 δ=4 δ=6 δ=8 δ=10 δ=12 

recall 
1-precision 
F-measure 

0.988 
0.031 
0.978 

0.987 
0.034 
0.977 

0.978 
0.031 
0.974 

0.969 
0.031 
0.969 

0.915 
0.042 
0.936 

0.850 
0.046 
0.900 

Table 5.17: Parameter tuning for δ. Selected value shown in bold. 
 

Maximum Scale in Training Set (ϕ ). Selection of a maximum scale is a trade-

off between the memory required to store each object model and the time to 

process a query image. Larger ϕ  values increase memory requirements, but 

reduce the size of the image pyramid. Selection of a suitable ϕ  value is therefore 

application dependent. For testing purposes, a relatively small value of 72 was 

used in order to minimize the memory required for each object model and to 

ensure that testing could be done with a large number of objects.  

 

Cross Channel Coherency Scale ( ΨΔ ). The above parameter tuning indicates 

that object models should be learned at scales corresponding to 56, 64, and 72 

pixels. Tuning of  ΨΔ  was performed using tuning images with objects at scales 

corresponding to 60 and 68 pixels. Specifically, objects 1, 3, …, and 19 were 

scaled to 68 pixels and objects 2, 3, …, and 20 were scaled to 60 pixels. Each 

tuning image contained 16 object instances with varying out-of-plane and in-plane 

rotation. Since the scale between learned object models is 8 pixels, only ΨΔ  

values of 0, 8, and 16 pixels need to be considered. Table 5.18 indicates that the 

performance was identical for 8ΨΔ =  and 16ΨΔ = . This shows that few, if any, 

additional cross channel coherent sets are identified for 8ΨΔ > . Performance is 
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slightly better for 8ΨΔ = , as opposed to 0ΨΔ = . For these reasons a value of 

8ΨΔ =  was preferred. 

 
 

ΨΔ =0 ΨΔ =8 ΨΔ =16 
recall 

1-precision 
F-measure 

0.991 
0.012 
0.989 

0.994 
0.009 
0.992 

0.994 
0.009 
0.992 

Table 5.18: Parameter tuning for ΨΔ . Selected value shown in bold. 
 

Spatial Coherency Scale ( ˆ
ΨΔ ). Tuning of ˆ

ΨΔ  was performed using the same 

tuning images used to tune ΨΔ . Table 5.19 indicates that performance was 

identical for ˆ 8ΨΔ =  and ˆ 16ΨΔ = , which suggests that few, if any, additional 

cross channel coherent sets are identified for ˆ 8ΨΔ > . The recall rate is 

significantly higher for ˆ 8ΨΔ = , as opposed to ˆ 0ΨΔ = , which idicates that setting 

ˆ 8ΨΔ <  results in useful cross channel coherent sets being unidentified. This 

makes it clear that a value of ˆ 8ΨΔ =  should be preferred. 

 
 ˆ

ΨΔ =0 ˆ
ΨΔ =8 ˆ

ΨΔ =16 
recall 

1-precision 
F-measure 

0.953 
0.003 
0.974 

0.994 
0.009 
0.992 

0.994 
0.009 
0.992 

Table 5.19: Parameter tuning for ˆ
ΨΔ . Selected value shown in bold. 

 

5.4 Bin Size Parameter Tuning 
 

Estimation of object parameters is performed using a majority vote. The bin size 

used to tabulate votes influences the parameter estimation errors. The estimation 

errors for the in-plane rotation, out-of-plane rotation, and position were evaluated 

for various bin sizes on the same set of 20 images used to tune the scale-invariant 

parameters. Selection of scale bin size was achieved using the same images used 

to tune the cross channel coherency scale ΨΔ  and the spatial coherency scale ˆ
ΨΔ  

parameters. 
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In-Plane (IP) and Out-of-Plane (OOP) Rotation Bin Sizes. Table 5.20 gives 

estimation errors for IP and OOP rotation using various bin sizes. The lowest 

error for the IP rotation was achieved for a bin size of 10°, although performance 

was similar for all bin sizes considered. Examining the error rates for the OOP 

rotation reveals that the mean error rate is less than the inherent uncertainty of the 

k-NN classifier (5°; see Section 4.2.3) for all bin sizes considered, but that the 

error can deviate significantly from the mean error. This deviation from the mean 

is due to the symmetry of some objects, which makes estimating their OOP 

rotation ill-posed. In addition, training images being every 10° (e.g., 0°, 10°, …, 

350°) and tuning images containing only OOP rotations exactly between two 

training images (e.g., 15°) artificially favours certain bin sizes. For these reasons, 

an OOP bin size of 10° is preferred since it corresponds to the OOP sampling rate 

in the training images, has the lowest standard deviation, and still achieves a mean 

performance below the inherent uncertainty of the k-NN classifier. 

  
Bin Size 5° 10° 15° 20° 
IP Error (in °) 0.80±1.34 0.79±0.78 0.80±1.34 1.70±1.11 
OOP Error (in °) 3.37±7.19 4.47±6.51 3.35±7.19 2.61±7.12 

Table 5.20: Parameter tuning for IP and OOP rotation estimation errors. Selected 
values shown in bold. 
 

Position Bin Size. The estimated error for the centre position of objects is given 

in Table 5.21. Errors are similar for the x and y positions and relatively insensitive 

to the exact bin size. A bin size of 2 pixels is used since this resulted in the lowest 

error rate. Recall that these errors are calculated for a normalized scale of 1.0 (see 

Equation 5.2). 

 
Bin Size 1 pixel 2 pixels 3 pixels 4 pixels 
x Position Error, Δx (in pixels) 1.71±1.49 1.43±1.51 1.65±1.25 2.15±0.95 
y Position Error, Δy (in pixels) 1.89±1.86 1.62±1.85 1.71±1.51 2.18±1.18 
Table 5.21: Parameter tuning for position estimation errors. Selected values shown 
in bold. 
 

Scale Bin Size. Table 5.22 indicates that the scale estimation error is similar for 

all bin sizes considered. This error roughly corresponds to the scale difference 

between the learned object models and objects in the tuning images (i.e., 4 
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pixels). A bin size of 8 pixels is used since it produced the lowest error rate and 

corresponds to the scale difference between the training images used to learn the 

object models. 

 
Bin Size 4 pixels 8 pixels 12 pixels 
Scale Error (in pixels) 3.97±1.41 3.46±1.15 3.84±1.41 

Table 5.22: Parameter tuning for scale estimation errors. Selected value shown in 
bold. 
 

5.5 Use of Natural Basis Functions 
 

There are a number of important advantages to using natural basis functions, as 

discussed in Section 3.3.1. Natural basis functions are obtained by extracting local 

windows from natural images, as opposed to imagery associated with the training 

set. Table 5.23 shows the standard deviation of the system’s performance for 10 

sets of natural basis functions independently constructed by extracting L=500,000 

local windows from random locations of 100 natural images. The performance of 

the system is nearly identical for all 10 sets as evident by the small standard 

deviations. This indicates that L=500,000 local windows is sufficient to obtain 

natural basis functions. 

 
 Natural Basis Functions Object Basis Functions 

recall 
1-precision 
F-measure 

0.989±0.0025 
0.017±0.0019 
0.986±0.0022 

0.989 
0.019 
0.985 

Table 5.23: Average performance of the system for 10 different sets of natural basis 
functions and for basis functions obtained using the training set (i.e., object basis 
functions). The natural basis functions were obtained by randomly extracting 
L=500,000 local windows from 100 natural images.  
 

Table 5.23 also indicates that the performance of the system is almost identical for 

natural basis functions and for basis functions derived using the training set 

images (i.e., object basis functions). The object basis functions were obtained 

using local windows extracted with a grid spacing of GT=2 pixels (Section 3.4). 

These results suggest that the number of local windows extracted from the 

training set images is large enough that the object basis functions are converging 
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to the natural basis functions. Figure 5.2 shows the first 15 natural basis functions 

along side the first 15 object basis functions. The natural and object basis 

functions are qualitatively similar, although there is some variation in the exact 

order. Also note the similarity of the basis functions across each colour channel2. 

When comparing the basis functions, it is important to keep in mind that PCA 

 

      

      

      
Figure 5.2: First 15 natural (left) and object (right) basis functions obtained for the 
red (top), green (middle), and blue (bottom) colour channels. The basis functions are 
in order from right to left, top to bottom.  
 

                                                 
2 The similarity of the basis functions across each colour channel suggests that a single set of basis 

functions could be used with minimal impact on performance. However, using separate basis 

functions for each colour channel require a trivial amount of additional memory. This similarity in 

the basis functions does not imply a single channel (i.e., grey scale) images can be used since cross 

channel coherency filtering relies on the different image content of each colour channel. 
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coefficients can be negative, which indicates that any of the basis functions can be 

inverted (i.e., the black and white ends of the greyscale spectrum are swapped).   

 

5.6 Colour Spaces 
 

During the development of the system a number of colour spaces were evaluated. 

The performance of the system was found to be best using the RGB colour space, 

although the increase in performance was marginal. It should be noted that these 

experiments were carried out before any parameter tuning was performed. 

Although it would be interesting to repeat these experiments in a more formal 

manner, it would be surprising if an alternate colour space significantly improved 

the system’s performance. 

 

5.7 Summary 
 

Tuning experiments were performed in order to determine suitable values for the 

free parameters that specify how models of objects are learned and how 

coherency filtering is performed. Most parameters were set to values that 

maximized the system’s performance on a subset of 20 objects from the COIL-

100. However, the values selected for some parameters were also influenced by 

their effect on the time required to process a query image (i.e., d and ε) or the 

amount of memory required for the object models (i.e.,ϕ ). In a few cases, 

parameters were simply set to values that ensured maximum performance (i.e., GS 

and GQ). It was observed that for most parameters the system’s performance is 

stable over a range of values.  

 

Since parameters were tuned independently, it is important that appropriate initial 

values were selected. Table 5.1 shows that there are only minor differences 

between the tuned and initial values, which makes it likely that the tuned values 

are giving near optimal performance on the set of tuning images. Over-fitting is of 
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minor concern given the number of tuning images considered and the insensitivity 

of the system’s performance to exact parameter values. 

 
Parameter tuning has a number of disadvantages. Nevertheless, it is employed 

here as it provides valuable information on the sensitivity and importance of each 

parameter in the proposed system. Since this thesis considers a novel framework 

for object detection and analysis, this exploratory analysis of all free parameters 

in the system is an important contribution. Future work can reference the results 

given here to determine how different parameter values are likely to influence the 

performance of a system based around coherency filtering.  

 

This chapter concluded by comparing the system’s performance with basis 

functions generated from local windows obtained from natural images (natural 

basis functions) against basis function obtained from local windows extracted 

from the training images (object basis functions). It was demonstrated that 

L=500,000 local windows extracted from random locations in a set of 100 natural 

images is sufficient to produce natural basis functions, as independently 

constructed sets of basis functions resulted in almost identical system 

performance. The mean performance obtained using natural basis functions was 

then shown to be nearly identical to that obtained using object basis functions. 

Finally, it was illustrated that natural and object basis functions are qualitatively 

similar. This suggests that the number of local windows extracted from the 

training images is sufficiently large that the object basis functions are converging 

to the natural basis functions. 
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Chapter 6 
 

Experimental Results 
 

 

This chapter begins by specifying the methodology used to evaluate the proposed 

system’s performance. Extensive experimental results are presented in the 

following six sections in order to assess the performance of the proposed system 

under a wide range of viewing conditions. Test sets focusing on pose, scale, 

illumination, occlusion, noise, and heterogeneous backgrounds are all considered 

in order to permit a systematic characterization of the system’s performance. 

Unfortunately, object detection systems are typically evaluated on small, custom 

made test sets. This inhibits a quantitative comparison of existing systems from 

being made. Nevertheless, this chapter concludes with a qualitative comparison 

between the proposed system and four state-of-the-art object detection systems. 

 

6.1 Performance Evaluation Methodology 
 

The experiments performed in this chapter focus on assessing the performance of 

the proposed system under different viewing conditions. All experiments use the 

parameter values determined in Chapter 5 (see Table 5.1). Test sets focusing on 

pose, scale, illumination, occlusion, noise, and heterogeneous backgrounds are all 

considered. These test sets consist of all 100 objects from the Columbia Object 

Image Library (COIL-100) [2] and are generated with the McGill Object 

Detection Suite (MODS) [3]. Except when evaluating the system’s performance 

to varying scale, test sets have the following properties: 

1. Out-of-plane views at 5°, 15°,…, 355° are used for testing, whereas the 

intermediate views at 0°, 10°,…, 350° are used to learn the object models. 
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2. Test sets contain a single query image for each object. 

3. A different heterogeneous scene is used for each object, but a given object 

is always superimposed onto the same heterogeneous scene. 

4. Query images contain all 36 out-of-plane views of the object not used 

during learning. 

5. Object instances are at a single scale of 0.4375 (i.e., 56 pixels). 

 

This results in test sets of 100 images. Processing 100 query images is extremely 

time consuming if object models are learned at multiple scales and a search over 

an image pyramid is conducted. Therefore, except when evaluating the system’s 

performance to varying scale, object models are learned at a single scale of 

0.4375 and searching of an image pyramid is not performed. Details of the test set 

used to evaluate the system’s performance to varying scale are given in Section 

6.3. Appendix II specifies the MODS parameters used to create the different test 

sets used throughout this chapter. 

 

Parameter tuning was performed using the first 20 objects from the COIL-100. As 

such, results in this chapter are reported for the subset of 80 objects not 

considered during tuning and for all 100 objects. This is done since a fair 

evaluation should not consider objects used during tuning, but the system’s 

performance on all 100 objects will be of common interest since results are often 

reported on the entire COIL-100. The system’s performance on the 20 objects 

used during tuning can be calculated as follows: 

 20 100 805 4p p p= −  (6.1) 

where p100 is the performance on all 100 objects and p80 is the performance on the 

80 object not considered during tuning. 

 

The detection performance of the system was evaluated using recall, precision, 

and F-measure. As discussed in Section 5.1, an object is considered to be 

correctly detected only if the estimated position of the object is within ΔR’=sΔR 

pixels of the object’s true position, where s is the scale of the object. This chapter 
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reports results for a range of ΔR values. To correctly analyze an object, its pose 

must be determined to within ΔP degrees and its scale to within a factor of ΔS. 

Instead of defining values for ΔP and ΔS, this chapter considers the estimation 

error for each object parameter. Specifically, the system’s performance was 

assessed by calculating the mean error of the parameter along with its standard 

deviation over all object instances that were correctly detected. This allows one to 

directly observe how precisely different object parameters can be determined. As 

in Chapter 5, the estimated error in an object’s position is reported for a 

normalized scale of 1.0 (see Equation 5.2). 

 

6.2 Pose 
 

The system’s ability to handle varying object pose was evaluated on two test sets 

in order to assess the effects of out-of-plane and in-plane rotation. This distinction 

is important since the out-of-plane appearance of an object is learned through a 

training set whereas in-plane rotation is handled by rotating local windows to a 

canonical orientation as discussed in Section 3.1. In the first test set object 

instances exhibit only out-of-plane rotation. For the second test set object 

instances are also rotated in-plane by successively larger amounts. Specifically, 

each tuning image consists of 36 instances of a single object with out-of-plane 

rotations of i + 5° and corresponding in-plane rotations of i, where i=0°, 10°,…, 

350°. This first test set will be referred to as the OOP test set and the second test 

set as the OOP+IP test set. The top, left example image in Figure 6.1 comes from 

the OOP test set and the remaining two images on the top row (amongst others) 

are from the OOP+IP test set.  

 

Table 6.1 gives results on the OOP test set. These results indicate that the 

system’s detection performance stops increasing when ΔR ≥ 15. This indicates that 

if an object can be detected, the error in its estimated position will be less than 

ΔR’=sΔR=(0.4375)·(15)≈6.56 pixels. The Δx and Δy estimation errors indicate that 

the estimated position of most objects is within a Euclidean distance of two or
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Figure 6.1: Example query images with white outlines showing estimated object 
parameters and red outlines indicate false positives. (1st and 2nd Rows) OOP and 
OOP+IP, (3rd Row) 25% and 50% occlusion, (4th Row) contrast level of 0.45, scale 
88 pixels, scale 128 pixels.     
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three pixels of its true position at a normalized scale of 1.0 (see Equation 5.2). 

That is, the error in the object’s x and y position is actually 0.4375 times as large 

in the query images. In terms of object pose, the estimated in-plane (IP) rotation is 

accurate to within less than a degree for the majority of objects. However, the 

estimated out-of-plane (OOP) rotation has a mean error of 5° and varies 

significantly for different objects as indicated by the large standard deviation. 

This issue is explored in more detail later in this section. Estimation of the 

object’s scale is not necessary since object models are learned only at the scale of 

object instance in the query images. 

 
Objects: 21-100 
Objects: 1-100 

ΔR=5 ΔR=10 ΔR=15 ΔR=20 ΔR=25 

recall 0.952 
0.956 

0.989 
0.991 

0.990 
0.992 

0.990 
0.992 

0.990 
0.992 

(1-precision) 0.048 
0.047 

0.011 
0.012 

0.010 
0.011 

0.010 
0.011 

0.010 
0.011 

F-measure 0.952 
0.955 

0.989 
0.990 

0.990 
0.990 

0.990 
0.991 

0.990 
0.991 

x Error, Δx  
(in pixels) 

0.62±1.08 
0.61±1.07 

0.83 ±1.51 
0.81±1.48 

0.83 ±1.53 
0.82±1.53 

0.84 ±1.56 
0.82±1.56 

0.84 ±1.56 
0.82±1.56 

y Error, Δy  
(in pixels) 

0.21±0.30 
0.22±0.29 

0.23±0.37 
0.23±0.36 

0.23±0.37 
0.23±0.36 

0.23±0.37 
0.23±0.36 

0.23±0.37 
0.23± 0.36 

IP Error  
(in °) 

0.59±0.48 
0.58±0.47 

0.60±0.49 
0.59±0.50 

0.60±0.49 
0.59±0.50 

0.60±0.49 
0.59±0.50 

0.60±0.49 
0.59±0.50 

OOP Error  
(in °) 

4.12±3.08 
4.22±5.62 

4.18±4.41 
4.26±6.22 

4.18±4.41 
4.27±6.24 

4.18±4.41 
4.27±6.24 

4.18±4.41 
4.27±6.24 

Table 6.1: System performance for varying out-of-plane rotations. 
 

Table 6.2 shows that the system’s detection performance decreases and the 

parameter estimation errors increase when each object instance is also rotated in-

plane. This decrease in performance can be directly attributed to the in-plane 

normalization procedure used to rotate local windows to their canonical 

orientation. Nevertheless, performance is extremely good with over 97% of object 

instances being correctly detected and parameter estimation errors being small 

enough for many applications. System performance stops increasing when ΔR≥20, 

indicating all detectable objects are correctly localized to within 

ΔR’=sΔR=(0.4375)·(20)≈8.75 pixels of their true position. The Δx and Δy estimation 

errors confirm that most objects are correctly localized to within a few pixels, 
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although these errors are significantly larger than those for the OOP test set. There 

is a small increase in the mean IP and OOP parameter estimation errors and a 

significant increase in the standard deviation for the OOP estimation error. 

 
Objects: 21-100 
Objects: 1-100 

ΔR=5 ΔR=10 ΔR=15 ΔR=20 ΔR=25 

recall 0.888 
0.891 

0.969 
0.973 

0.972 
0.976 

0.974 
0.978 

0.974 
0.978 

(1-precision) 0.100 
0.101 

0.018 
0.017 

0.014 
0.014 

0.013 
0.013 

0.012 
0.012 

F-measure 0.894 
0.895 

0.976 
0.978 

0.979 
0.981 

0.980 
0.982 

0.981 
0.983 

x Error, Δx  
(in pixels) 

1.24±1.30 
1.24±1.31     

1.40±1.46 
1.40±1.47 

1.41±1.49 
1.42±1.50 

1.42±1.54 
1.42±1.53 

1.43±1.59 
1.44±1.60 

y Error, Δy  
(in pixels) 

1.33±1.42 
1.31±1.41     

1.60±1.72 
1.59±1.73 

1.62±1.79 
1.62±1.80 

1.64±1.84 
1.63±1.84 

1.65±1.89 
1.64±1.89   

IP Error  
(in °) 

0.82±0.75 
0.81±0.74     

0.85±0.81  
0.84±0.80  

0.86±0.85 
0.85±0.84 

0.86±0.85 
0.85±0.84 

0.86±0.85 
0.85±0.84   

OOP Error  
(in °) 

4.41±6.26 
4.41±6.34     

4.61±8.07 
4.58±7.78 

4.63±8.07 
4.60±7.78 

4.71±8.62 
4.66±8.24 

4.71±8.62 
4.67±8.25   

Table 6.2: System performance for varying out-of-plane and in-plane rotations. 
 

The inherent OOP uncertainty for the k-NN classifiers is 5° since the training set 

contains an image of the object every 10° (see Section 4.2.3). It is therefore 

acceptable that the mean OOP estimation error is less than 5° for both test sets 

considered in this section. However, the large standard deviation of the OOP 

estimation error is of concern. Figure 6.2 gives the mean and standard deviation 

of the OOP estimation error for each object in the OOP+IP test set. The majority 

of objects have an error around 5°, regardless of their true OOP rotation as 

indicated by the small standard deviation. However, 8 of the objects have 

significantly larger mean errors and standard deviations. The performance on 

these objects is poor since they have multiple OOP views that are nearly identical. 

Figure 6.3 shows images of object 47 from the COIL-100 which gives rise to the 

worst OOP estimation error. If these 8 objects are removed from the test set, the 

OOP estimation error improves to 4.00±1.23 for ΔR=15. 
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Figure 6.2: Errors for the estimated out-of-plane rotation of object instances 
exhibiting both out-of-plane and in-plane rotations. Most objects have an error 
around 5° regardless of their pose, as indicated by the small standard deviation. 
However, 8 of the objects have significantly larger mean errors and standard 
deviations.  
 

 
Figure 6.3: Object 47 from the COIL-100 is radially symmetric. Estimating its OOP 
rotation is therefore an ill-posed problem. 
 

Figure 6.4 is a histogram indicating the number of objects with a given number of 

true positive detections. Of the 100 objects, 79 are detected perfectly and the 

remaining 21 objects have between 1 and 14 missed object instances. Select 

examples of missed object instances are given in Figure 6.5. The missed object 

instances share a few trends: 
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1. They are not similar in appearance to the background, which strongly 

suggests it is some property of the object instance that is responsible for 

the proposed system failing to detect it. 

2. The missed instances of objects 44, 76, 84, 33, 65, and 98 have one 

dimension that is relatively small which makes their detection difficult, 

as few local windows will be extracted from such objects.  

3. The missed instances of objects 44, 33, 65, and 47 are poorly textured, 

which makes their detection difficult since the proposed system does not 

robustly distinguish between poorly textured local windows. 

4. The missed instances of objects 76, 84, and 71 would not generally be 

considered poorly textured, but they have one or more colour channels 

that are poorly textured which makes their detection difficult since the 

proposed system will have problems robustly classifying local windows 

from these colour channels. 

5. The missed instances of objects 33, 65, and 47 have multiple out-of-

plane views that are nearly identical in appearance, which makes their 

detection difficult since correctly identifying which of these views a local 

window belongs to is challenging. 
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Figure 6.4: Histogram indicating the number of objects with a given number of true 
positive detections. 
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Figure 6.5: Example object instances that the proposed system failed to detect. The 
notation x(y) denotes the shown object was successfully detected x times (out of the 
36 instances at varying out-of-plane and in-plane rotations) and that it is object y 
from the COIL-100. 
 

6.3 Scale 
 

It is important to be able to detect objects over a range of scales since an object’s 

scale is not known a priori in an unstructured environment. Nevertheless, this 

section begins by considering the detection of object instances at different known 

scales in order to assess the effect of scale on the system’s performance. Table 6.3 

compares the performance of the system on the OOP and OOP+IP test sets 

(considered in Section 6.2) at two different scales (56 and 72 pixels). For these 

experiments, learning of object models was performed with training images at the 

same scale as the object instances in the test sets. These results demonstrate that 

the recall rate and F-measure increases with the scale of the object. This is 

intuitive since more local windows can be extracted from objects as their scale 

increases. Objects that have a spatial dimension that is relatively small benefit 

most from an increase in scale since few local windows can be extracted from 

such objects when the scale is small (for example, objects 33, 44, 65, 76, 84, and 

98 as shown in Figure 6.5). In terms of analysis performance, the system performs 

slightly better at the larger object scales for most of the object parameters. 

 

The next set of experiments assesses the detection of objects with unknown scale. 

Each object model was learned over a small range of scales. Specifically, training 

images for each object were shown at a scale of 56, 64, and 72 pixels (see Section 

5.3 for a justification of these values). Detection of objects over a wide range of 

scales was then achieved by searching an image pyramid (Section 3.1.2). Due to 

the memory required to learn multi-scale object models, only objects 21-70 (50
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Objects: 1-100 OOP 
(56 pixels) 

OOP 
(72 pixels) 

OOP+IP 
(56 pixels) 

OOP+IP 
(72 pixels) 

recall 0.992 0.998 0.976 0.993 
(1-precision) 0.011 0.014 0.014 0.017 
F-measure 0.990 0.992 0.981 0.988 
False Positives per Image 0.397 0.227 0.499 0.275 
x Error, Δx (in pixels) 0.82±1.53 0.97±1.62 1.42±1.50 1.29±1.33 
y Error, Δy (in pixels) 0.23±0.36 0.22±0.30 1.62±1.80 1.53±1.74 
IP Error (in °) 0.59±0.50 0.52±0.38 0.85±0.84 0.75±0.74 
OOP Error (in °) 4.27±6.24 4.17±4.87 4.60±7.78 4.45±6.95 

Table 6.3: Comparison of system performance when object instances are at different 
scales. Only the top level of the image pyramid is searched in all cases. All results 
are for ΔR=15. 
 

objects) are considered in these experiments1. As for the OOP+IP test set, each 

query image contains multiple instances of a single object exhibiting varying 

OOP and IP rotation. 

 

Table 6.4 shows the system’s performance for object scales that are the same or 

between those contained in the training set. It should be noted that although these 

objects should be detected in the first level of the image pyramid, the entire image 

pyramid was searched. Similar to the first experiment, the recall rate and F-

measure increase with object scale. This largely justifies the scale values selected 

to learn the multi-scale object models since the performance of the system does 

not deteriorate at scales not in the training set (60 and 68 pixels). Not surprisingly, 

the false positives per image increase when the entire image pyramid is searched. 

Comparing the results in Table 6.3 for the OOP+IP test set to those in Table 6.4 at 

a scale of 56 and 72 pixels indicates that the false positive rate per image 

approximately doubles when a full image pyramid search is conducted2. The 

                                                 
1 Experiments were performed on a system running Windows XP. Windows XP is a 32-bit 

operating system and therefore has a maximum addressable memory space of 4GB. The operating 

system reserves a minimum of 1GB for its own use leaving a maximum of 3GB of addressable 

memory for an application process. This limitation restricted the number of multi-scale object 

models that could be loaded into memory to approximately 50.  
2 The difference in the number of false positives per image between objects at 56 pixels and those 

at a scale greater than 56 pixels is due to the number of object instances present in each query 

image. At a scale of 56 pixels, the MODS places 36 object instances in each query image as 



Chapter 6 – Experimental Results 

 132

system’s analysis performance deteriorates slightly for all object parameters when 

a full image pyramid search is conducted. As discussed in Section 4.5, the 

estimated object position is dependent on the estimated object scale. Since there is 

a small error in the estimated object scale when the object scale is not known a 

priori, an increase in the error of the estimated object position should be expected. 

The increase in the out-of-plane and in-plane estimation errors are small and may 

simply be a result of considering only 50 objects as opposed to the 100 considered 

in Table 6.3. 

 
Objects: 21-70 56 pixels 60 pixels 64 pixels 68 pixels 72 pixels 

recall 0.959 0.976 0.976 0.988 0.994 
(1-precision) 0.030 0.042 0.039 0.040 0.038 
F-measure 0.964 0.967 0.968 0.974 0.978 
False Positives per Image 1.068 0.685 0.634 0.659 0.628 
x Error, Δx (in pixels) 2.69±2.38 2.34±2.41 1.67±1.79 2.21±2.17 2.03±2.14 
y Error, Δy (in pixels) 2.74±2.46 2.10±2.53 1.57±2.07 2.46±2.36 1.84±1.97 
IP Error (in °) 0.93±0.90 0.88±0.73 0.82±0.81 0.87±0.94 0.83±0.88 
OOP Error (in °) 4.94±8.44 6.39±15.54 5.48±12.67 5.79±14.11 4.16±1.43 
Scale Error (in pixels) 2.30±2.18 2.18±2.05 1.28±1.92 2.82±1.41 1.54±2.69 
Table 6.4: System performance for objects at scales that are the same or between 
those contained in the training set. The entire image pyramid is searched. All results 
are for ΔR=15. 
 

The performance of the system on test sets where the object instances are at scales 

greater than those contained in the training set is given in Table 6.5. Each level of 

the image pyramid reduces the size of the query image by 56 / 72 ≈ 0.78. As such, 

object instances at 77 pixels should be detected in the 2nd level of the pyramid 

where they will have a scale of 77 * 0.78 ≈ 60 pixels, object instances at 88 pixels 

in the 2nd level will have a scale of approximately 68 pixels, and object instances 

at 128 pixels in the 4th level will have a scale of approximately 60 pixels. The 

number of object instances per query images decreases from 16 to 9 to 4 as the 

                                                                                                                                     
opposed to only 16 object instances for an object scale greater than 56 pixels (and less than 86). 

The lower recall rate at 56 pixels suggests that either some object instances are being incorrectly 

classified or are being correctly detected, but with a analysis error of ΔR > 15 which results in a 

false positive detection. 
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scale increases from 77 to 88 to 128 pixels3. It should be expected that the 

performance at 77 pixels would be similar to that at 60 pixels. However, a 

noticeable increase in the recall rate is observed which is likely due to object 

instances at 77 pixels being close enough in appearance to the object instances at 

72 pixels in the training set to allow some additional object instances to be 

detected. The performance on the test set at 88 pixels is nearly identical to that 

obtained for the 68 pixel test set (note that the decrease in precision and F-

measure at 88 pixels is due to there being less object instances per test image). At 

128 pixels only 4 object instances of each object are contained in the query 

images and these object instances have an OOP rotation of 0°, 10°, 20°, and 30°. 

These OOP views tend to be easier to detect than those around 90° (typically 

corresponds to the side-view of an object which is commonly difficult to detect 

due to being poorly textured or thin enough that few local windows can be 

extracted during training). As such, perfect recall is achieved on this test set. 

Again, the decrease in precision and F-measure is a function of there being less 

object instances per query image which makes comparing the false positives per 

image a more meaningful measure. 

 
Objects: 21-70 77 pixels 88 pixels 128 pixels 

recall 0.991 0.987 1.0 
(1-precision) 0.039 0.075 0.216 
F-measure 0.976 0.955 0.879 
False Positives per Image 0.644 0.720 1.10 
x Error, Δx (in pixels) 2.04±2.12 1.90±1.78 1.98±1.98 
y Error, Δy (in pixels) 2.05±2.11 3.54±2.92 1.68±1.38 
IP Error (in °) 0.96±0.99 0.81±1.10 0.89±0.67 
OOP Error (in °) 5.71±10.60 4.95±9.64 4.90±2.81 
Scale Error (in pixels) 2.10±2.23 3.58 ±1.92 8.07±3.38 

Table 6.5: System performance for objects at scales greater than those contained in 
the training set. All results are for ΔR=15. 
 

The results in this section demonstrate that the proposed system can robustly 

detect and analyze objects over a wide-range of scales. Compared to detecting 
                                                 
3 The MODS places as many object instances in a query image as can comfortably be fit. 

Therefore, the number of object instances per query image will naturally decrease as the scale of 

object instances increases. 
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objects at a single, known scale (i.e., searching only a single level of the image 

pyramid), the recall rate of the system either remains the same or increases when 

the entire image pyramid is searched. However, searching the image pyramid also 

causes the number of false positives per image to approximately double and 

results in a small decrease in analysis performance. 

 

6.4 Illumination 
 

If an object identification system is to function in an unstructured environment it 

must be able to cope with varying illumination conditions. The proposed system 

achieves robustness to varying illumination conditions by applying a well-studied 

colour normalization method (known as the diagonal matrix transform or 

coefficient model) independently to each local window (Section 3.1.4). This 

section assesses the performance of the system under two different types of 

artificially generated illumination changes, which will be referred to as contrast 

and spotlight. The test sets considered in this section contain object instances that 

are rotated both out-of-plane and in-plane in the same manner as the OOP+IP test 

set considered in Section 6.2.   

 

The MODS artificially produces a contrast change by scaling the pixel values of 

each colour channel independently. Specifically, a contrast change is generated by 

modifying each pixel of an object as follows: 

 
( ,  )  ( ,  )

( ,  )  
 ( ,  )

i i
i

i

c x y if c x y T
c x y

T if c x y T
χ χ

χ
<⎧

= ⎨ >⎩
 (6.2) 

where ci(x, y) is the pixel value of the ith channel at position (x, y) in the image, χ is 

the desired amount of contrast change, and T is the maximum pixel value. The 

effect of varying χ values is illustrated in Figure 6.6. Note that the contrast change 

is applied only to the objects and not to the background image. Table 6.6 gives the 

performance of the system for varying contrast levels when using a detection 

radius of ΔR=15. The system’s performance is nearly invariant to contrast change 

when χ<1. However, the recall rate starts to decrease rapidly for χ>1.15. This is 
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due to the limited dynamic range of the digital images considered. For χ>1.15 a 

noticeable number of pixel values exceed T, which causes a large non-linear 

change in the object’s appearance. Since the colour normalization technique used 

by the proposed system is invariant only to linear illumination changes, this 

causes a sharp decrease in the number of local windows that can be correctly 

detected.  

 

 
Figure 6.6: Example object from COIL-100 at varying contrast levels. 
 
Objects: 21-100 
Objects: 1-100 

χ =0.25 χ =0.45 χ =0.65 χ =1.15 χ =1.20 χ =1.25 

recall 0.962 
0.961 

0.969 
0.972 

0.969 
0.973 

0.968 
0.969 

0.930 
0.932 

0.906 
0.906 

(1-precision) 0.017 
0.017 

0.016 
0.016 

0.016 
0.015 

0.013 
0.012 

0.015 
0.016 

0.021 
0.020 

F-measure 0.972 
0.972 

0.977 
0.978 

0.977 
0.979 

0.977 
0.978 

0.957 
0.958 

0.941 
0.941 

x Error, Δx  
(in pixels) 

1.43±1.50 
1.44±1.50 

1.43±1.52 
1.43±1.51 

1.42±1.51 
1.42±1.50 

1.43±1.53 
1.43±1.54 

1.47±1.60 
1.48±1.60 

1.51±1.61 
1.52±1.61 

y Error, Δy  
(in pixels) 

1.60±1.76 
1.60±1.75 

1.62±1.78 
1.61±1.77 

1.62±1.79 
1.61±1.78 

1.73±1.97 
1.71±1.95 

1.71±1.90 
1.70±1.88 

1.75±1.95 
1.74±1.94 

IP Error  
(in °) 

0.86±0.87 
0.85±0.85 

0.85±0.87 
0.84±0.87 

0.85±0.85 
0.84±0.83 

0.91±1.06 
0.92±1.10 

0.99±1.21 
0.99±1.20 

0.99±1.14 
1.01±1.20 

OOP Error  
(in °) 

4.43±5.58 
4.45±5.89 

4.57±7.16 
4.55±7.08 

4.44±6.38 
4.44±6.41 

4.17±6.59 
4.21±6.83 

4.81±7.10 
4.85±7.63 

4.91±7.45 
4.89±7.40 

Table 6.6: System performance for varying contrast levels. All results are for ΔR=15. 
  

A spotlight change simulates the effect of having a white spotlight aimed at the 

centre of an object as illustrated in Figure 6.7. Specifically, a spotlight change is 

generated by modifying each pixel of an object as follows: 
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where ci(x, y) is the pixel value of the ith channel at position (x, y) in the image, s 

gives the strength of the spotlight, H is the height of the object, W is the width of 

the object, and T is the maximum pixel value. Table 6.7 gives the performance of 

the system for varying spotlight levels when using a detection radius of ΔR=15. 

The detection and analysis performance of the system gracefully degrades as s 

increases. This type of illumination change is challenging to compensate for as it 

is non-linear. The limited dynamic range of the digital images can also cause a 

further non-linear change in the object’s final appearance. 

 

 
Figure 6.7: Example object from COIL-100 at varying spotlight levels. 
 

Objects: 21-100 
Objects: 1-100 

s=1.0 s=1.15 s=1.25 s=1.35 

recall 0.972 
0.976 

0.951 
0.956 

0.913 
0.911 

0.847 
0.844 

(1-precision) 0.014 
0.014 

0.015 
0.015 

0.018 
0.017 

0.019 
0.020 

F-measure 0.979 
0.981 

0.968 
0.971 

0.946 
0.946 

0.909 
0.907 

x Error, Δx 1.41±1.49 
1.42±1.50 

1.51±1.60 
1.51±1.62 

1.65±1.73 
1.65±1.75 

1.81±1.88 
1.78±1.86 

y Error, Δy 1.62±1.79 
1.62±1.80 

1.75±1.90 
1.74±1.88 

1.88±2.03 
1.88±2.02 

2.00±2.13 
2.00±2.12 

IP Error 0.86±0.85 
0.85±0.84 

1.09±1.41 
1.08±1.42 

1.34±1.89 
1.33±1.89 

1.49±2.04 
1.48±2.01 

OOP Error 4.63±8.07 
4.60±7.78 

5.74±11.30 
5.95±12.68 

6.95±15.23 
7.03±15.81 

7.74±17.22 
7.79±17.82 

Table 6.7: System performance for varying spotlight levels. All results are for 
ΔR=15. 
 

The above experimental results indicate that when the illumination change is 

well-modeled by the employed colour normalization technique, illumination 

invariance can be achieved. However, when the illumination change violates the 

assumptions of the colour normalization technique, the system’s performance 

steadily degrades as the illumination conditions deviate from those under which 
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the training set was constructed. This raises the question as to how well the 

selected colour normalization technique models real-world illumination changes. 

In [7], the author and M. D. Levine utilized a simplified version of the system 

proposed here in order to assess a number of colour normalization techniques on 

the task of recognizing objects under different illumination conditions. The 

experiments conducted indicate that colour normalization techniques can 

significantly improve the results of a local appearance method when objects are 

displayed under changes in either illumination colour or geometry, but that these 

techniques fail to provide full illumination invariance. Further research into 

colour normalization is required before the robust detection of objects under 

arbitrary illumination changes can be achieved.   

 

6.5 Occlusions 
 

Identification of partially occluded objects is important for applications operating 

in unstructured environments. To facilitate testing with varying amounts of 

occlusion, the MODS artificially simulates partial occlusion by covering portions 

of an object instance with regions of uniform noise. The system’s performance on 

test sets with approximately 25% and 50% occlusion are considered in this 

section. These test sets contain object instances that are rotated both out-of-plane 

and in-plane in the same manner as the OOP+IP test set considered in Section 6.2. 

Figure 6.1 contains example query images with both 25% and 50% occlusion. 

 

As expected, the partial occlusion of object instances adversely affects the 

detection and analysis performance of the proposed system. Increasing the 

amount of occlusions from 0% to 25% to 50% results in the percentage of 

correctly detected object instances decreasing from 97.2% to 91.9% to 72.3% 

(Tables 6.2, 6.8,. 6.9, respectively). This reduction in performance occurs because 

partial occlusion directly reduces the number of cross channel coherent sets that 

can be identified. As a result, fewer spatially coherent sets are identified which 

ultimately causes some object instances to not give rise to dense enough clusters 
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of spatially coherent sets to be detected. This suggests that applications requiring 

better performance in the presence of partial occlusion should consider using a 

larger minimum scaleβ . Repeating these experiments with objects at a scale of 

0.5625 (i.e., 72 pixels) results in the recall rate for all 100 objects improving to 

0.958 and 0.819 for 25% and 50% occlusion, respectively. In terms of analysis 

performance, the parameter estimation errors all increase as the amount of 

occlusion increases. Nevertheless, even with 50% occlusion the parameter 

estimation errors are sufficiently small for the vast majority of applications. 

 
Objects: 21-100 
Objects: 1-100 

ΔR=5 ΔR=10 ΔR=15 ΔR=20 ΔR=25 

recall 0.819   
0.821       

0.915 
0.917 

0.919 
0.921 

0.921 
0.923 

0.923   
0.925 

(1-precision) 0.124     
0.124    

0.021 
0.022 

0.016 
0.017 

0.014 
0.015 

0.012 
0.013 

F-measure 0.847   
0.848       

0.946 
0.946 

0.951 
0.951 

0.952 
0.953 

0.954   
0.955 

x Error, Δx  
(in pixels) 

1.30±1.33  
1.31±1.34     

1.50±1.52 
1.51±1.53 

1.52±1.54 
1.53±1.56 

1.53±1.64 
1.55±1.65 

1.55±1.73 
1.57±1.72 

y Error, Δy  
(in pixels) 

1.34±1.41 
1.33±1.40     

1.68±1.79 
1.68±1.78 

1.72±1.86 
1.71±1.86 

1.73±1.90 
1.73±1.90 

1.76±2.01 
1.75±1.99 

IP Error  
(in °) 

0.97±1.03  
0.96±0.99     

1.01±1.12 
1.01±1.11 

1.02±1.15 
1.02±1.14 

1.03±1.16 
1.02±1.15 

1.03±1.17 
1.02±1.16 

OOP Error  
(in °) 

4.87±8.38  
4.83±8.22    

5.10±9.88 
5.13 ±10.19 

5.16 ±10.13 
5.21 ±10.63 

5.21 ±10.30 
5.27 ±10.77    

5.25 ±10.40 
5.30 ±10.84  

Table 6.8: System performance for approximately 25% occlusion. 
 
Objects: 21-100 
Objects: 1-100 

ΔR=5 ΔR=10 ΔR=15 ΔR=20 ΔR=25 

recall 0.605    
0.600 

0.713 
0.706 

0.723 
0.716 

0.727 
0.720 

0.728 
0.721 

(1-precision) 0.184 
0.184        

0.039 
0.039 

0.025 
0.026 

0.020 
0.021 

0.018 
0.019 

F-measure 0.695 
0.691        

0.819 
0.814 

0.830 
0.825 

0.835 
0.830 

0.837 
0.831 

x Error, Δx  
(in pixels) 

1.36±1.35 
1.36±1.34     

1.68±1.66 
1.68±1.66 

1.73±1.79 
1.73±1.78 

1.77±1.92 
1.78±1.91 

1.80±2.03 
1.80±2.05 

y Error, Δy  
(in pixels) 

1.38±1.41  
1.38±1.41     

1.88±1.95 
1.88±1.96 

1.96±2.13 
1.97±2.14 

2.02±2.29 
2.02±2.28 

2.05±2.40 
2.04±2.37 

IP Error  
(in °) 

1.11±1.28  
1.09±1.24     

1.20±1.45 
1.20±1.44 

1.24±1.59 
1.23±1.54 

1.25±1.60 
1.24±1.56 

1.25±1.60 
1.24±1.56 

OOP Error  
(in °) 

5.27±9.98 
5.36 ±10.57    

5.60 ±11.78 
5.70 ±12.16 

5.96 ±13.42 
6.03 ±13.65 

6.08 ±13.62 
6.16 ±13.85   

6.17 ±13.91 
6.23 ±14.09   

Table 6.9: System performance for approximately 50% occlusion. 
6.6 Noise 
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In order to allow the use of inexpensive, lower quality cameras without requiring 

extensive camera calibration, a computer vision system should exhibit some 

robustness to noise. This section assesses the effects of zero-mean Gaussian noise 

on the system’s performance using a series of five test sets with increasing levels 

of noise. These test sets contain object instances that are rotated both out-of-plane 

and in-plane in the same manner as the OOP+IP test set considered in Section 6.2. 

The MODS adds noise independently to each colour channel as follows: 

 ( ,  )  ( ,  )  ( ,  )i ic x y c x y N μ σ= +  (6.4) 

where ci(x, y) is the pixel value of the ith channel at position (x, y) in the image and 

N is the normal distribution defined by its mean μ and standard deviation σ. 

 

Table 6.10 gives the performance of the system for increasing amounts of zero-

mean Gaussian noise when using a detection radius of ΔR=15. The detection and 

analysis performance of the system degrades steadily with increasing noise. For σ 

≤ 0.01 the system’s analysis performance is only slightly worse than with no noise 

and the recall rate drops by only 1.4%. Even at the highest noise level considered 

(σ=0.04), the analysis performance is still good enough for most applications. 

This indicates that if an object can be correctly detected, then the parameter 

estimations for the object are accurate.  

 
Objects: 21-100 
Objects: 1-100 

σ=0.005 σ=0.01 σ=0.02 σ=0.03 σ=0.04 

recall 0.969 
0.973   

0.958   
0.963   

0.909 
0.909 

0.820 
0.811 

0.698 
0.679 

(1-precision) 0.012   
0.014   

0.014   
0.015   

0.015 
0.015 

0.013 
0.015 

0.017 
0.016 

F-measure 0.978   
0.980   

0.972   
0.974   

0.945 
0.946 

0.896 
0.890 

0.817 
0.803 

x Error, Δx  
(in pixels) 

1.44±1.51 
1.45±1.51   

1.46±1.51 
1.46±1.51    

1.57±1.63 
1.58±1.64 

1.67±1.74 
1.68±1.72 

1.71±1.82 
1.72±1.82 

y Error, Δy  
(in pixels) 

1.65±1.79 
1.64±1.80   

1.64±1.78 
1.64±1.79   

1.72±1.88 
1.76±1.92 

1.81±2.01 
1.83±2.01 

1.87±2.03 
1.89±2.04 

IP Error  
(in °) 

0.91±0.98  
0.89±0.95    

0.94±1.02 
0.93±1.00    

1.06±1.21 
1.07±1.24 

1.18±1.37 
1.18±1.38 

1.32±1.59 
1.33±1.61 

OOP Error  
(in °) 

4.65±7.60 
 4.68±8.01   

4.91±8.49 
4.96±9.02    

5.94 ±12.76 
6.05 ±13.57 

5.95 ±12.57 
6.18 ±14.05 

6.30 ±13.86 
6.58 ±15.28 

Table 6.10: Zero-mean Gaussian noise with varying standard deviations. All results 
are for ΔR=15. 
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6.7 Heterogeneous Backgrounds 
 

The above test sets use a single set of 100 heterogeneous backgrounds and always 

superimpose the same object onto the same heterogeneous background. This 

allows the effects of different factors influencing the performance of the system to 

be observed in a controlled experimental setting. This section explicitly considers 

the effects of different heterogeneous backgrounds on the system’s performance.  

 

The first set of experiments considers the false positive rate per image for 5 

independent sets of 100 heterogeneous scenes that contain no instances of objects 

from the object database. As indicated by Table 6.11, around 0.716±0.067 false 

positive detections should be expected per query image. An interesting question is 

whether this rate increases or decreases as objects are added to the object 

database. Figure 6.8 plots the false positive rate per image for set 1 from Table 

6.11 as the number of objects in the object database increases from 0 to 100. This 

plot indicates that the false positive rate per image will decrease with the size of 

the object database.   

 
 Set 1 Set 2 Set 3 Set 4 Set 5 Average 
False Positives per Image 0.64 0.63 0.77 0.76 0.78 0.716±0.067 

Table 6.11: False positives detected per image for 5 independent sets of 100 
heterogeneous scenes containing none of the objects from the object database. 
 

Since portions of the background are more likely to be similar in appearance to a 

known object as the size of the object database increases it may seem that the 

false positive rate should increase. This would explain the sharp increase in false 

positives in Figure 6.8 as the number of objects increases from 1 to 10. However, 

as the size of the object database increases, the proposed system is actually better 

able to discriminate between local windows that are similar in appearance. This 

results in background regions needing to be increasingly similar to a known object 

for it to be incorrectly identified as this object. Consider an object database that 

contains a single object that is predominately red. With such a database, any local 

windows that are primarily red will be classified as belonging to this object. The 
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possibility of a false positive in a region of the background image that is 

predominately red is therefore large. As the object database contains more 

predominately red objects, the classification of a local window that is primarily 

red becomes more discriminative since the exact appearance of the window must 

be considered in order to properly classify it. A red region of a background image 

is therefore less likely to result in a false positive.  

 

The proposed system has been designed to identify objects independent of the 

background. To verify that this has been achieved, the recall rate was determined 

for 5 independent sets of backgrounds containing 50 objects from the COIL-100 

exhibiting the same poses as in the OOP+IP test set. Table 6.12 shows these 

results and demonstrates that the recall rate of the proposed system is indeed 

nearly independent of the background. 

 
Figure 6.8: The false positive rate per image decreases as the size of the object 
database increases. 
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Objects: 21-70 Set 1 Set 2 Set 3 Set 4 Set 5 Average 
recall 0.973 0.974 0.975 0.973 0.973 0.974±0.001 

Table 6.12: System performance on 50 objects from the COIL-100 exhibiting 
varying out-of-plane and in-plane rotations for 5 independent sets of heterogeneous 
backgrounds. All results are for ΔR=15. 
 

6.8 Qualitative Comparison of Object Detection Systems 
 

This section makes a qualitative comparison between the proposed system and 

four of the object detection systems introduced in Chapter 2: the histogramming 

system of Ekvall and Kragić [12], the SVM system of Mele and Maver [16], the 

MRF system of Huang et al. [62], and the local appearance system of Reinhold et 

al. [14, 69]. These are all state-of-the-art systems that have been developed over 

the last few years and take full advantage of recent advances in the computer 

vision literature. Unfortunately, a quantitative comparison is not possible since all 

of these systems have been evaluated on different custom made test sets. 

Furthermore, these test sets do not meet the requirements of the proposed system. 

Either they contain only a single view of each object (Ekvall and Kragić), use 

object instances smaller than the minimum scale of the proposed system (Mele 

and Maver), make use of test sets that are poorly specified (Huang et al.), or only 

consider greyscale images (Reinhold et al.). The goal of the qualitative 

comparison conducted here is to demonstrate that the proposed system can 

achieve comparable or superior performance on test sets of similar difficulty and 

is capable of robustly identifying objects under a greater range of viewing 

conditions. 

 

6.8.1 Comparison with the Histogramming System of Ekvall and Kragić 
 

Ekvall and Kragić evaluated their histogramming system on a custom test set 

containing 40 images of 14 different objects placed in different configurations. 

Objects in these query images are partially occluded and show small variations in 

scale and pose. Each query image was taken under the illumination conditions 

used to gather the training images and a novel illumination condition. Training 

images from a single viewpoint were taken for only 10 of these 14 objects.  
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Their system takes advantage of recent advances in histogramming in order to 

allow the detection of objects in heterogeneous scenes despite partial occlusions 

and small changes in object scale and pose. A recall rate of 95% can be achieved 

by their system, which is commendable given the difficulty of the query images. 

However, this level of performance may be artificially benefiting from the small 

size of their object database. Furthermore, despite efforts to achieve illumination 

invariance, the performance of their system drops to 86% under the novel 

illumination condition. Qualitatively, these results illustrate that state-of-the-art 

histogramming systems are still far from achieving perfect detection even on a 

small database where only a single view is considered.  

 

The proposed system can detect objects in heterogeneous scenes despite partial 

occlusions and large changes in object scale and pose. Object models are learned 

around a complete out-of-plane axis of rotation instead of from a single point of 

view as in Ekvall and Kragić’s system. On a test set containing 50 objects from 

the COIL-100, with object instances at previously unseen out-of-plane rotations, 

in-plane rotations, and scales, the proposed system can achieve a recall rate of 

between 95.9% and 100% depending on the scale of object instances (Table 6.4 

and 6.5). It is the author’s opinion that this test set is similar in difficulty to the 

test set considered by Ekvall and Kragić. This indicates that the proposed system 

is capable of achieving performance rates similar to Ekvall and Kragić’s system 

with the advantage of being able to handle larger changes in object scale and 

pose.  

 

6.8.2 Comparison with the SVM System of Mele and Maver 
 

Mele and Maver performed experiments on a subset of 21 objects from the COIL-

100. Evaluation of their system was performed on the 2 query images shown in 

Figure 6.9. For each of these query images, all 21 objects were sequentially 

searched for. Results were reported by showing a small image above the query 
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image to indicate the object currently being sought. A check mark next to this 

small image indicates that the object was correctly detected, whereas an 

exclamation mark indicates a false positive detection.  

 

 
Figure 6.9: Results of Mele and Maver’s system on two query images containing 
objects from the COIL-100. This image was created from images given in [16]. 
 

In both query images, all objects are correctly detected along with a single false 

positive. Since only 21 of the 100 objects in the COIL-100 were considered, it is 

reasonable to assume the false positive rate will increase to around 5 per image 

when all 100 objects are considered. This is in contrast to the 0.716±0.067 false 

positives per image expected for the proposed system (Section 6.7). Note that the 

query images considered by the proposed system are larger, which increases the 

possibility of a false positive detection. More importantly, the number of false 

positives per image will increase with the size of the object database for Mele and 

Maver’s system, whereas Section 6.7 demonstrates that the false positive rate 

decreases for the proposed system. False positives per image will increase for 

Mele and Maver’s system since objects are sequentially searched for in query 

images and object models are learned independently from each other. In contrast, 

object models in the proposed system directly influence each other as discussed in 

Section 6.7.   

 

All the COIL-100 objects considered in the query images evaluated by Mele and 

Maver are contained in the example images in Figure 6.1. The proposed system 

achieves 100% detection with excellent analysis for all objects instances with an 
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in-plane rotation of 0° (upper, right object instance in each image). More 

importantly, these query images demonstrate that the proposed system can 

robustly detect and analyze object instances exhibiting in-plane rotation, partial 

occlusion, scale changes, and appearance changes due to varying illumination 

conditions. Mele and Maver’s system cannot cope with in-plane rotation, partial 

occlusion, scale changes, or varying illumination conditions and is capable of 

only very rough analysis (e.g., front, back, left, right).  

 

Based on this qualitative comparison, the proposed system is superior to the SVM 

system proposed by Mele and Maver. 

 

6.8.3 Comparison with the MRF System of Huang et al. 
 

Huang et al. made use of the COIL-100 to evaluate their MRF system. They 

began by evaluating their system within an object recognition framework (i.e., 

objects on a black background with known position, scale, and in-plane rotation) 

and demonstrating that under these conditions they can achieve 100% recognition. 

On a more challenging test set where objects were at unknown locations in 

heterogeneous scenes, the proposed system achieves a recall rate of 99.2% when 

object instances are at a scale of 56 pixels and 99.8% for object instances at 72 

pixels (Table 6.3). Huang et al. conduct all of their experiments with object 

instances at a scale of 128 pixels.  

 

Next, Huang et al. evaluated their system on a test set where the COIL-100 

images had been shifted, scaled, and rotated in-plane. Objects were still presented 

on known black backgrounds and, rather unfortunately, the amount of shifting, 

scaling, and in-plane rotation is not specified. On this test set, they report a 

recognition rate of 97.9%. The proposed system considers the detection of 50 of 

the COIL-100 objects under similar conditions in Section 6.3 (except objects are 

shown on unknown, heterogeneous backgrounds instead of known, black 
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backgrounds) where a recall rate between 95.9% and 100% is obtained depending 

on the scale of the object instances (Table 6.4 and 6.5).  

 

In order to verify their system’s performance in the presence of partial occlusion, 

Huang et al. considered COIL-100 objects occluded by 48 x 48 pixel windows of 

uniform noise (corresponding to approximately 14% occlusion). In these query 

images, objects were again assumed to be at a known position, scale, and in-plane 

rotation. The performance drops from 100% to 96.7% with this level of occlusion. 

In comparison, the influence of occlusion on the proposed system is evaluated in 

an object detection framework where the recall rate drops from 97.6% (Table 6.2) 

to 92.1% (Table 6.8) for 25% occlusion and object instances at a scale of 56 

pixels. If the scale is increased to 72 pixels, the recall rate drops from 99.3% 

(Table 6.3) to 95.8% (Section 6.5) for 25% occlusion. Qualitatively, it is seen that 

relatively small amounts of occlusion have a noticeable influence on the 

performance of both systems.  

 

The proposed system considers more challenging test sets, while achieving 

similar levels of performance. The test sets considered by the proposed system are 

more difficult as objects are superimposed on heterogeneous backgrounds, the 

pose and location of objects are unknown a priori, and objects are considered at a 

much smaller scale. Qualitatively, the proposed system is at least competitive 

with Huang et al. system while experimentally demonstrating that it can operate 

on heterogeneous scenes.  

 

6.8.4 Comparison with the Local Appearance System of Reinhold et al. 
 

Reinhold et al. assessed the performance of their system on 3 different custom 

made object databases: DIROKOL (10 objects), 3D3 (2 objects), 3D-REAL-ENV 

(10 objects). Test sets for these object databases were generated by superimposing 

objects onto heterogeneous backgrounds in a manner similar to the MODS. These 

query images contain views of objects around the entire upper viewing 
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hemisphere with arbitrary in-plane rotation. Testing with artificially generated 

partial occlusions was performed for the DIROKOL and 3D3 test sets. Objects are 

shown under multiple illumination conditions in all of the test sets. However, 

learning was performed with training images taken under the exact same set of 

illumination conditions as present in the test sets. The 3D3 test set contains 

objects at multiple scales, but again learning was performed with training images 

at these exact same scales. Results for these test sets are given in Table 6.13 along 

with results for objects on homogeneous black backgrounds. 

 
 DIROKOL 3D3 3D-REAL-ENV 
Homogeneous (black background) 99.8% 100% 100% 
Heterogeneous 88.5% 95.4% 82.2% 
Heterogeneous + 20% occlusion 67.2% 87.4% N/A 

Table 6.13: Recall rate of Reinhold et al.’s system on 3 different object databases 
with objects under varying conditions. 
 

The results of Reinhold et al.’s system illustrate a number of important points: 

1. For small object databases, recall rates will vary widely depending on the 

objects contained in these databases 

2. Identifying objects is more challenging when objects are contained in 

heterogeneous backgrounds, as opposed to homogeneous backgrounds as 

seen by the reduction in recall rate for all three test sets 

3. Even modest amounts of partial occlusion can drastically reduce the recall 

rate of a state-of-the-art object detection system 

 

The first two points caution against trying to make quantitative comparisons 

between systems evaluated on different object databases and stress the increased 

difficulty associated with the presence of an unknown, heterogeneous 

background. Furthermore, it is the author’s opinion that the test sets considered by 

Reinhold et al. are more challenging than those considered in this chapter. 

Therefore, although excellent recall rates have been demonstrated for the 

proposed system under a wide range of viewing conditions, it would be ill-

advised to conclude that it is superior to Reinhold et al.’s system. These systems 
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need to be evaluated on an extensive and identical set of query images in order to 

accurately assess their relative strengths and weaknesses. 

 

Reinhold et al.’s system and the proposed system are similar in many respects. 

Both are able to detect objects with varying pose and scale despite partial 

occlusions, changing illumination conditions, and heterogeneous backgrounds. 

Unlike many state-of-the-art systems, these systems are also able to robustly 

analyze detected object instances. Unfortunately, perfect detection rates are not 

achieved by either system on the relatively small object databases they consider 

and partial occlusion is seen to significantly affect the performance of both 

systems. Perhaps most importantly, neither system can be scaled to a large 

number of objects in their current form. In this respect, the systems are 

comparable and demonstrate that significant further research is required before a 

computer vision system will be able to be readily deployed in unstructured, 

heterogeneous environments. 

 

6.9 Summary 
 

Extensive experimental results were presented which demonstrate that the 

proposed system can robustly identify objects contained in test images focusing 

on pose, scale, illumination, occlusion, and image noise. The most significant 

results of these experiments are: 

• The system can achieve recall rates above 90% when object instances are 

at a scale of 56 pixels and exhibit the following properties (results are for 

ΔR=15):  

o out-of-plane (OOP) rotation (99.2%, Table 6.1) 

o OOP + in-plane (IP) rotation (97.6%, Table 6.2) 

o OOP + IP + unknown object scales between 56 pixels (95.9%, 

Table 6.4) and 128 pixels (100%, Table 6.5) 

o OOP + IP + contrast changes between χ=0.25 (96.2%, Table 6.6) 

and χ=1.25 (90.6%, Table 6.6) 
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o OOP + IP + spotlight levels of s≤1.25 (91.3%, Table 6.7) 

o OOP + IP + partial occlusion less than or equal to 25% (92.1%, 

Table 6.8) 

o OOP + IP + Gaussian noise of σ≤0.02 (90.9%, Table 6.10) 

That the proposed system can achieve these results on object instances at a 

scale of 56 pixels is particularly impressive since many computer vision 

systems only consider objects at much larger scales (e.g., [5, 12, 14, 24, 

62]). 

• Excellent analysis performance is achieved under all the viewing 

conditions considered. The relatively large standard deviation for the 

estimated OOP rotation error was attributed to the presence of 

symmetrical objects in the COIL-100 database (Section 6.2). It should be 

stressed that many computer vision systems are unable to analyze detected 

objects (e.g., [16, 58, 101]). 

• The majority of objects from the COIL-100 database are perfectly 

detected. Object instances that fail to be detected have one or more of the 

following properties: have one or more spatial dimensions that are 

sufficiently small that few local windows can be extracted from the object 

during training, are poorly textured, have one or more colour channels that 

are poorly textured, have multiple out-of-plane views that are nearly 

identical (Section 6.2). 

• Both detection and analysis performance increases with object scale when 

detecting object instances at a single, known scale (Table 6.3). Detecting 

objects at an unknown scale is accomplished by searching an image 

pyramid. Excellent detection and analysis is achieved by the proposed 

system even when object instances are at varying, unknown scales (scales 

between 56 and 128 pixels were tested; see Tables 6.4 and 6.5). However, 

searching an image pyramid causes the number of false positives per 

image to approximately double and results in a small decrease in analysis 

performance as compared to detecting objects at a single, known scale 

(Section 6.3). 



Chapter 6 – Experimental Results 

 150

• The proposed system is nearly invariant to illumination changes that are 

well-modeled by the employed colour normalization technique (Section 

6.4). However, for illumination changes violating the assumptions of this 

colour normalization technique, the system’s performance decreases as the 

appearance of the object deviates from that in the training set. Achieving 

robust detection under arbitrary illumination conditions requires further 

research into colour normalization.  

• As indicated by the qualitative comparison, the partial occlusion of object 

instances has a significant adverse effect on the performance of state-of-

the-art object detection systems. The proposed system is no exception. 

However, increasing the minimum scale of objects considered by the 

proposed system reduces the effects of partial occlusion. This suggests 

there is a trade-off between the minimum size detectable by the system 

and its ability to handle partial occlusion (Section 6.5).  

• System performance degrades gracefully with increased levels of Gaussian 

noise (Section 6.6). 

• False positive rate per image decreases with the size of the object database 

(Section 6.7). 

• The recall rate of the proposed system is nearly independent of the 

background in which objects are superimposed onto (Section 6.7). 

• Qualitative comparison with four state-of-the art systems indicates that the 

proposed system can achieve comparable or superior performance on test 

sets of similar difficulty, while being capable of robustly identifying 

objects under a greater range of viewing conditions (Section 6.8). 
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Chapter 7 
 

Discussion 
 

 

A novel framework for performing object detection and analysis has been 

introduced in this thesis. This framework considers the problem of general 

purpose computer vision. Unfortunately, like all state-of-the-art computer vision 

systems, it does not fully address this problem. This chapter begins by exploring 

the limitations and advantages of the proposed system in the context of a general 

purpose computer vision machine. Attention is then drawn to the general nature of 

the coherency filtering framework and alternative implementations for each stage 

are suggested. It is the author’s strong belief that further exploration of this 

framework is warranted. As such, this chapter concludes with a list of suggestions 

for further research. 

 

7.1 Towards General Purpose Computer Vision 
 

Development of a general purpose computer vision machine is the primary focus 

of many researchers in computer vision. Despite our ability to perceive the 

environment with ease, state-of-the-art computer vision is still far from achieving 

this goal. It is only recently that the challenges posed by computer vision have 

been fully appreciated. 

 

A number of requirements related to realizing general purpose computer vision 

are explored here. This list is not comprehensive and it is the author’s opinion that 

our current understanding of vision, both biological and artificial, is insufficient to 
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allow an all-inclusive list to be defined. Instead, the requirements given here are 

those that stress the limitations and advantages of the proposed system. 

 

Achieving general purpose computer vision requires a system capable of: 

• Identifying a Large Number of Objects: general-purpose computer vision 

should allow for the design of vision applications requiring the detection 

of thousands, if not millions, of objects. The need to identify a large 

number of objects is largely responsible for many of the other 

requirements listed here. 

• Tractable Training Time: assuming a training phase is required by the 

system, it must take a tractable amount of time even when the object 

database is large. Obviously, it is desirable to minimize the training time, 

but tractable in this context might be defined in days or months depending 

on the application. Methods that scale exponentially with the number of 

objects (e.g., SVM based methods such as [16] scale as O(n3) [102]) result 

in impractical training times even with relatively small object databases. 

Even for methods that scale linearly (e.g., [5, 12, 14, 33], the proposed 

system), training times can quickly become unreasonable when the 

training time per object is high. As such, preference should be given to 

methods that require little or no initial training and instead perform online 

learning.  

• Tractable Memory Requirements: the amount of memory per object must 

be kept reasonably small. For large numbers of objects, methods that have 

an exponential space complexity (e.g., SVM based methods such as [16] 

scale as O(n2) [102]) quickly become impractical and even methods with 

linear space complexity (e.g., [5, 12, 14, 33], the proposed system) are 

often limited to only a few thousand objects. Ideally, space complexity 

should scale logarithmically with the number of objects. This can be 

achieved, for example, by using feature sharing [103].   

• Tractable Identification Time: general purpose computer vision requires 

real-time object identification regardless of the size of the object database. 
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Many systems currently identify objects by sequentially searching for each 

known object in a query image [12, 14, 16, 33]. Such systems fail to be 

real-time even for relatively small object databases. Handling a large 

object database most likely requires a system where the time to process a 

query image scales logarithmically with the size of the object database.  

• Online Learning: there are a number of benefits to using a method capable 

of online or incremental learning. Firstly, it addresses the problem of 

ensuring the training time for a large number of objects is tractable by 

allowing object models to be learned as required. It should be noted that 

the vast majority of computer vision systems are currently designed to 

build object models offline using a labelled training set [5, 12, 14, 16, 33]. 

More importantly, online learning allows new object models to be learned 

as required, which stands to vastly extend the range of applications 

computer vision systems can address. Furthermore, online learning is 

desirable from a theoretical point of view since humans are clearly capable 

of learning in this fashion.       

• Semi-supervised or Unsupervised Learning: most computer vision 

systems, with a few notable exceptions [104-107], currently rely on 

supervised learning to create object models. Creating labelled training sets 

is impractical for general purpose computer vision where larger numbers 

of objects must be learned. To learn a larger number of objects, semi-

supervised or unsupervised methods should be combined with online 

learning to allow object models to be learned with minimal, if any, human 

interaction.   

• Performance Comparable or Superior to the Human Vision System: a 

general purpose computer vision system must be able to robustly identify 

objects with unknown poses, scales, and locations within heterogeneous 

environments exhibiting varying lighting conditions. The presence of 

occlusion and dynamic factors (e.g., moving objects) must also be 

considered. Performance similar or superior to that achievable by the 

human vision system is necessary for many computer vision applications.  
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• Dealing with Uncertainty: the majority of state-of-the-art vision systems 

try to detect objects by classifying local windows extracted from the query 

image (e.g., [5, 8, 9, 14, 22]). However, some local window will not 

contain sufficient information to unambiguously identify which object 

they come from. In the extreme case, two local windows from different 

objects may be identical and thus classification of these local windows is 

inherently ambiguous. Robust classification requires a method of dealing 

with this ambiguity by making use of additional constraints to classify 

local windows. 

  

7.1.1 Limitations of the Proposed System 
 

General purpose computer vision is beyond the state-of-the-art and the proposed 

system is no exception. The proposed system has a number of limitations that 

restrict the number of object models that can be reasonably learned and cause 

performance to be inferior to the human vision system. Many of these limitations 

are common to state-of-the-art computer vision systems and none of them have 

generally accepted solutions.  

 

In terms of being able to handle a large number of objects, the system is limited 

by the time required to learn object models, the memory required to store the 

learned object models, and the supervised nature in which object models are 

learned: 

• Intractable Training Time: the proposed system makes use of a k-NN 

classifier which does not have any inherent training time. However, in 

practice a training phase is required where local windows are extracted 

from training images, normalized, and placed into a data structure that 

supports fast NN calculations (e.g., a kd-tree). The major computation step 

is placing windows into a suitable data structure. For example, a kd-tree 

requires O(n log n) time to build, where n is the number of local windows 
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obtained from the training set. On a typical desktop computer1, it takes on 

the order of 5 hours to build multi-scale models for all 100 objects in the 

Columbia Object Image Library (COIL-100) [2]. If a million objects must 

be learned, the system would require approximately 50000 hours (~ 5.5 

years!) even if the training time scaled linearly. This is an unreasonable 

amount of time and the training time for the proposed system is drastically 

less than most systems (for example, SVM scales as O(n3) [102]). 

Addressing this problem likely requires both a significant advance in 

readily available processing power and use of efficient online learning 

algorithms. 

• Intractable Memory Requirements: the memory requirements of the 

system scales as ( )O dn n+Λ , where n is the number of feature vectors 

obtained from the training set, d is the dimensionality of these vectors, and 

Λ  is the object parameter information associated with each feature vector. 

In the proposed system, d +Λ is on the order of 40 bytes and n is on the 

order of 90,000 per object when training is performed at a single scale of 

56 pixels. This results in a memory requirement of over 3MB per object. 

Computer vision applications attempting to obtain real-time performance 

must load these object models into primary memory which limits the 

object database to at best a few thousand objects (assuming a few GB of 

primary memory is available). If training is performed at multiple scales 

and with images around multiple out-of-plane axes, current desktop 

systems are limited to a few hundred objects. Overcoming this limitation 

requires a drastic reduction in the amount of memory required per object 

(e.g., by using feature sharing [103]) or a significant advance in memory 

technology.  

• Supervised Learning: the most significant problem inhibiting the learning 

of a large number of object models is the system’s dependence on labelled 

                                                 
1 Experiments were performed on a Toshiba Tecra M3 laptop with a 1.6GHz Intel Pentium M 730 

processor and 2GB of RAM. Software was developed in C++ and has not been fully optimized. 
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training images. Use of supervised learning inhibits the system’s ability to 

learn new object models as it explores its environment, despite the system 

being well-suited to performing online learning. Semi-supervised or 

unsupervised learning methods to learn object models is an area of 

increasing research interest which will hopefully allow this limitation to be 

addressed in the future. 

 

Human visual performance is superior to the proposed system both in terms of 

time required to identify objects and the accuracy in which objects are detected. A 

quick glance at the example images in Figure 6.1 should convince the reader that 

a human would achieve a 100% recall rate with zero false positives in real-time 

on all the test sets considered in Chapter 6. The proposed system does not achieve 

real-time performance due to the amount of processing required to identify the k-

NN of a query window. However, as will be discussed in the next section, a major 

advantage of the proposed method is that the time to process a query image scales 

logarithmically with the size of the object database. As such, advances in 

hardware will eventually allow real-time performance to be achieved. 

Furthermore, the proposed system is well-suited for a parallel hardware 

implementation that would allow real-time performance to be obtained using 

technology available today.  

 

The results in Chapter 6 demonstrate that the proposed system can achieve state-

of-the-art detection performance. Unfortunately, state-of-the-art detection 

performance is well below that required for many computer vision applications. 

There are a number of limitations that must be addressed in order for the proposed 

system to achieve detection performance comparable to the human vision system: 

• Lack of “Global View”: the proposed system resolves ambiguity in the 

classification of a local window by verifying cross channel and geometric 

constraints within a small region around the local window. This approach 

is well-suited to textured objects and is therefore capable of achieving 

state-of-the-art performance. However, the proposed system (along with 
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most state-of-the-art systems [5, 12, 14]) is not well suited for detecting 

poorly textured objects. In general, poorly textured objects contain many 

local windows that are nearly identical in appearance. For example, 

consider a solid yellow triangle and a solid yellow square. To discriminate 

between these two objects global edge information is required. Most state-

of-the-art vision systems based around the local window paradigm do not 

capture this global shape information. Work is required to combine shape-

based approaches that model global shape information (e.g.,  [108-110]) 

with local appearance methods. One of the main reasons the proposed 

system fails to perfectly detect all objects from the COIL-100 is due to 

poorly textured objects (Section 6.2).   

• Full 3D Object Models: currently, the system considers the appearance of 

an object around a single out-of-plane axis of rotation. General purpose 

computer vision requires full 3D local appearance models. The system is 

readily extendable to handling multiple out-of-plane axes of rotation, 

however building such training sets is challenging and time consuming. 

What is truly needed is a semi-supervised or unsupervised method of 

learning 3D local appearance models. For example,  [106] proposed a 

method for constructing full 3D local appearance models from unlabeled 

training images under the assumption that the object of interest is the only 

predominant object in the training images. 

• Deformable Object Models: the proposed system assumes objects are 

rigid. This assumption is extremely restrictive since many objects are 

deformable. Most notably, human faces are capable of a wide range of self 

deformation. It may be reasonable to assume local windows from 

deformable objects to be relatively constant, but the verification of 

geometric constraints between local windows is easily violated for such 

objects. Handling deformable objects requires a more sophisticated object 

model than developed in this thesis.  

• Wiry Objects: wiry objects (e.g., bikes, utensils, fishing poles) are 

problematic since they consist mostly of thin sections that will, in general, 
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be smaller than the diameter of a local window. This means few, if any, 

local windows can be extracted during training that contain no background 

information. Modeling this class of objects may need to be handled as a 

special case that takes advantage of the special nature of these objects. For 

example, [111, 112] suggest using edge information to model and identify 

wiry objects since such objects have numerous well-defined edges.  

• Illumination Invariance: to robustly detect objects in unstructured 

environments requires object models that are largely invariant to changing 

illumination conditions. The proposed system is nearly invariant to certain 

illumination changes, but fails to achieve invariance to illumination 

changes that violate the assumptions of the employed colour normalization 

technique. In [7], the author along with M. D. Levine assess a wide-range 

of colour normalization techniques and conclude that they can greatly 

increase the performance of local appearance methods. However, none of 

the evaluated colour normalization techniques were able to achieve full 

illumination invariance even for the relatively small number of different 

illumination conditions considered. Further research into colour 

normalization is required before the robust detection of objects under 

arbitrary illumination changes will be possible.   

• Colour Dependency: the proposed system makes explicit use of colour. 

This limits its use to identifying objects in colour images. Although this is 

a minor limitation, it is in contrast to human vision which can perform 

object detection easily in greyscale images. Section 7.2 discusses a method 

of performing cross channel coherency filtering without explicitly making 

use of colour. 

• Further Testing: the testing performed in Chapter 6 is done on artificially 

generated query images with objects that meet the assumptions of the 

proposed system. In order to fully evaluate systems working towards 

general purpose computer vision, a set of query images is needed that 

cover a range of object types (e.g., rigid, deformable, wiry) under a wide 

range of viewing conditions (e.g., full 3D object pose, varying 
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illumination conditions, partial occlusion). Unfortunately, such a 

comprehensive test set has not been developed by the computer vision 

community and object detection systems are generally evaluated on small, 

custom built test sets.   

 

7.1.2 Advantages of Proposed System 
 

Although the proposed system does not achieve general purpose computer vision, 

it has a number of important advantages which make it an interesting framework 

warranting further research effort. In order of importance, these advantages 

include: 

• Handling Local Uncertainty: properly accounting for uncertainty in the 

classification of a local window is a major advantage of the proposed 

system. The k candidate classifications returned by a k-NN classifier all 

represent reasonable classifications for a local window. Coherency 

filtering imposes constraints on this list in order to remove candidate 

classifications with significant evidence indicating that they are incorrect.  

These constraints typically result in local windows extracted from the 

background having empty candidate classification lists. Conversely, a 

local window that is inherently ambiguous (i.e., could belong to multiple 

objects or different areas of the same object) can be properly classified 

by indicating multiple likely candidate classifications. Properly 

accounting for uncertainty in the classification of a local window allows 

for robust identification of objects in heterogeneous images. 

• Strong Performance in Unstructured Environments: the experimental 

results given in Chapter 5 verify that the system is capable of robustly 

identifying objects contained in test images focusing on pose, scale, 

illumination, occlusion, and image noise. Specifically, recall rates above 

90% were obtained even when varying these conditions significantly 

altered the appearance of an object (e.g., scales between 56 and 128 

pixels, 25% partial occlusion). It is particularly impressive that the 
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system can achieve these results on object instances at a scale of 56 

pixels, since many computer vision systems only consider objects at 

much larger scales (e.g., [5, 12, 14, 24, 62]). Furthermore, the proposed 

system can accurately estimate the pose and scale of objects under all 

these viewing conditions, whereas many state-of-the-art systems are 

unable to analyze detected objects (e.g., [16, 58, 101]).  

• Tractable Identification Time: the time to search a query image increases 

sub-linearly with the size of the object database. This is a result of the 

approximate k-NN classifier explored in Section 3.2 that permits finding 

NN in O(log n) time [81], where n is the number of local windows 

obtained from the training set. This logarithmic increase in identification 

time is critical for general purpose vision where the object database may 

contain millions of objects. Although the system is not currently real-

time, advances in computer hardware will overcome this problem in the 

near future. Alternatively, the system is well-suited to a parallel hardware 

implementation that would allow real-time performance to be obtained 

with existing technology. 

• Online Learning: the proposed system is well-suited to performing 

online learning. By using natural basis functions, the proposed system 

can quickly encode new local windows without having to recalculate the 

basis functions (Section 3.3.1). The kd-tree data structure used to 

facilitate fast determination of NN supports online learning by allowing 

new local windows to be temporarily stored in an appropriate leaf node 

until a convenient time is available to recalculate the kd-tree (Sections 

3.2.3).  

• Extendable to Full 3D Models: the proposed system is readily extendable 

to handling multiple out-of-plane axes of rotation. Extending the system 

to full 3D requires training images that specify the view of the object 

using two angles that indicate the position of the camera relative to a 

viewing sphere centered on the object. Coherency filtering can then be 

performed by placing constraints on these two viewing angles, as 
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opposed to the single out-of-plane rotation angle currently considered. 

This approach is limited by the difficulty and time required to construct a 

training set with accurate view point information. This is especially true 

of large objects that can not be brought into a controlled environment in 

order to capture the training images. As suggested in the limitations 

section, construction of full 3D models requires a system capable of 

semi-supervised or unsupervised learning.  

 

7.2 Generalized Coherency Filtering 
 

Chapter 4 specified coherency filtering as consisting of four stages: cross channel 

coherency filtering, spatial coherency filtering, clustering, and parameter 

estimation. These four stages define a general framework for performing object 

detection and analysis. The operation of each of these stages given in Chapter 4 

should be viewed as one possible way to utilize this framework. To appreciate the 

flexibility of this framework, an alternative implementation of each of these 

stages is given here: 

• Cross Channel Coherency Filtering: instead of checking for coherency 

across colour channels, coherency could be checked across descriptor 

channels. Each local window would be described using a number of local 

descriptor methods (e.g., PCA, Gabor Filters, NMF). A k-NN classifier 

would then be created for each descriptor channel. These descriptors could 

be calculated on greyscale versions of local windows or on each colour 

channel. Note that there is no reason to limit cross channel coherency 

filtering to only three channels. Implementations using a large number of 

channels may choose to define a cross channel coherent set as one where 

there is agreement amongst a suitable number (not necessarily all) of these 

channels.  

• Spatial Coherency Filtering: instead of verifying geometric constraints 

only between cross channel coherent sets at a specific radius, all coherent 

sets within a specific radius could be considered. Alternatively, geometric 
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constraints could be verified using a procedure akin to that proposed by 

David Lowe [5]. Specifically, a Hough transform could be used to find 

clusters of cross channel coherent sets with a consistent interpretation of 

object parameters. These clusters can then be subjected to a least-squares 

procedure in order to find the best affine projection parameters relating the 

object model to the object in the query image. Cross channel coherent sets 

with large residuals can then be discarded and the least-squares procedure 

repeated. This method of verifying geometric constraints effectively 

combines spatial coherency filtering, clustering, and object parameter 

estimation. More generally, spatial coherency filtering could verify 

constraints other than geometric. For example, if a method was available 

to label a local window as belonging to an outer edge of an object, then 

spatial coherency filtering could verify that at least one of its neighbours is 

also an outer edge since outer edges must form a closed loop. 

• Clustering: numerous clustering algorithms have been proposed in the 

literature and many of these could readily replace the DBSCAN algorithm. 

A custom designed clustering algorithm that takes advantage of the 

information associated with each spatially coherent set could also be 

designed. Such a clustering algorithm could constrain clusters to consist of 

sets with similar object parameters. As mentioned above, clustering could 

also be performed by using a Hough transform.  

• Parameter Estimation: parameter estimation could be performed using 

any of the available robust fitting methods, such as RANSAC or Least-

Median of Squares. Since the clusters tend to contain few outliers, a 

simple least-squares approach could also be considered. 

 

It is informative to consider the role of each stage in coherency filtering. The goal 

of cross channel coherency filtering is to identify local windows in the query 

image that belong to known objects. For robust detection of objects, it must be 

able to identify the majority of windows belonging to a known object, while 

rejecting a significant number of the windows belonging to the background. 
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Spatial coherency filtering verifies constraints between cross channel coherent 

sets. It should remove cross channel coherent sets that are from the background 

without seriously affecting the number of true positive cross channel coherent 

sets. Clustering must reliably identify spatially coherent sets that belong to the 

same object and parameter estimation must robustly estimate the parameters for 

each of these clusters. 

 

A distinct advantage of the coherency filtering framework is that it is independent 

of the object models. The system proposed here makes use of a k-NN classifier 

where windows are encoded using natural basis functions. Learning object models 

in this manner is responsible for the majority of limitations and advantages 

discussed in this chapter. Modifying how object models are learned in order to 

address these limitations (for example, to include feature sharing or a more robust 

colour normalization method) can be done without requiring modification of the 

coherency filtering framework. In general, any classifier capable of returning a 

list of candidate classifications could be employed. 

 

7.3 Future Work 
 

Future work should concentrate on addressing the limitations discussed in Section 

7.1. The majority of these limitations are a result of using supervised learning to 

construct object models that are too restrictive to facilitate general purpose 

computer vision. To the best of the author’s knowledge, none of these limitations 

have been adequately addressed by the computer vision community. These 

limitations are summarized by the following problem statement: 

 

Design a computer vision system capable of detecting tens of thousands of 

objects in real heterogeneous query images where there are objects that are 

poorly textured, wiry, and deformable.  
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Extending systems to handle tens of thousands of objects will require the use of 

online, unsupervised (or semi-supervised) learning algorithms since manually 

constructing supervised training sets of this magnitude is impractical. These 

learning algorithms will also need to have learning times nearly independent of 

the size of the object database and to learn object models that keep the memory 

requirements of the system tractable. Advances in both learning algorithms and 

readily available computer hardware are likely needed before vision systems will 

be capable of robustly detecting tens of thousands of objects. 

 

The problem statement explicitly stresses poorly textured, wiry, and deformable 

objects since advances in object modeling are needed before computer vision 

systems will be able to robustly detect all these object types. Poorly textured 

objects are problematic for local appearance methods since these objects consist 

of many homogeneous patches that are difficult to discriminate. This leads to 

significant uncertainty in the classification of these patches which is difficult, if 

not impossible, to resolve. Use of global shape information [108-110] will likely 

prove useful in robustly detecting this class of objects. Wiry objects consist 

mostly of thin sections which are often smaller than the diameter of a local 

window. Information obtained from such windows is not independent of the 

background, so is of limited use in heterogeneous environments. Encouraging 

results are given in [111, 112] where modeling and detection of wiry objects is 

performed using edge information. Deformable objects are especially difficult for 

existing local appearance methods that rely heavily on verifying geometric 

constraints between local windows. It would seem that either object models must 

capture allowable object deformations and therefore permit geometric constraints 

to still be verified, or that the need to verify geometric constraints must to be 

relaxed (e.g., [113, 114]).  

 

The difficulties in detecting these different classes of objects may indicate that 

local appearance methods are a poor choice for achieving general purpose 

computer vision. This may be true, but as discussed in Chapter 2 such methods 



Chapter 7 – Discussion 

 165

represent that state-of-the-art in computer vision systems and have achieved 

excellent results on rigid, textured objects. It is the author’s belief that objects 

should be modeled in a variety of ways and that a general purpose computer 

vision system must have the ability to automatically switch between these models 

as required. Different object models will be more appropriate for certain classes 

of objects and using multiple models could be used to further verify the presence 

of an object. Which object models are most appropriate and how to best exploit 

having multiple object models for each object are open questions requiring 

substantial research.   

 

A final issue implied by the above problem statement is concerned with testing. 

Constructing a test set containing tens of thousands of different objects under 

varying viewing conditions in real heterogeneous scenes is impractical. This 

suggests that alternate testing strategies are required. For example, testing could 

be performed by allowing a robot to roam around a large real-world environment 

in order to learn the objects contained within this environment. The robot could 

then be shown a small number of objects that were contained within this 

environment to determine how many it successfully recognizes. High 

performance on such a task would indicate the robot is capable of learning 

reliable object models for a high percentage of objects contained in a real-world 

environment. 

 

The issues discussed above are open research problems that must be addressed by 

the computer vision community before general purpose computer vision will be 

feasible. However, our current level of knowledge may not yet be adequate to 

directly address these problems. Therefore, a more feasible approach for current 

research would be to further investigate coherency filtering, which will ultimately 

bring us closer to solving these larger research problems. The author proposes the 

following problem statement to direct further research into coherency filtering: 
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Extend the coherency filtering framework, so it is capable of reliably 

detecting and analyzing all 1000 objects from the Amsterdam Library of 

Object Images (ALOI) [31] object database in heterogeneous query images 

(analogous to those generated with the McGill Object Detection Suite 

(MODS) [3]). 

 

Development of such a system could still utilize supervised learning techniques to 

build object models. However, consideration of 1000 objects would stress the 

capabilities of current hardware, and therefore require research into how to 

minimize (1) the time required to learn object models, (2) the memory 

requirements of these models, and (3) the time to process a query image. Specific 

attention should be given to how the computational and memory requirements of 

the system scale with the size of the object database. The ALOI database contains 

mostly rigid, well-textured objects, but does contain a non-trivial number of 

poorly or uniformly textured objects. Maximizing performance would require the 

use of object models capable of handling such objects. 

  

In order to maximize performance, alternate implementations of different stages 

should be explored. In particular, the idea of performing cross channel coherency 

filtering across descriptor channels instead of colour channels seems a promising 

avenue of research (Section 7.2). This would allow the system to identify objects 

in greyscale images and with an appropriate choice of descriptors should improve 

the system’s performance. Verification of additional constraints during spatial 

coherency filtering should also be explored in order to increase the precision of 

the system. For example, photometric constraints between neighbouring cross 

channel coherent sets could be verified in a manner similar to [115]. It would also 

be interesting to assess the performance of the system using natural basis 

functions compared to different pre-defined basis functions (e.g., Fourier basis or 

Gabour wavelet basis) in order to determine if natural basis functions are critical 

to the system’s strong performance. Finally, alternatives to using a majority vote 

for parameter estimation should be considered.  
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Chapter 8 
 

Conclusions 
 

 

The main contribution of this thesis is the development of a novel local 

appearance method, termed coherency filtering, capable of robustly detecting and 

analyzing rigid objects contained in heterogeneous scenes. Local appearance 

methods learn a model of an object’s appearance using a set of local windows 

(small regions of an object) extracted from a training set. Learning object models 

in this manner has a number of important advantages that have allowed local 

appearance methods to achieve state-of-the-art performance. The proposed system 

is capable of robustly identifying objects despite significant changes in their 

appearance due to varying pose, scale, and illumination conditions. Furthermore, 

the system can cope with partial occlusions and the presence of unknown objects 

which allows objects to be identified in unstructured environments. Few proposed 

object detection systems consider the identification of objects over such a wide 

range of viewing conditions.  

 

The proposed system combines a number of existing methods from the computer 

vision literature in order to learn local appearance models of rigid objects. 

Specifically, an object’s appearance as it is rotated out-of-plane in three-

dimensional space is learned by extracting local windows from a relatively dense 

set of labelled training images. These local windows are circular regions of a 

fixed diameter, obtained using a uniformly spaced grid. Variations in appearance 

due to in-plane rotation and changing illumination conditions are accounted for by 

normalizing local windows. In-plane rotation normalization is performed by using 

local gradient information to rotate a window into a canonical orientation. 
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Robustness to varying illumination conditions is accomplished by applying a 

well-studied colour normalization method independently to each local window. 

These normalized local windows are then used to construct a k-NN classifier for 

each colour channel. Use of local windows to model the overall appearance of the 

object provides robustness to unknown, heterogeneous backgrounds and partial 

occlusion. At additional computational expense, objects can be identified over a 

wide range of scales by learning object models over a small range of scales and 

then performing a search of an appropriately constructed image pyramid. To the 

best of the author’s knowledge this is the first time these methods have been 

combined in the manner presented in this thesis.  

 

Coherency filtering takes advantage of the wealth of information returned by the 

above k-NN classifiers in order to robustly identify objects in a query image. A 

significant advantage of k-NN classifiers is their ability to indicate uncertainty in 

the classification of a local window by returning a list of k candidate 

classifications. Classification of a local window can be inherently uncertain when 

considered in isolation since local windows from different objects, different 

regions of the same object, or the background can have the same or similar 

appearance. Nevertheless, in order to robustly identify objects in a query image, a 

method is needed to appropriately resolve this uncertainty. Coherency filtering 

resolves this uncertainty by imposing constraints across the colour channels of a 

query image along with spatial constraints between neighbouring local windows, 

in order to find sets of local windows that are coherent. A density-based clustering 

algorithm can then be used to find clusters of these coherent sets. Clusters of 

sufficient density indicate the presence of an object in the query image. The 

parameters of an object are then determined with a simple majority vote, where 

each set in a cluster casts a single vote. This thesis demonstrates that when the 

above local appearance models are combined with coherency filtering, objects can 

be robustly detected and analyzed under a large variety of viewing conditions.  
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The performance of the proposed system was assessed on a number of test sets 

generated by superimposing objects from the Columbia Object Image Library 

(COIL-100) database onto heterogeneous backgrounds using the McGill Object 

Detection Suite (MODS). Test sets focusing on pose, scale, illumination, 

occlusion, noise, and heterogeneous backgrounds were all considered in order to 

allow a systematic characterization of the system’s performance. The proposed 

system can achieve recall rates above 90% even under conditions significantly 

altering the appearance of an object (e.g., scales between 56 and 128 pixels, 25% 

partial occlusion). Unfortunately, existing object detection systems have been 

evaluated on small, custom made test sets. Many of these test sets have not been 

made publicly available and none of them have been adopted by the computer 

vision community at large. Furthermore, these test sets are typically tailored to the 

system being evaluated (e.g., contain only a single view of each object, use 

greyscale images) which limits their general use and, due to their small size, are 

insufficient to fully characterize a system’s performance. These factors inhibit a 

quantitative comparison of existing systems from being conducted. Nevertheless, 

a qualitative comparison with four state-of-the art object detection systems 

indicates that the proposed system can achieve comparable or superior 

performance on test sets of similar difficulty while being capable of robustly 

identifying objects under a greater range of viewing conditions. It should also be 

stressed that the proposed system is capable of excellent analysis performance, 

whereas many systems (e.g., [12, 16]) are only capable of performing object 

detection. For these reasons, the proposed system should be considered state-of-

the-art.  

 

Development of a general purpose computer vision machine is the primary focus 

of many researchers. Nevertheless, state-of-the-art computer vision systems are 

far from achieving this goal. The proposed system shares a number of limitations 

with existing state-of-the-art computer vision systems. These limitations have no 

generally accepted solutions and must be overcome before general purpose 

computer vision can be realized. The majority of these limitations are due to 
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systems scaling poorly with the size of the object database (e.g., intractable 

learning times or memory requirements) or object models being inadequate to 

fully capture the appearance of all object types (e.g., capturing the appearance of 

deformable or wiry objects). Coherency filtering is an exceptionally general 

framework for performing object detection and analysis that is largely 

independent of the object models. This makes it an ideal candidate for further 

research that will ultimately try to address these limitations.  
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Appendix I 
 

This appendix specifies the McGill Object Detection Suite (MODS) [3] 

parameters used to generate the different sets of tuning images considered in 

Chapter 5 – Parameter Tuning. 

 
MODS Parameters Scale-

Invariant 
Tuning 

Sets 

Minimum 
Scale Tuning 

Set 

Scale Step 
Size Tuning 

Set 

Cross 
Channel and 

Spatial 
Coherency 
Tuning Sets 

Object Database COIL-100 COIL-100 COIL-100 COIL-100 
Initial Out-of-Plane Rotation 5 5 5 5 
Out-of-Plane Rotation 10 10 10 10 
End Out-of-Plane Rotation 355 355 355 355 
In-Plane Rotation 10 10 10 10 
Object Scale 
(in pixels) 

56 40, 44 
48, 56, 641 

58, 60, 62, 
64, 68, 70 

60 or 642 

Object Instances 36 36, 161 16 16 
Number of Objects 20 20 20 20 
Occlusion 0 0 0 0 
Noise Model NONE NONE NONE NONE 
Noise Parameter1 0.0 0.0 0.0 0.0 
Noise Parameter2 0.0 0.0 0.0 0.0 
Scales 1 1 1 1 
Scale Step Size 0.0 0.0 0.0 0.0 
Illumination Model NONE NONE NONE NONE 
Illumination Parameter 0.0 0.0 0.0 0.0 
Background Offset 0 0 0 0 

                                                 
1 At scales greater than 56 pixels, query images contain only 16 object instances. 
2 Objects 1, 3, …, 19 were at a scale of 64 pixels whereas objects 2, 3, …, 20 were at a scale of 60 

pixels 
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Appendix II 
 

This appendix specifies the McGill Object Detection Suite (MODS) [3] 

parameters used to generate the different sets of test images considered in Chapter 

6 – Experimental Results. 

 
MODS Parameters Table 

6.1 
Table 

6.2 
Table 

6.3 
Table 6.4 & 

6.5 
Table 6.6 

Object Database COIL-100 COIL-100 COIL-100 COIL-100 COIL-100 
Initial Out-of-Plane Rotation 5 5 5 5 5 
Out-of-Plane Rotation 10 10 10 10 10 
End Out-of-Plane Rotation 355 355 355 355 355 
In-Plane Rotation 0 10 10 10 10 
Object Scale (in pixels) 56 56 56, 721 56, 60, 64, 68, 

72, 77, 88, 1281 
56 

Object Instances 36 36 36, 161 36, 16, 9, 41 36 
Number of Objects 100 100 100 100 100 
Occlusion 0 0 0 0 0 
Noise Model NONE NONE NONE NONE NONE 
Noise Parameter1 0.0 0.0 0.0 0.0 0.0 
Noise Parameter2 0.0 0.0 0.0 0.0 0.0 
Scales 1 1 1 1 1 
Scale Step Size 0.0 0.0 0.0 0.0 0.0 
Illumination Model NONE NONE NONE NONE CONTRAST 
Illumination Parameter 0.0 0.0 0.0 0.0 0.25, 0.45, 0.65, 

1.15, 1.20, 1.25 
Background Offset 0 0 0 0 0 
 

                                                 
1 For scales ≤ 56 pixels, query images contain 36 object instances. Scales ≤ 85 pixels contain 16 object 

instances. Scales ≤ 110 pixels contain 9 object instances. Scales ≤ 170 pixels contain 4 object 

instances.  
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Appendix II - Continued 
 
MODS Parameters Table 6.7 Table 

6.8 / 6.9 
Table 6.10 Table 

6.11 
Table 
6.12 

Object Database COIL-100 COIL-100 COIL-100 COIL-100 COIL-100 
Initial Out-of-Plane Rotation 5 5 5 0 5 
Out-of-Plane Rotation 10 10 10 0 10 
End Out-of-Plane Rotation 355 355 355 0 355 
In-Plane Rotation 10 10 10 0 0 
Object Scale (in pixels) 56 56 56 0 56 
Object Instances 36 36 36 0 36 
Number of Objects 100 100 100 100 1002 
Occlusion 0 25 / 50 0 0 0 
Noise Model NONE NONE GAUSSIAN NONE NONE 
Noise Parameter1 0.0 0.0 0.0 0.0 0.0 
Noise Parameter2 0.0 0.0 0.005, 0.01,  

0.02, 0.03, 
0.04 

0.0 0.0 

Scales 1 1 1 1 1 
Scale Step Size 0.0 0.0 0.0 0.0 0.0 
Illumination Model SPOTLIGHT NONE NONE NONE NONE 
Illumination Parameter 1.0, 1.15, 

 1.25, 1.35 
0.0 0.0 0.0 0.0 

Background Offset 0 0 0 0, 100, 200,  
300, 400 

0, 100, 200, 
300, 400 

                                                 
2 Only query images with objects 21-70 were processed. 

 



 

174 

References 
 

[1] S. E. Palmer, Vision Science: Photons to Phenomenology. Cambridge, 
MA: Bradford Books/MIT Press, 1999. 

[2] S. A. Nene, S. K. Nayar, and H. Murase, "Columbia Object Image Library 
(COIL-100)," in Technical Report CUCS-006-96: Columbia University, 
1996. 

[3] D. H. Parks and M. D. Levine, "McGill Object Detection Suite," presented 
at Third Canadian Conference on Computer and Robot Vision, Quebec 
City, Quebec, 2006; http://www.cim.mcgill.ca/~levine/171_parks_d.pdf. 

[4] S. K. Nayar, S. A. Nene, and H. Murase, "Real-time 100 Object 
Recognition System," presented at Proc. of IEEE Conference on Robotics 
and Automation, Minneapolis, 1996. 

[5] D. Lowe, "Distinct Image Features from Scale-invariant Keypoints," 
International Journal of Computer Vision, 2004. 

[6] H. Murase and S. K. Nayar, "Detection of 3D Objects in Cluttered Scenes 
using Hierarchical Eigenspace," Pattern Recognition Letters, vol. 18, pp. 
375-384, 1997. 

[7] D. H. Parks and M. D. Levine, "Colour Constancy for Local Appearance 
Methods," <in preparation>, 2006. 

[8] V. Colin de Verdière and J. L. Crowley, "Visual Recognition using Local 
Appearance," presented at Proceedings European Conference On 
Computer Vision, 1998. 

[9] K. Ohba and K. Ikeuchi, "Detectability, Uniqueness, and Reliability of 
Eigen-Windows for Robust Recognition of Partially Occluded Objects," 
IEEE Pattern Analysis and Machine Intelligence, vol. 19, pp. 1043-1048, 
1997. 

[10] Wikipedia, "Digital Revolution,"; 
http://en.wikipedia.org/wiki/Digital_revolution. 

[11] S. Agarwal, A. Awan, and D. Roth, "Learning to Detect Objects in Images 
via a Sparse, Part-Based Representation," IEEE Transactions on Pattern 
Analysis and Machine Intelligence, vol. 26, pp. 1475- 1490, 2004. 

[12] S. Ekvall and D. Kragic, "Receptive Field Cooccurrence Histograms for 
Object Detection," presented at IEEE/RSJ International Conference on 
Intelligent Robots and Systems, Edmonton, Canada 2005. 

[13] M. Grzegorzek, K. N. Pasumarthy, M. Reinhold, and H. Niemann, 
"Statistical Object Recognition for Multi-Object Scenes with 
Heterogeneous Background," ICVGIP pp. 222-227, 2004. 

[14] M. Reinhold, M. Grzegorzek, J. Denzler, and H. Niemann, "Appearance-
based Recognition of 3-D Objects by Cluttered Background and 
Occlusions," Pattern Recognition, vol. 38, pp. 739-753, 2005. 

[15] P. Viola and M. Jones, "Robust Real-Time Face Detection," presented at 
Proc. International Conf. Computer Vision, Vancouver, Canada, 2001. 



 

 175

[16] K. Mele and J. Maver, "Recognizing Objects on Cluttered Backgrounds," 
Journal of Systems Architecture, Pattern Recognition Letters, vol. 26, pp. 
1512-1524, 2005. 

[17] C. Harris and M. Stephens, "A Combined Corner and Edge Detector," 
presented at The Fourth Alvey Vision Conference, University of 
Manchester, 1988. 

[18] M. F. Kelly and M. D. Levine, "Annular Symmetry Operators: a Method 
for Locating and Describing Objects," presented at Fifth International 
Conference on Computer Vision, Cambridge, Massachusetts, 1995. 

[19] C. Schmid and R. Mohr, "Local Greyvalue Invariants for Image 
Retrieval," IEEE Pattern Analysis and Machine Intelligence, vol. 19, pp. 
530-535, 1997. 

[20] D. Lowe, "Object Recognition from Local Scale-invariant Features," 
presented at International Conference on Computer Vision, 1999. 

[21] D. Jugessur and G. Dudek, "Local Appearance for Robust Object 
Recognition," IEEE Computer Vision and Pattern Recognition, June 2000. 

[22] J. Matas and Š. Obdrzálek, "Object Recognition Methods Based on 
Transformation Covariant Features," presented at XII. European Signal 
Processing Conference EUSIPCO - 2004, Vienna: TU Vienna, September 
2004. 

[23] Š. Obdrzálek and J. Matas, "Object Recognition using Local Affine 
Frames on Distinguished Regions," presented at The Challenge of Image 
and Video Retrieval (CIVR2002), July 2002. 

[24] F. Rothganger, S. Lazebnik, C. Schmid, and J. Ponce, "3D Object 
Modeling and Recognition Using Local Affine-Invariant Image 
Descriptors and Multi-View Spatial Constraints," International Journal of 
Computer Vision, 2005. 

[25] R. Maree, P. Geurts, J. Piater, and L. Wehenkel, "Random Subwindows 
for Robust Image Classification," Computer Vision and Pattern 
Recognition, 2005. 

[26] B. Caputo, J. Hornegger, D. Paulus, and H. Niemann, "A Spin-Glass 
Markov Random Field for 3-D Object Recognition," Technical Report 
LME-TR-2002-01, Lehrstuhl fur Mustererkennung, Institut fur Informatik, 
Universitat Erlangen-Nurnberg, 2002. 

[27] H. Wersing and E. Körner, "Learning Optimized Features for Hierarchical 
Models of Invariant Object Recognition," Neural Computation, vol. 15, 
pp. 1559-1588, 2003. 

[28] C. Y. Chang, A. A. Maciejewski, V. Balakrishnan, R. G. Robers, and K. 
Saitwal, "Quadtree-Based Eigendecomposition for Pose Estimation in the 
Presence of Occlusion and Background Clutter," Submitted to Pattern 
Analysis and Applications as a Regular paper. 

[29] X. Liu and A. Srivastava, "3D Object Recognition using Perceptual 
Components," presented at International Joint Conference on Neural 
Networks, 2001. 

[30] H. Bischof and A. Leonardis, "Robust Recognition of Scaled Eigenimages 
Through a Hiearchical Approach," CVRP, 1998. 



 

 176

[31] J. M. Geusebroek, G. J. Burghouts, and A. W. M. Smeulders, "The 
Amsterdam Library of Object Images," International Journal of Computer 
Vision, vol. 61, pp. 103-112, 2005. 

[32] B. Funt, K. Barnard, and L. Martin, "Is Colour Constancy Good 
Enough?," presented at 5th European Conference of Computer Vision, 
Freiburg, Germany, 1998. 

[33] H. Murase and S. K. Nayar, "Visual Learning and Recognition of 3-D 
Objects from Appearance," International Journal of Computer Vision, vol. 
14, pp. 5-24, January 1995. 

[34] M.-H. Yang, D. Roth, and N. Ahuja, "Learning to Recognize 3D Objects 
with SNoW," presented at Proceedings of the 6th European Conference on 
Computer Vision-Part I, 2000. 

[35] E. Land, "The Retinex Theory of Color Vision," Scientific American, pp. 
108-129, December 1977. 
[36] M. D. Levine, M. R. Handhi, and J. Bhattacharyya, "Image 
Normalization for Illumination Compensation in Facial Images," Internal 
Report, McGill University, 2004;  
http://www.cim.mcgill.ca/~levine/IlluminationReport.pdf. 

[37] Š. Obdrzálek, J. Matas, and O. Chum, "On the Interaction between Object 
Recognition and Colour Constancy," presented at IEEE International 
Workshop on Color and Photometric Methods in Computer Vision, Los 
Alamitos, USA, 2003. 

[38] A. Leonardis and H. Bischof, "Dealing with Occlusions in the Eigenspace 
Approach," CVRP, pp. 453-458, 1996. 

[39] K. Ohba and K. Ikeuchi, "Recognition of the Multi Specularity Objects 
Using the Eigen Window," presented at International Conference on 
Pattern Recognition, Vienna, 1996. 

[40] K. Toyama, J. Krumm, B. Brumitt, and B. Meyers, "Wallflower: 
Principles and Practice of Background Maintenance," presented at 
Proceedings of the International Conference on Computer Vision, 1999. 

[41] Q. Cai and J. K. Aggarwal, "Tracking human motion in structured 
environments using a distributed-camera system," IEEE Trans. Pattern 
Anal. Machine Intell., vol. 21, 1999. 

[42] P. J. Besl and R. C. Jain, "Three-dimensional Object Recognition," ACM 
Computing Surveys, vol. 17, pp. 75-145, 1985. 

[43] A. R. Pope, Model-based Object Recognition: A Survey of Recent 
Research: University of British Columbia, 1994. 

[44] R. T. Chin and C. R. Dyer, "Model-based Recognition in Robot Vision," 
ACM Computing Surveys, vol. 18, pp. 67-108, 1986. 

[45] I. Shimshoni and J. Ponce, "Probabilistic 3D Object Recognition," 
International Journal of Computer Vision, vol. 36, pp. 51-70, 2000. 

[46] A. R. Pope and D. G. Lowe, "Probabilistic Models of Appearance for 3-D 
Object Recognition," International Journal of Computer Vision, vol. 40, 
pp. 149-167, 2000. 

[47] M. Turk and S. Pentland, "Eigenfaces for Recognition," Journal of 
Cognitive Neuroscience, vol. 3, pp. 71-86, 1991. 



 

 177

[48] A. Leonardis and H. Bischof, "Robust Recognition Using Eigenimages," 
Computer Vision and Image Understanding, vol. 78, pp. 99-118, April 
2000. 

[49] B. V. Funt and G. D. Finlayson, "Color Constant Color Indexing," IEEE 
Transaction on Pattern Analysis and Machine Intelligence, vol. 17, pp. 
522-529, 1995. 

[50] B. Schiele and J. L. Crowley, "Object Recognition Using 
Multidimensional Receptive Field Histograms," presented at ECCV96, 
1996. 

[51] M. Pontil and A. Verri, "Support Vector Machines for 3D Object 
Recognition," IEEE Transactions on Pattern Analysis and Machine 
Intelligence, vol. 20, pp. 636-646, June 1998. 

[52] D. Roobaert and M. M. V. Hulle, "View-based 3D object recognition with 
Support Vector Machines," presented at Proc. IEEE Neural Networks for 
Signal Processing Workshop 1999. 

[53] D. Roobaert, M. Zillich, and J.-O. Eklundh, "A Pure Learning Approach 
to Background-Invariant Object Recognition using Pedagogical Support 
Vector Learning," Computer Vision and Pattern Recognition, vol. 2, pp. 
351-357, 2001. 

[54] M. Heath, S. Sarkar, T. Sanocki, and K. Bowyer, "Edge Detector 
Comparison”, February 20, 2006; 
 http://marathon.csee.usf.edu/edge/edge_detection.html 

[55] I. T. Jolliffe, Principal Component Analysis. New-York: Springer-Verlag, 
1986. 

[56] S. K. Nayar and H. Murase, "Image Spotting of 3D Objects using 
Parametric Eigenspace Representation," presented at Proc. 9th 
Scandinavian Conf. Image Analysis, 1995. 

[57] M. J. Swain and D. H. Ballard, "Color Indexing," International Journal of 
Computer Vision, vol. 7, pp. 11-32, 1991. 

[58] B. Schiele and J.L.Crowley, "Recognition without Correspondence using 
Multidimensional Receptive Field Histograms," International Journal on 
Computer Vision, vol. 36, pp. 31-50, 2000. 

[59] P. Chang and J. Krumm, "Object Recognition with Color Cooccurrence 
Histograms," presented at IEEE Computer Society Conference on 
Computer Vision and Pattern Recognition (CVPR'99), Fort Collins, CO, 
USA, 1999. 

[60] C. J. C. Burges, "A Tutorial on Support Vector Machines for Pattern 
Recognition," Knowledge Discovery and Data Mining, vol. 2, 1998. 

[61] D. Roobaert, "Improving the Generalisation of Linear Support Vector 
Machines: an Application to 3D Object Recognition with Cluttered 
Background," presented at Proc. Workshop Support Vector machines ath 
the International Joint Conference on Artificiall Intelligence, Stockholm, 
1999. 

[62] Y. Huang, X. Ding, and S. Wang, "Recognition of 3-D Objects in Multiple 
Statuses Based on Markov Random Field Models," presented at IEEE 



 

 178

International Conference on Acoustics, Speech, and Signal Processing 
(ICASSP 2004), Montreal, Quebec, Canada, 2004. 

[63] C. Schmid, R. Mohr, and C. Bauckhage, "Evaluation of Interest Point 
Detectors," International Journal of Computer Vision, vol. 37, pp. 151-
172, 2000. 

[64] W. Freeman and E. Adelson., "The Design and Use of Steerable Filters," 
PAMI, vol. 13, pp. 891-906, 1991. 

[65] V. Colin de Verdière and J. L. Crowley, "A Prediction-Verification 
Strategy for Object Recognition using Local Appearance," Technical 
report, Prima project, GRAVIR Laboratory, 1999. 

[66] K. Mikolajczyk and C. Schmid, "A Performance Evaluation of Local 
Descriptors," presented at International Conference on Computer Vision & 
Pattern Recognition, 2003. 

[67] J. S. Beis and D. G. Lowe, "Shape Indexing Using Nearest-Neighbour 
Search in High-Dimensional Spaces," presented at Computer Society 
Conference on Computer Vision and Pattern Recognition, 1997. 

[68] R. Marée, P. Geurts, J. Piater, and L. Wehenkel, "Decision Trees and 
Random Subwindows for Object Recognition," presented at ICML 
workshop on Machine Learning Techniques for Processing Multimedia 
Content (MLMM2005), 2005. 

[69] M. Reinhold, D. Paulus, and H. Niemann, "Improved Appearance-based 
3-D Object Recognition using Wavelet Features," presented at Vision, 
Modeling, and Visualization, Berlin, Amsterdam, 2001. 

[70] T. M. Cover and P. E. Hart, "Nearest Neighbor Pattern Classification," 
IEEE Transactions on Information Theory, vol. 13, pp. 21-27, 1967. 

[71] V. N. Vapnik, Statistical Learning Theory: John Wiley and Sons, 1998. 
[72] Y. Freund and R. E. Schapire, "A Decision-Theoretic Generalization 

of On-Line Learning and an Application to Boosting," J. Computer and 
System Sciences, vol. 55, pp. 119-139, 1997. 

[73] D. Roth, "The SNoW Learning Architecture," Technical Report 
UIUCDCS-R-99-2101, UIUC Comptuer Science Department, 1999. 

[74] G. D. Finlayson, B. Schiele, and J. L. Crowley, "Comprehensive Colour 
Image Normalization," presented at Fifth European Conference on 
Computer Vision, 1998. 

[75] G. D. Finlayson, M. S. Drew, and B. V. Funt, "Color Constancy: 
Generalized Diagonal Transforms Suffice," Journal of the Optical Society 
of America A, vol. 11, pp. 3011-3020, 1994. 

[76] G. D. Finlayson, M. S. Drew, and B. V. Funt, "Spectral Sharpening: 
Sensor Transformations for Improved Color Constancy," Journal of the 
Optical Society of America A, vol. 11, pp. 1553-1563, 1994. 

[77] G. D. Finlayson and B. V. Funt, "Coefficient Channels: Derivation and 
Relationship to other Theoretical Studies," Color Research and 
Application, vol. 21, pp. 87-96, 1996. 

[78] J. A. Worthey and M. H. Bill, "Heuristic Analysis of von Kries Color 
Constancy," Journal of the Optical Society of America, vol. 3, pp. 1708-
1712, 1986. 



 

 179

[79] Y. LeCunn, "MNIST Database of Handwritten Digits”, NEC Research 
1998; http://yann.lecun.com/exdb/mnist/. 

[80] T. V. Pham and A. W. M. Smeulders, "Sparse Representation for Coarse 
and Fine Object Recognition," IEEE Trans. Pattern Anal. Machine Intell., 
vol. 28, pp. 555-567, 2006. 

[81] J. H. Friedman, J. L. Bentley, and R. A. Finkel, "An Algorithm for 
Finding Best Matches in Logarithmic Expected Time," ACM Transactions 
on Mathematical Software, vol. 2, pp. 209-226, 1977. 

[82] S. Arya, D. M. Mount, N. S. Netanyahu, R. Silverman, and A. Wu, "An 
Optimal Algorithm for Approximate Nearest Neighbor Searching," ACM, 
pp. 891-923, 1998. 

[83] D. M. Mount, "ANN Programming Manual”, 2005; 
http://www.cs.umd.edu/~mount/ANN/ 

[84] S. Arya and D. M. Mount, "Approximate Nearest Neighbor Queries in 
Fixed Dimensions," presented at In Proc. 4th ACM-SIAM Sympos. 
Discrete Algorithms, 1993. 

[85] G. Heidemann, "The Principal Components of Natural Images Revisited," 
IEEE Transactions on Pattern Analysis and Machine Intelligence, to 
appear 2006. 

[86] J. B. Tenenbaum, V. d. Silva, and J. C. Langford, "A Global Geometric 
Framework for Nonlinear DimensionalityReduction," Science, vol. 290, 
pp. 2319-2323, 2000. 

[87] S. T. Roweis and L. K. Saul, "Nonlinear Dimensionality Reduction by 
Locally Linear Embedding," Science, vol. 290, pp. 2323-2326, 2000. 

[88] J. Wang, C. Zhang, and Z. Kou, "An Analytical Mapping for LLE and Its 
Application in Multi-Pose Face Synthesis," presented at British Machine 
Vision Conference, 2003. 

[89] O. Kouropteva, O. Okun, and M. Pietikäinen, "Classification of 
Handwritten Digits using Supervised Locally Linear Embedding 
Algorithm and Support Vector Machine," presented at Proc. of the 11th 
European Symposium on Artificial Neural Networks (ESANN'2003), 
Bruges, Belgium, 2003. 

[90] S. Kadoury and M. D. Levine, "Finding Faces in Gray Scale Images Using 
Locally Linear Embeddings”, presented at 5th International Conference on 
Image and Video Retrieval (CIVR 2006), Tempe, Arizona, 2006; 

 http://www.cim.mcgill.ca/~levine/ 
Face_Detection_LLE_KadouryLevine_CVIU.pdf 

[91] Y. Ke and R. Sukthankar, "PCA-SIFT: A More Distinctive Representation 
for Local Image Descriptors," presented at CVPR04, Washington, D.C., 
2004. 

[92] A. Y. Ng, M. I. Jordan, and Y. Weiss, "On Spectral Clustering: Analysis 
and an Algorithm," Advances in Neural Information Processing Systems 
(NIPS) 14, 2002. 

[93] M. Meila and V. D., "A Comparison of Spectral Clustering Algorithms," 
UW CSE Technical report 03-05-01, 2003. 



 

 180

[94] J. MacQueen, "Some Methods for Classication and Analysis of 
Multivariate Observations," presented at In Proc. 5th Berkeley Symp. 
Math. Statist. Prob., 1967. 

[95] L. Kaufman and P. J. Rousseeuw, Finding Groups in Data: an 
Introduction to Cluster Analysis. : John Wiley & Sons, 1990. 

[96] J. C. Bezdek, Pattern Recognition with Fuzzy Objective Function 
Algorithms: Plenum Press, New York, 1981. 

[97] S. C. Johnson, "Hierarchical Clustering Schemes," Psychometrika, pp. 
241-254, 1967. 

[98] M. Ester, H.-P. Kriegel, J. Sander, and X. Xu, "A Density-Based 
Algorithm for Discovering Clusters in Large Spatial Databases with 
Noise," presented at Proc. 2nd int. Conf. on Knowledge Discovery and 
Data Mining (KDD ‘96), Portland, Oregon, 1996. 

[99] A. Hinneburg and D. A. Keim, "An Efficient Approach to Clustering in 
Large Multimedia Databases with Noise," presented at Proc. 4rd Int. Conf. 
on Knowledge Discovery and Data Mining, 1998. 

[100] J. Sander, M. Ester, H.-P. Kriegel, and X. Xu, " Density-Based Clustering 
in Spatial Databases: The Algorithm GDBSCAN and its Applications," 
Data Mining and Knowledge Discovery, vol. 2, pp. 169-194, 1998. 

[101] J. Dahmen, D. Keysers, H. Ney, and M. O. Guld, "Statistical Image Object 
Recognition using Mixture Densities," J. Mathematical Imaging and 
Vision, vol. 14, pp. 285-296, 2001. 

[102] I. W. Tsang, J. T. Kwok, and P.-M. C. . "Very Large SVM Training using 
Core Vector Machines," presented at In Proceedings of the Tenth 
International Workshop on Artificial Intelligence and Statistics, Barbados, 
2005. 

[103] E. Murphy-Chutorian and J. Triesch, "Shared Features for Scalable 
Appearance-Based Object Recognition," In Proc. IEEE Workshop 
Applications of Computer Vision, 2005. 

[104] D. Levi and S. Ullman, "Learning to Classify by Ongoing Feature 
Selection," presented at In Proceedings of the Canadian Conference on 
Computer and Robot Vision (CRV06), Quebec, 2006. 

[105] D. Walther, U. Rutishauser, C. Koch, and P. Perona, "Selective Visual 
Attention Enables Learning and Recognition of Multiple Objects in 
Cluttered Scenes," Computer Vision and Image Understanding, vol. 100, 
pp. 41-63, 2005. 

[106] M. Brown and D. G. Lowe, "Unsupervised 3D Object Recognition and 
Reconstruction in Unordered Datasets," presented at International 
Conference on 3-D Digital Imaging and Modeling (3DIM 2005), Ottawa, 
Canada, 2005. 

[107] M. Weber, M. Welling, and P. Perona, "Unsupervised Learning of Models 
for Recognition," presented at European Conference on Computer Vision, 
2000. 

[108] D. M. Gavrila, "Pedestrian Detection from a Moving Vehicle," presented 
at Proc. of European Conference on Computer Vision, Dublin, Ireland, 
2000. 



 

 181

[109] S. Belongie, J. Malik, and J. Puzicha, "Shape Matching and Object 
Recognition using Shape Contexts," Pattern Analysis and Machine 
Intelligence, vol. 24, pp. 509-522, 2002. 

[110] A. C. Berg, T. L. Berg, and J. Malik., "Shape Matching and Object 
Recognition using Low Distortion Correspondence," presented at 
International Conference on Computer Vision and Pattern Recognition 
(CRVP05), San Diego, California, 2005. 

[111] K. Mikolajczy, A. Zisserman, and C. Schmid, "Shape Recognition with 
Edge-based Features," presented at British Machine Vision Conference, 
2003. 

[112] O. Carmichael and M. Hebert, "Shape-based Recognition of Wiry 
Objects," Pattern Analysis and Machine Intelligence, vol. 26, pp. 1537- 
1552, 2004. 

[113] J. Mutch and D. G. Lowe, "Multiclass Object Recognition with Sparse, 
Localized Features," presented at IEEE Conference on Computer Vision 
and Pattern Recognition (CVPR), New York, NY, 2006. 

[114] G. Carneiro and D. G. Lowe, "Sparse Flexible Models of Local Features," 
presented at European Conference on Computer Vision (ECCV), 2006. 

[115] T. Tuytelaars and L. V. Gool, "Wide Baseline Stereo Matching based on 
Local, Affinely Invariant Regions," presented at British Machine Vision 
Conference BMVC'2000, Bristol, UK. 

 
 


	1.1 Thesis Outline
	1.2 Thesis Contributions
	2.1 Object Recognition, Detection, and Analysis
	2.2 Challenges of Object Detection
	2.2.1 Translation
	2.2.2 Pose
	2.2.3 Scale
	2.2.4 Illumination
	2.2.5 Occlusion
	2.2.6 Heterogeneous Backgrounds
	2.2.7 Scaling of Memory and Computational Requirements

	2.3 Classification of Object Detection and Analysis Methods
	2.3.1 Model-based Methods
	2.3.2 Appearance-based Methods
	2.3.2.1 Eigenspace Methods
	2.3.2.2 Robust PCA
	2.3.2.3 Receptive Field Histograms
	2.3.2.4 Support Vector Machines

	2.3.3 Local Appearance Methods
	2.3.4 Summary

	3.1 Local Windows for Learning Object Models
	3.1.1 Learning Out-of-Plane Rotation
	3.1.2 Learning Scale and Searching an Image Pyramid
	3.1.3 Normalization for In-Plane Rotation
	3.1.4 Normalization for Illumination

	3.2 Nearest Neighbours Classifier
	3.2.1 Advantages and Limitations of k-NN Classification
	3.2.2 Approximate k-NN Classification with a kd-tree
	3.2.3 Online Learning
	3.2.4 Summary

	3.3 Principal Component Analysis for Dimensionality Reduction
	3.3.1 Using Natural Basis Functions
	3.3.2 Performing Principal Component Analysis
	3.3.3 Advantages and Limitations of PCA

	3.4 Encoding Local Windows
	3.5 Summary
	4.1 Processing Query Images
	4.2 Cross Channel Coherency Filtering
	4.2.1 Definition of Cross Channel Coherency Filtering
	4.2.2 Pedagogical Example of Cross Channel Coherency Filtering
	4.2.3 Discussion of Cross Channel Coherency Filtering

	4.3 Spatial Coherency Filtering
	4.3.1 Definition of Spatial Coherency Filtering
	4.3.2 Pedagogical Example of Spatial Coherency Filtering
	4.3.3 Discussion of Spatial Coherency Filtering

	4.4 Clustering
	4.4.1 Selecting a Clustering Algorithm
	4.4.2 Definition for DBSCAN Clustering
	4.4.3 Discussion of Clustering

	4.5 Parameter Estimation
	4.5.1 Definition of Parameter Estimation
	4.5.2 Pedagogical Example of Parameter Estimation
	4.5.3 Discussion of Parameter Estimation

	4.6 Detecting Objects over Scale
	4.7 Summary
	5.1 Parameter Tuning Methodology
	5.2 Scale-Invariant Parameter Tuning
	5.3 Scale Parameter Tuning
	5.4 Bin Size Parameter Tuning
	5.5 Use of Natural Basis Functions
	5.6 Colour Spaces
	5.7 Summary
	6.1 Performance Evaluation Methodology
	6.2 Pose
	6.3 Scale
	6.4 Illumination
	6.5 Occlusions
	6.6 Noise
	6.7 Heterogeneous Backgrounds
	6.8 Qualitative Comparison of Object Detection Systems
	6.8.1 Comparison with the Histogramming System of Ekvall and Kragić
	6.8.2 Comparison with the SVM System of Mele and Maver
	6.8.3 Comparison with the MRF System of Huang et al.
	6.8.4 Comparison with the Local Appearance System of Reinhold et al.

	6.9 Summary
	7.1 Towards General Purpose Computer Vision
	7.1.1 Limitations of the Proposed System
	7.1.2 Advantages of Proposed System

	7.2 Generalized Coherency Filtering
	7.3 Future Work

